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Motivation

MOT Challenge
1 class: people

KITTI MOT
2 classes: people and cars

Most tracking datasets and MOT algorithms focus on tracking on a small set of categories such as cars 
and people.

Our goal is to track any objects in the open world



Why Tracking 
Everything Is Important

ÅEnhancing safety for vision-
based autonomous driving

ÅHelping build general-purpose 
robotics

ÅHelping monitor animals or video 
shooting by drone
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When MOT goes to large-scale scenariosé



Evaluation challenge 1: annotation is non-exhaustive 

Ground Truth on TAO validation set

Å It is prohibitively expensive to annotate every object when constructing large-scale datasets with many categories.

How can we identify and penalize false positive (FP) predictions?

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Evaluation challenge 1: annotation is non-exhaustive 

ÅIs it possible for us to always get exhaustive annotations?

ÅWhat is an object?

Raw image Car Building

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Previous MOT metrics: incomplete annotation

TAO track mAP metric:
ÅNot penalizing if there is no ground-ǘǊǳǘƘ ƛƴŦƻǊƳŀǘƛƻƴ ŀōƻǳǘ ǘƘŜ ƻōƧŜŎǘǎΩ ǇǊŜǎŜƴŎŜ 

or absence
ĄRewards a large number of false positives

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Rewards false positives

AOA (Winner of ECCV20 TAO challenge) Ground Truth

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022
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Game-able
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Previous MOT metrics: incomplete annotation

TAO metric:
ÅNot penalizing if there is no ground-ǘǊǳǘƘ ƛƴŦƻǊƳŀǘƛƻƴ ŀōƻǳǘ ǘƘŜ ƻōƧŜŎǘǎΩ ǇǊŜǎŜƴŎŜ 

or absence
ĄRewards a large number of false positives
ĄGame-able

MOTA, IDF1 and HOTA metric:
ÅPenalize every unmatched prediction
Ą Falsely penalizes correct predictions with no corresponding annotations

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



How to penalize FP under incomplete annotations?

Extreme inter-object overlap is very unlikely

The CDF of ground truth boxes that have different level of IoU overlaps in four different 
datasets with exhaustive annotations along with their average.

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Local cluster based evaluation

GT

Local Cluster

TPL
FPL

FPL

False Positive Localization are those in the local cluster but not matched to any ground truth

Ignore

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments (Metric): visualize outputs of best tracker 

AOA (optimized for TAO metric) TETer (optimized for TETA)

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Which tracker is better?

Score: MOTA: 0,  IDF1: 0,  HOTA: 0

Score: MOTA: 33,  IDF1: 33, HOTA: 44

Ą Association performance is ignored

Ą Overemphasize the classification 

This example raises an interesting question: is tracking still meaningful if the class prediction is wrong? 

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Prerequisite

TAO evaluation: Track mAP

BDD100K evaluation: mMOTA, mIDF1

é

Class N track
result

Class N
track GT

MOTA/
HOTA

é

Class 1 track
result

MOTA/
HOTA

Class 1
track GT

Track Results mTETA

Local cluster based evaluation

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



TAO evaluation: TETA

BDD100K evaluation: TETA

Track Results

Class 1 track
result

Class N track
result

é

TETA

Class N
track GT

TETA

é mTETA

Class 1
track GT

Local cluster based evaluation

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Evaluation challenge 2: overemphasize classification 

Track mAP / mMOTA

Localization Associations

Classification

TETA

Our solution TETA: disentangle classification

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Game-able

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments: analyze trackers more comprehensively

Score: MOTA: 0,  IDF1: 0,  HOTA: 0

Score: MOTA: 33,  IDF1: 33, HOTA: 44

Ą Association performance is ignored

TETA: LocA: 100,  AssocA: 100,  ClsA: 0

TETA: LocA: 100,  AssocA: 33,  ClsA: 100

Ą Overemphasize the classification 

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



TETA Metric has been used by many follow-up works 

Å GLEE: General Object Foundation Model for Images and Videos at Scale (CVPR 2024 )
Å NetTrack: Tracking Highly Dynamic Objects with a Net (CVPR 2024)
ÅMeMOTR: Long-Term Memory-Augmented Transformer for Multi-Object Tracking (ICCV 2023)
Å OVTrack: Open-vocabulary multiple object tracking (CVPR 2023)
Å CO-MOT: Boosting End-to-end Transformer-based Multi-Object Tracking (ICLR 2024)
 ΧΦ

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022

TETA supports both box and segmentation tracking evaluation now!



Algorithm challenge:

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Previous multi-class MOT paradigm
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Class prediction is unstable across videos!

(Motion) (Appearance)

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Class Exemplar Matching

(Appearance)

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments
     (TETer)

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments (Tracker): BDD100K and TAO

BDD100K

TAO

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments (Tracker): Qualitative

TETer on BDD100k

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Experiments (Tracker): Qualitative

TETer on TAO

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



From close-set to open-vocabularyé

Li, Siyuan, et al. "Tracking every thing in the wild."  ECCV 2022



Challenge 1

How to identify and track the objects from novel classes?

Currentclose-set MOT methodsarenot capableof extendingtheir pre-defined 
taxonomies.

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Challenge 2

Lack of videoannotationswith diverse classesfor learningrobust trackingsignals.

Howdo we getsuch supervisionwithout videoannotations?

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



We propose

Generative 

VL Model

Discriminative 
VL Model

Base
Categories

Training

Testing Discriminative 
VL Model

Any Text Prompt
(Base  + Novel )

Video Frames

Static Image

OVTrack

OVTrack

OVTrack

Instance 
Similarity 
Learning

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Goal: create a fake video pair from static images where we have rich annotations 

Key idea: 
Ą Use generative LLMs and data augmentation to simulate video!

Our solution: diffusion-based data augmentation

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Caption: A herd of elephants walking down a grass covered marsh

Transform

Branched denoising
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Output

Stable diffusion [2] as foundationmodel

[2] Rombach, Robin, et al. "High-resolution image synthesis with latent diffusion models." CVPR 22

Our solution: diffusion-based data augmentation



Our solution: diffusion-based data augmentation

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Instance Similarity  
Learning

Negative  Pair

Positive  Pair
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Our solution: diffusion-based data augmentation

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Our benchmark

ÅDataset Split:we usethe LVIS v1 taxonomy
ÅBase: frequent and commonclasses
ÅNovel: rare classes

ÅEvaluation sequences: TAO validationand test setsequences.

ÅTraining set: LVIS staticimagesand annotations.

ÅEvaluation: TETA metric.

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



Quantitative results

Open-vocabulary MOT Benchmark  

Li, Siyuan, et al. òOVTrack: Open-Vocabulary Multiple Object Tracking, CVPR 2023



OVT-B benchmark (NeurIPS 2024)

Liang, haiji, et al. ò OVT-B: A New Large-Scale Benchmark for Open-Vocabulary Multi-Object Tracking, NeurIPS 2024



Still requires expensive annotationsé
Can we go to self-supervision?

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



From GPT-4 to Sora,  the scaling law continues to show its power

Video Generated by Sora Basic compute 32x compute

We need to scale

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



ÅCondition to scale:
ÅMassive raw data 
ü GPT: massive text data
ü Sora: massive raw videos and images
ü Our tracking task: massive raw videos and images

ÅReasonable and cheap supervision
ü GPT: next token prediction
ü Sora: raw video as output supervision
ü Our tracking task:  ?

ÅCondition for the supervision:
ÅDo not need many manual annotations -> self-supervision 
ÅEnable to train with raw images and videos

How to scale

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



ÅPixel-wise supervision by warping 

frame 1

frame 2

Learned warping

ŦǊŀƳŜ мέ

Photometric 
consistency loss

Review on existing self-supervision signal

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



ÅPatch-wise supervision by cycle consistency

Review on existing self-supervision signal

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



Å Traditional paradigms:
×  SimCLR
×  MoCo 
×  DINO

Å Learn by frame-level similarity from augmented views of 
entire images.

ü Fail to fully leverage instance information
ü Require clean, object-centric image data

Review on existing self-supervision signal

Representation learning on raw images

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



Representation learning on raw videos

Å Self-supervised on raw videos:
×  VFS

Å Extracting positive pairs from different frames in the same 
video

ü Fail to fully leverage instance information
ü Require clean, object-centric video data

Review on existing self-supervision signal

Li, Siyuan, et al. òMatching Anything By Segmenting Anything, CVPR 2024



ÅImageNet              ÅVFS              

DAVIS Sequence

Review on existing self-supervision signal


