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Objective
minimize F(x) = Ep|f(x;9)] = /Sf(a:;s)dP(s)

subject to x € X.
Stochastic subgradient methods (SGM)
Tp4+1 := T — aggy forsome gi € Of(zy; Sk)

Efficient in iteration m Sensitive to step-size choice

Easy to analyze Weak stability guarantees

Simple to implement



Stochastic Model-Based Optimization
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Stochastic model-based methods (SMOD) [Asi & Duchi’19, Davis & Drusvyatskiy’19]

_ 1
Tpy1 := argmin {[ 2 (T Sk)]—i— 50 |z — .:Ung}
xeX l 875

A model of f(+;Sk)

fz(+;s) isamodel of f(-;s):
(Ci) y — f.(y;s) Isconvex

(Cii) fu(a:5) = Fla: ) and £, (y:9) < Flyi o)+ 22 1y —af}3 forall ye



Examples
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_ 1
Tpy1 := argmin {ka(zv; Sk) + 50 |x — .:Ung}
TEX (8795

Stochastic subgradient Methods:  f,.(y; s) := f(x;s) + (f'(z;s),y — x)

Stochastic truncated methods: f, (y; s) := max {f(gj; s)+ (f'(x;8),y — x), iHPfﬁf(Z; 5)}
A4S

Stochastic prox-linear methods: f,(y; s) := h(c(x; s) + Vc(x; s)" (y — x); s)

Stochastic proximal point methods (SPP):  f.(y; s) := f(y; s)



Extensions
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Minibatching SMOD [Deng & Gao’21, Asi et al.’21]

_ 1 & ot 2
iy { L3 )+ 2o

Momentum SMOD [Deng & Gao’21, Chadha et al.’21]

k= b+ Bz — 2F Y

: Y
H = argmin { fou (2, €5) + 2l — y*)2}
reX 2

i



Results
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Stability and Robustness:

To guarantee stable iteration, SMOD requires weaker conditions on step-size than SGM
[Asi & Duchi’19, Davis & Drusvyatskiy’19]

sup dist(xzg, X™) < 00
keN
Convergence:
Stronger than SGM: non-smooth with minibatching [Deng & Gao’21]

Competitive to SGM: smooth, or non-smooth w/o minibatching [Asi & Duchi’19]

Weaker than SGM: strongly convex optimization? [Asi & Duchi’19, Wang++17]



Pros and Cons
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_ 1
Tpy1 := argmin {ka(zv; Sk) + 50 |x — kag}
TEX (8795

Robust to step-size choice P-4 Expensive oracle for accurate models
Non-trivial for minbatching and

Cheap oracle for less accurate models m :
momentum acceleration

Stronger guarantees for non-smooth
and weakly-convex models
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Applications

Phase retrieval Matrix completion Neural networks
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@ Sharper Analysis of Minibatch SPP for Strongly
Convex Optimization

@ Applications of M-SPP to Deep Learning
|.  Optimization based Meta Learning

I1. Distributed Neural Network Pruning

I11. Heterogeneous Federated Learning
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Minibatch SPP

Stochastic strongly convex optimization

min R(w) := RY(w) 4+ r(w), where R(w) = E(z )~ fw(),y)]

weW

Repeat:

i.i.d

Sample Sy := {(xi, yis)}iy ~ D"

Estimate wy such that

Fy(wr) < min { Fy(w) := Rs, (w) + 2w = wi ]} +

weW
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Prior Results
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R(wg) — R(w*) < dn N =nT
O Non-smooth and instance-wise strongly convex loss: O(+)
[Asi & Duchi’19, Wang++°17]

L Non-smooth and instance-wise arbitrary convex l0ss: O(—)[Wang++"17]

2

O Strongly convex optimization?
v" Instance-wise convex loss but strongly convex risk

v" Can smoothness benefit the low-noise setting like for SGM?



Main Results

O Smooth and convex loss, and strongly convex risk:

noise level of model
/

O (;2

R(w™)
N

O Smooth and convex loss: © (HR(’“’*))
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Xiao-Tong Yuan and Ping Li, Sharper Analysis for Minibatch Stochastic Proximal Point Method: Stability, Smoothness,

and Deviation, Under Review.



Comparison

. _ Conditions
Method Literature Risk Bound
Loss R Rg
(Asi et al., 2020) O (%) S.CVX — —
M-SPP (Wang et al., 2017b) O (%) | Lip & s.cvx — —
Theorem 1 (our work) O (% + R(K;’ ) sm & cvx qg _
y O (% + R(w*))
Theorem 3 (our work) or O (1+R(w*)) sm & cvx — —
(Asi & Duchi, 2019b) O (bgjgf")) 5.CVX o -~
SPP (Patrascu & Necoara, 2017) O (%) sm & s.cvx —
(Davis & Drusvyatskiy, 2019) O(+=++) Lip & s.cvx —
o O (5 + R(w"))
(Lei & Ying, 2020) 14 R(w*) sm & cvx — S.CcVX
or O ( N )
SGD (Dieuleveut et al., 2017) O (% + R(ﬁ*)) quadratic S.CcVX —
Li
(Rakhlin et al., 2012) O (+) Ip & S.CVX —

sm & cvx
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@ Applications of M-SPP to Deep Learning
|.  Optimization based Meta Learning

I1. Distributed Neural Network Pruning

I11. Heterogeneous Federated Learning



Problem

Few-shot learning:
how to learn a useful model
quickly from small amount of data?

Meta learning = Learning (from past
tasks) to learn (quickly in future tasks)

Finn ICML-2019 Tutorial



Optimization based Meta Learning
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* Model-Agnostic Meta-Learning (MAML) [Finn++"17]

— meta-learning
--- learning/adaptation

| | 0 VL
min E Liest (0 — VoLl in(0)) vﬁg
task 1 VL '2’/. ’

% ik-'/ ‘\‘o 9;
+ Reptile [Nichol++°18]
Rept[le ﬂlplad training task m
. /

e S =i

n ®
i=1 \ ¢
]

Sample a
training task n H"u



Motivation
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First-order meta learning methods ignore or approximate the Hessian

* First-order MAML just ignores Hessian

* Reptile approximates stochastic gradient in MAML by multi-step SGD steps

@ Approximation brings model information loss and performance degradation



Minibatch Proximal Point Meta-Learning

Training Phase: learning to share a good proximal model across training tasks

o
min F(w) = Y min {EDT_ (wr.) + 2w, — wug} ’ o0 W
w n i=1 wr, i ¢ 9 ¢ 5 W i
Sharper Analysis for Minibatch Stochastic Proximal Point e @

Method: Stability, Smoothness, and Deviation

Test Phase: solving a proximal point model on a new task
small distance in expectation

| ) ;
min L, (wr) + 5 wr - w3 JOR. gt

Pan Zhou, Xiao-Tong Yuan, Huan Xu, Shuicheng Yan, Jiashi Feng, Efficient Meta Learning via Minibatch Proximal
Update, NeurlPS, 2019.



Statistical Efficiency
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Theorem (Generalization guarantee, informal)
Suppose each loss iIs convex and Lipschitz. Then the in-expectation

excess risk of a test task is upper bounded by

O (e y/Eror [l —wp 4I3])




Algorithm

Bi-level optimization

Algorithm 1 SGD for Meta-MinibatchProx

Input: Initial point wy, learning rate {7 }.
fors=0toS —1do
Uniformly Select a mini-batch of task set {7;} of size bs from the observed n tasks.

(for 1, € {1;} do h
Compute an eg-approximate maximizer w3, to problem min,,, g(wr,) = Lp, (wr,) +
)

L 5wy, — wi[|5. (namely, ||Vg(wi )||5 < €.) )

end for
s+1 _ ,.,8 | s 1 bs s
| Update the meta parameter w*™" = w* — nsA(w® — =% %, wy ).
end for

Output: the parameter initialization w*® of model f.

IIHERBEMTREARERLEE
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Inner-loop
optimization

Outer-loop
SGD update



Few-shot Classification Results
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Table 2: Few-shot Classification accuracy (%) of the compared approaches on the tieredImageNet
dataset. The reported accuracies are with 95% confidence intervals.

method | 1-shot 5-way  5-shot 5-way  1-shot 10-way  5-shot 10-way
Matching Net [8] 3495+ 0.89 4395 +0.85 22.46 +0.34 31.19 £ 0.30
Meta-LSTM [5] 3371 £0.76  46.56 £ 0.79  22.09 +0.43 35.65 £ 0.39
MAML [6] 49.60 = 1.83 66.58 £1.78 33.18 £ 1.23 49.05 £ 1.32
FOMAML [6] 48.01 =1.74 64.07 £1.72 3031 £ 1.12 46.54 1+ 1.24 1.4%
Reptile [10] 49 12 1+ 0413 6599 + (04?2 31.79 +- 02K 47 K2 + 030 improvement
Meta-MinibatchProx 50.14 - 0.92 68.30 £ 091  33.68 + 0.64 51.84 £ 0.65 in average
MAML + Transduction [6] 51.67+1.81 7030+1.75 3444 +1.19 53.32 £ 1.33
FOMAML + Transduction [6] 5012182 67434+1.80 31.534+1.08 49.99 + 1.36 1.5%
Reptile + Transduction [10] 51.06 £ 045 69.94 4042  33.79 4 0.29 51.27 £ 0.31 improvement
Meta-MinibatchProx + Transduction | 54.37 £0.93 71.45+£0.94  35.56 + 0.60 54.50 £ 0.71] in average
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Convex Optimization
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Distributed Network Pruning

# iteration

v' Parameter pruning and sharing [Han++15, Li ++°17]
v’ Parameter quantization [Gupta++15, Wu++’16]

v" Low-rank factorization [Denton++’14, Kim++°16]

v" Learning structured matrix [Cheng++’15, Yang++’15]

master machine

Computation vs Communication

2 Communication efficient distributed network pruning

® |

e W—



Motivation: Distributed Approximate Newton
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1 m
F(w):= —
Distributed Approximate NEwton (DANE) [Sham1r++’14j Benefits of DANE:

(S1)Map-reduce gradient computation and broadcasting: provab|y communication
(SS1) Workers: Compute { VF,(W(“ 1)) " efficient
(SS2) Master: Aggregates VF(w(t=1)) = ,11 I VF(w(t=1)
then broadcasts to workers. .. i :
(S2) Local computation on workers: w; = arg min,, Pj(w; w(t=")) Local optimization flexible

and send {w,.("t)},’.’;1 to master, where

v 1) - y 1y, Variance-reduced
Pi(w; w=1) :=Fj(w) + (VF(w{!=1)) — VF;(w! )),w>+§||w—w( 1B Minibateh SPP!

(S3) Centralized results aggregation on master:

1 (1)
_ t
_m;Wf




Distributed Inexact Newton PurSuit

1 x
min — Z Fi(W; X, Y;) st IWillo < ke, €=1,2,...
j:

DINPS for Network Pruning

, L

» using well-trained dense network as initialization;

» local objective on workers j = 1,2, ..., m:
min P(W; WY st IWello < ke € = 1,2, ..., L.

where

L
P(W; WD) :=F(W) + > (VF(W;"") = VF(W;""), Wp).
=1

» pruning based algorithm for local model solving

(9.1)
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Bo Liu, Xiao-Tong Yuan, Lezi Wang, Qingshan Liu, Junzhou Huang, Dimitris Metaxas, Distributed Inexact Newton-type

Pursuit for Non-convex Sparse Learning, AISTATS, 20109.



Experimental Results
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Prune 50% params in conv. layers and 80% params in fc layers.

LeNet-1 LeNet-2
FedAvg® | DINPS | FedAvg | DINPS
m=2 1.49 1.43 0.71 0.63
m=4 1.51 1.44 0.70 0.68
m =8 1.55 1.46 0.73 0.69
model s 266K 53K 430K 94K

Table: Validation set prediction error on MNIST.

VGG11 VGG11-BN
FedAvg | DINPS | FedAvg | DINPS
m=2 9.19 9.11 7.61 7.67
m=4 9.36 9.30 7.83 7.78
m=28 10.34 10.31 8.98 8.75
model s 9.7M 4.7M 9.7M 4.7M

Table: Validation set prediction error on Cifar10.
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FedProx: FL with Proximal Point Methods

Algorithm 2 FedProx (Proposed Framework)

Local v v\ Local
J2Es (0 ey 0 L Input: K, T, 1,7, w®, N.p. k= 1,--+ | N
’ I Model \ \\ o fort =0,---,7 —1do
P < V _____ ¥ \ N Server selects a subset Sy of K devices at random (each
) / P \ device £ is chosen with probability py)
/ H o | H N Server sends w' to all chosen devices
H Local Data Ll Local Daf'a e H Each chosen device k¥ € S finds a w "'
Local Data H g b - Local Data which is a ~!-inexact minimizer of: wa 7
H Learned Model: u are min... h (,w wt) — F (w) 4 E||w wtuz
I | Next-Word Prediction I I g w TR\, A
{ocal Data Subject Local Data Each device £ € 5; sends w, ™" back to the server
) 41 t+1
| | Thank you for the feedback | I Server aggregates the w’s as w'™' = 4= 37, o w
end for
[Li—H" 20] [Li‘i"’-’ 18]

More well-behaved local updates Weak convergence & generalization guarantees

Safe partial updates from selected devices Potentially unbalanced local computation

Robust to Systems and statistical
heterogeneity



Improved Guarantees on FedProx
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Smooth and non-convex problems:

_ ) _ 1 1
1) [HVRerm(wt*)H } SJ (LAerm_i_GQ) maX{T2/3, \/ﬁ}
Non-smooth and non-convex problems:

2] < Acrnp + PG

- [Hv}?erm,p(wt*)

T = # communication rounds. | =# devices for partial participation

Xiao-Tong Yuan and Ping Li, Local Dissimilarity Invariant Bounds for FedProx and Beyond, Under Review.



Summary
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« SMOD are demonstrably—both in theory and practice—more robust to
algorithmic parameters.

« SMOD enjoys competitive or superior convergence guarantees to SGM for a
variety of stochastic optimization problems.

« SMOD (or its concept) has found a number of exciting applications in DL
Including optimization-based meta-learning, distributed network pruning and
heterogeneous federated learning.
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Thanks!



