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The Success of Deep Learning
• Computer vision


• Human-level image recognition  
performance on ImageNet,  
eg. ResNet and variants…


• Natural language processing


• Excellent neural machine translation


• Dialog generation


• Game play


• Reinforcement learning + deep learning:  
AlphaGo, AlphaGo Zero, AlphaZero… 


• …



highly non-convex/ 
multiple global minima

Deep Neural Networks
f(x; ✓) = WL�(WL�1�(WL�2 · · ·�(W2�(W1x+ b1))))
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min
✓

(
L(✓) =

1

N

NX

i=1

`(f(xi; ✓), yi)

)
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human  
or animal?



Why does deep learning work in these cases? 

Does it really work?



A Holistic View on Deep Learning

Data Model Learning

Minimizing the training loss

Test  
(Generalization/ 

Robustness/ 
Interpretability)

Loss 
Landscape

Minima/ 
Solution



Deep Learning Theory
๏Representation power of deep neural networks


๏Generalization: why deep nets still generalize well with over-parameterization  
(ICML’17 W) 

๏Understanding training process 

‣ Why does stochastic gradient descent work? (ICML’19a)  


‣ Better optimization algorithms (NIPS’15, AAAI’16, NIPS’17, IJCAI’18, NIPS’18a) 


๏Robustness: adversarial examples and its defense mechanism 
 (NeurIPS’18b, ICML’19b, CVPR’19 Oral, NeurIPS’19, ICLR’20a,b under review)

# training samples << # parameters



Benefits of Studying Deep Learning Theory
• Help to design better models and algorithms for practical use


• Know CAN and CAN NOT: what is the limit of deep learning models?


• Model-level, statistically, algorithmically, and computationally.  


• Raise more interesting mathematical problems 


• Understanding compositional and over-parameterized 
computational structure


• Many more…



Does deep learning really work?

?



Failure of Deep Learning in Adversarial Environments
• Deep neural networks are easily fooled by adversarial examples!

f(x; w*) P(“panda”) = 57.7%

f(x+eta; w*) P(“gorilla”) = 99.3% ?!kf(x0)� f(x)k  Lkx0 � xk
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Uncontrollable Lipschitz constant

https://en.wikipedia.org/wiki/Lipschitz_continuity


๏One-pixel attack (Su et.al 2017)

Various Types of Adversarial Attacks



• Universal adversarial  
perturbation 
 (Moosavi-Dezfooli et.al 2017)



• Adversarial Patch (Brown et.al 2017, Thys et.al 2019)

• Spatially transformed attacks (Brown et.al 2017)
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Abstract

Adversarial attacks on machine learning models have
seen increasing interest in the past years. By making only
subtle changes to the input of a convolutional neural net-
work, the output of the network can be swayed to output
a completely different result. The first attacks did this by
changing pixel values of an input image slightly to fool a
classifier to output the wrong class. Other approaches have
tried to learn “patches” that can be applied to an object
to fool detectors and classifiers. Some of these approaches
have also shown that these attacks are feasible in the real-
world, i.e. by modifying an object and filming it with a video
camera. However, all of these approaches target classes
that contain almost no intra-class variety (e.g. stop signs).
The known structure of the object is then used to generate
an adversarial patch on top of it.

In this paper, we present an approach to generate ad-
versarial patches to targets with lots of intra-class variety,
namely persons. The goal is to generate a patch that is
able successfully hide a person from a person detector. An
attack that could for instance be used maliciously to cir-
cumvent surveillance systems, intruders can sneak around
undetected by holding a small cardboard plate in front of
their body aimed towards the surveilance camera.

From our results we can see that our system is able sig-
nificantly lower the accuracy of a person detector. Our ap-
proach also functions well in real-life scenarios where the
patch is filmed by a camera. To the best of our knowledge
we are the first to attempt this kind of attack on targets with
a high level of intra-class variety like persons.

Figure 1: We create an adversarial patch that is successfully
able to hide persons from a person detector. Left: The per-
son without a patch is successfully detected. Right: The
person holding the patch is ignored.

1. Introduction

The rise of Convolutional Neural Networks (CNNs) has
seen huge successes in the field of computer vision. The
data-driven end-to-end pipeline in which CNNs learn on
images has proven to get the best results in a wide range
of computer vision tasks. Due to the depth of these archi-
tectures, neural networks are able to learn very basic fil-
ters at the bottom of the network (where the data comes
in) to very abstract high level features at the top. To do
this, a typical CNN contains millions of learned parame-
ters. While this approach results in very accurate models,
the interpretability decreases dramatically. Understanding
exactly why a network classifies an image of a person as a
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๏3D adversarial examples 

Athalye et.al . Synthesizing Robust Adversarial Examples. ICML 2018



Ubiquitousness of Adversarial Examples
๏Natural language processing 


๏Speech recognition


‣ Some examples

Jia et.al. Certified robustness to adversarial word 
substitutions. EMNLP 2019.

Certified Robustness to Adversarial Word Substitutions

Robin Jia Aditi Raghunathan Kerem Göksel Percy Liang
Computer Science Department, Stanford University

{robinjia,aditir,kerem,pliang}@cs.stanford.edu

Abstract

State-of-the-art NLP models can often be
fooled by adversaries that apply seemingly
innocuous label-preserving transformations
(e.g., paraphrasing) to input text. The num-
ber of possible transformations scales expo-
nentially with text length, so data augmenta-
tion cannot cover all transformations of an in-
put. This paper considers one exponentially
large family of label-preserving transforma-
tions, in which every word in the input can
be replaced with a similar word. We train
the first models that are provably robust to all
word substitutions in this family. Our train-
ing procedure uses Interval Bound Propaga-
tion (IBP) to minimize an upper bound on the
worst-case loss that any combination of word
substitutions can induce. To evaluate models’
robustness to these transformations, we mea-
sure accuracy on adversarially chosen word
substitutions applied to test examples. Our
IBP-trained models attain 75% adversarial ac-
curacy on both sentiment analysis on IMDB
and natural language inference on SNLI. In
comparison, on IMDB, models trained nor-
mally and ones trained with data augmentation
achieve adversarial accuracy of only 8% and
35%, respectively.

1 Introduction

Machine learning models have achieved impres-
sive accuracy on many NLP tasks, but they are
surprisingly brittle. Adding distracting text to the
input (Jia and Liang, 2017), paraphrasing the text
(Iyyer et al., 2018; Ribeiro et al., 2018), replacing
words with similar words (Alzantot et al., 2018),
or inserting character-level “typos” (Belinkov and
Bisk, 2017; Ebrahimi et al., 2017) can signifi-
cantly degrade a model’s performance. Such per-
turbed inputs are called adversarial examples, and
have shown to break models in other domains as
well, most notably in vision (Szegedy et al., 2014;

… made one of the

made

accomplished


delivered

one of the

best

better

finest

nicest 

good


films…

films

movies


film

cinema
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x̃1 x̃2 x̃3 x̃4 x̃5

best
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x̃6

S(x, 1)

S(x, 2) S(x, 3) S(x, 4)

S(x, 5)
S(x, 6)

Input reviewaaa               x

Substitution words                 

…delivered one of the movies…better
Perturbed reviewaaa               

PositiveCNN

NegativeCNN

x̃

Figure 1: Word substitution-based perturbations in sen-
timent analysis. For an input x, we consider perturba-
tions x̃, in which every word xi can be replaced with
any similar word from the set S(x, i), without chang-
ing the original sentiment. Models can be easily fooled
by adversarially chosen perturbations (e.g., changing
“best” to “better”, “made” to “delivered”, “films” to
“movies”), but the ideal model would be robust to all
combinations of word substitutions.

Goodfellow et al., 2015). Since humans are not
fooled by the same perturbations, the widespread
existence of adversarial examples exposes trou-
bling gaps in models’ understanding.

In this paper, we focus on the word substitution
perturbations of Alzantot et al. (2018). In this set-
ting, an attacker may replace every word in the in-
put with a similar word (that ought not to change
the label), leading to an exponentially large num-
ber of possible perturbations. Figure 1 shows an
example of these word substitutions. As demon-
strated by a long line of work in computer vision,
it is challenging to make models that are robust to
very large perturbation spaces, even when the set
of perturbations is known at training time (Good-
fellow et al., 2015; Athalye et al., 2018; Raghu-
nathan et al., 2018; Wong and Kolter, 2018).

Our paper addresses two key questions. First,
is it possible to guarantee that a model is robust
against all adversarial perturbations of a given in-

ar
X

iv
:1

90
9.

00
98

6v
1 

 [c
s.C

L]
  3

 S
ep

 2
01

9

Fig. from Jia et.al 2019

Qin et.al . Imperceptible, Robust and Targeted 
Adversarial Examples for Automatic Speech Recognition 
ICML 2019 Fig. from Carlini and Wagner 2019

https://nicholas.carlini.com/code/audio_adversarial_examples/
https://arxiv.org/pdf/1909.00986.pdf
https://arxiv.org/pdf/1909.00986.pdf
https://arxiv.org/pdf/1909.00986.pdf
http://cseweb.ucsd.edu/~yaq007/imperceptible-robust-adv.html
http://cseweb.ucsd.edu/~yaq007/imperceptible-robust-adv.html


• Neural networks are fragile, vulnerable, not robust as expected 

• A large gap between deep networks and human visual systems


• Serious security issues arise when deploying AI systems based on neural 
networks


• Autonomous vehicles / medical and health domains  

Weak Robustness of   
Current Deep Learning Systems



Constructing Adversarial Examples

๏An optimization problem


‣ Fast Gradient Sign Method (FGSM, Goodfellow et.al 2015)


‣ Projected Gradient Descent (Iterative Gradient Method)

l1 norm
white-box attacks

f(T (x; ⌘))
<latexit sha1_base64="grwBElVeYwroFHmc23iRgKY59KE=">AAAB83icbVDLSsNAFJ34rPVVdelmsAjtpiRWfOCm6MZlhb6gCWUynbRDJw9mbsQS+htuXCji1p9x5984SYOo9cCFwzn3cu89biS4AtP8NJaWV1bX1gsbxc2t7Z3d0t5+R4WxpKxNQxHKnksUEzxgbeAgWC+SjPiuYF13cpP63XsmFQ+DFkwj5vhkFHCPUwJasr1Kq/JwZTMg1eqgVDZrZga8SKyclFGO5qD0YQ9DGvssACqIUn3LjMBJiAROBZsV7VixiNAJGbG+pgHxmXKS7OYZPtbKEHuh1BUAztSfEwnxlZr6ru70CYzVXy8V//P6MXgXTsKDKAYW0PkiLxYYQpwGgIdcMgpiqgmhkutbMR0TSSjomIpZCJcpzr5fXiSdk5pVr9XvTsuN6zyOAjpER6iCLHSOGugWNVEbURShR/SMXozYeDJejbd565KRzxygXzDevwB6T5DO</latexit>



More unfortunately… 
 adversarial examples can transfer

๏Adversarial examples constructed based on f(x) can also easily fool 
another network g(x), even without any queries

f(x) P(“gibbon”) = 99.3%

g(x) P(“gibbon”) = 89%

adversarial  
example

VGG

ResNet

Black-box attack

White-box 
attack

Lei Wu and Zhanxing Zhu. Understanding and Enhancing the Transferability of Adversarial Examples, arXiv-preprint.

https://www.google.com/url?q=https%3A%2F%2Farxiv.org%2Fabs%2F1802.09707&sa=D&sntz=1&usg=AFQjCNFyDXgSqaS63NK8XeS1cqMwnxjR7g


How can we defense adversarial examples?

Learning with involvement of adv. examples

Adversarial Learning



• Adversarial training/robust optimization (Ben-Tal and Nemirovski 1998, 
Goodfellow et.al 2014, Madry et.al 2017)

19

Adversarial Training / Robust Optimization 

Generate adv. examples

min
✓

EPemp(x)[J(f(x; ✓), y)]
<latexit sha1_base64="M54yPeHeEj563oJ8lDKcKz7oSJI="></latexit>

• Normal training

min
✓

E(x,y)⇠Pemp


max
k⌘k✏

J(f(x+ ⌘; ✓), y)

�

<latexit sha1_base64="53l9A1lpZn51hZwRgI6mCOCXBIg="></latexit>

Bi-level optimization:



• Alternatively update perturbation and network weights 


• Given network weights, update perturbation K steps:


• Given perturbation, update network weights: 

Standard Adversarial Training (PGD Adv. Training, Madry et.al 2017 )

20

⌘s+1
i = ⌘si + ↵1r⌘i`(f(xi + ⌘si ; ✓t), yi), i = 1, . . . , B; s = 1, . . . ,K

<latexit sha1_base64="HkUzfbdl//QhymkNx0rde4/n/50="></latexit>

✓t+1 = ✓t � ↵2

BX

i=1

r✓`(f(xi + ⌘Ki ; ✓t), yi)/B
<latexit sha1_base64="Dfow0y/kQQN1z66w4GM4glJGVcI="></latexit>



Figure from Madary et.al 2017



๏Limitations


‣Computationally expensive due to bi-level optimization 

‣ Hard to “generalize” to stronger adv. examples:  

• Ignore the stronger test adversaries that are never met during adv. 
training


‣Hard to “generalize” to new family of adv. examples 

• E.g. pixel-wise perturbation adv. training cannot defense spatially-
transformed adv. examples 



Accelerating Adversarial Training (NeurIPS19)

๏ Inspired by the connection between optimal 
control and deep learning 


๏Accelerate the inner maximization 
optimization via splitting


๏4~5 times faster than standard PGD 
adversarial training (Madry et.al 2017)

Dinghuai Zhang*, Tianyuan Zhang*, Yiping Lu*, Zhanxing Zhu and Bin Dong. “You Only Propagate Once: Accelerating 
Adversarial Training via Maximal Principle”. NeurIPS 2019

changing the input in a way imperceptible to humans while causing the neural network to output
an incorrect prediction. This poses significant concerns when applying deep neural networks to
safety-critical problems such as autonomous driving and medical domains. To effectively defend
the adversarial attacks, [23] proposed adversarial training, which can be formulated as a robust
optimization [35]:

min
✓

E(x,y)⇠D max
k⌘k✏

`(✓;x+ ⌘, y), (1)

where ✓ is the network parameter, ⌘ is the adversarial perturbation, and (x, y) is a pair of data
and label drawn from a certain distribution D. The magnitude of the adversarial perturbation ⌘ is
restricted by ✏ > 0. For a given pair (x, y), we refer to the value of the inner maximization of (1), i.e.
maxk⌘k✏ `(✓;x+ ⌘, y), as the adversarial loss which depends on (x, y).

A major issue of the current adversarial training methods is their significantly high computational cost.
In adversarial training, we need to solve the inner loop, which is to obtain the "optimal" adversarial
attack to the input in every iteration. Such "optimal" adversary is usually obtained using multi-step
gradient decent, and thus the total time for learning a model using standard adversarial training
method is much more than that using the standard training. Considering applying 40 inner iterations
of projected gradient descent (PGD [14]) to obtain the adversarial examples, the computation cost of
solving the problem (1) is about 40 times that of a regular training.

Adversary 
updater

Adversary 
updater Black box

Previous Work

YOPO

Heavy gradient calculation

Figure 1: Our proposed YOPO expolits the structure
of neural network. To alleviate the heavy computation
cost, YOPO focuses the calculation of the adversary at
the first layer.

The main objective of this paper is to re-
duce the computational burden of adver-
sarial training by limiting the number of
forward and backward propagation with-
out hurting the performance of the trained
network. In this paper, we exploit the struc-
tures that the min-max objectives is encoun-
tered with deep neural networks. To achieve
this, we formulate the adversarial training
problem(1) as a differential game. After-
wards we can derive the Pontryagin’s Max-
imum Principle (PMP) of the problem.

From the PMP, we discover a key fact that
the adversarial perturbation is only coupled
with the weights of the first layer. This
motivates us to propose a novel adversarial
training strategy by decoupling the adver-
sary update from the training of the network
parameters. This effectively reduces the to-
tal number of full forward and backward
propagation to only one for each group of
adversary updates, significantly lowering
the overall computation cost without ham-
pering performance of the trained network.
We name this new adversarial training algorithm as YOPO (You Only Propagate Once). Our numer-
ical experiments show that YOPO achieves approximately 4 ⇠5 times speedup over the original PGD
adversarial training with comparable accuracy on MNIST/CIFAR10. Furthermore, we apply our
algorithm to a recent proposed min max optimization objective "TRADES"[42] and achieve better
clean and robust accuracy within half of the time TRADES need.

1.1 Related Works

Adversarial Defense. To improve the robustness of neural networks to adversarial examples, many
defense strategies and models have been proposed, such as adversarial training [23], orthogonal
regularization [5, 20], Bayesian method [41], TRADES [42], rejecting adversarial examples [40],
Jacobian regularization [13, 26], generative model based defense [11, 30], pixel defense [28, 22],
ordinary differential equation (ODE) viewpoint [43], ensemble via an intriguing stochastic differential
equation perspective [36], and feature denoising [39, 31], etc. Among all these approaches, adversarial

3

YOPO exploits the structure of deep neural networks.



๏Standard PGD adversarial training (Madry et.al 2017)

ft : Rdt ⇥ ⇥t ! Rdt+1 is a nonlinear transformation for one layer of neural network where dt is
the dimension of the t th feature map and {xi,0, i = 1, . . . , N} is the training dataset. The variable
⌘ = (⌘1, · · · , ⌘N ) is the adversarial perturbation and we constrain it in an1-ball. Function `i is a
data fitting loss function and Rt is the regularization weights ✓t such as the L2-norm. By casting
the problem of adversarial training as a differential game (2), we regard ✓ and ⌘ as two competing
players, each trying to minimize/maximize the loss function J(✓, ⌘) respectively.

2.2 Gradient Based YOPO

The Pontryagin’s Maximum Principle (PMP) is a fundamental tool in optimal control that character-
izes optimal solutions of the corresponding control problem [6]. PMP is a rather general framework
that inspires a variety of optimization algorithms. In this paper, we will derive the PMP of the
differential game (2), which motivates the proposed YOPO in its most general form. However, to
better illustrate the essential idea of YOPO and to better address its relations with existing methods
such as PGD, we present a special case of YOPO in this section based on gradient descent/ascent.
We postpone the introduction of PMP and the general version of YOPO to Section 3.

Let us first rewrite the original robust optimization problem (1) (in a mini-batch form) as

min
✓

max
k⌘ik✏

BX

i=1

`(g✓̃(f0(xi + ⌘i, ✓0)), yi),

where f0 denotes the first layer, g✓̃ = f
✓T�1

T�1 � f
✓T�2

T�2 � · · · f
✓1
1 denotes the network without the first

layer and B is the batch size. Here ✓̃ is defined as {✓1, · · · , ✓T�1}. For simplicity we omit the
regularization term Rt.

The simplest way to solve the problem is to perform gradient ascent on the input data and gradient
descent on the weights of the neural network as shown below. Such alternating optimization algorithm
is essentially the popular PGD adversarial training [23]. We summarize the PGD-r (for each update
on ✓) as follows, i.e. performing r iterations of gradient ascent for inner maximization.

• For s = 0, 1, . . . , r � 1, perform

⌘
s+1
i = ⌘

s
i + ↵1r⌘i`(g✓̃(f0(xi + ⌘

s
i , ✓0)), yi), i = 1, · · · , B,

where by the chain rule,

r⌘i`(g✓̃(f0(xi + ⌘
s
i , ✓0)), yi) =rg✓̃

�
`(g✓̃(f0(xi + ⌘

s
i , ✓0)), yi)

�
·

rf0

�
g✓̃(f0(xi + ⌘

s
i , ✓0))

�
·r⌘if0(xi + ⌘

s
i , ✓0).

• Perform the SGD weight update (momentum SGD can also be used here)

✓  ✓ � ↵2r✓

 
BX

i=1

`(g✓̃(f0(xi + ⌘
m
i , ✓0)), yi)

!

Note that this method conducts r sweeps of forward and backward propagation for each update of ✓.
This is the main reason why adversarial training using PGD-type algorithms can be very slow.

To reduce the total number of forward and backward propagation, we introduce a slack variable

p = rg✓̃

�
`(g✓̃(f0(xi + ⌘i, ✓0)), yi)

�
·rf0

�
g✓̃(f0(xi + ⌘i, ✓0))

�

and freeze it as a constant within the inner loop of the adversary update. The modified algorithm is
given below and we shall refer to it as YOPO-m-n.
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p = rg✓̃

�
`(g✓̃(f0(xi + ⌘i, ✓0)), yi)

�
·rf0

�
g✓̃(f0(xi + ⌘i, ✓0))

�

and freeze it as a constant within the inner loop of the adversary update. The modified algorithm is
given below and we shall refer to it as YOPO-m-n.
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๏Our method: You Only Propagate Once (YOPO) 

‣ YOPO freezes the second to the last layer of variables and only evaluate the first layer of 
NN.


‣ Employ the the intermediate “adversarial examples”.

𝒑𝒔𝒕

𝒙𝒔𝒕

YOPO Outer Iteration YOPO Inner Iteration

copy

𝒑𝒔ퟏ𝒑𝒔𝒕

𝒙𝒔𝒕

PGD Adv. Train Iteration

For r times

𝒑𝒔ퟏ

For m times

For n times

Figure 2: Pipeline of YOPO-m-n described in Algorithm 1. The yellow and olive blocks represent
feature maps while the orange blocks represent the gradients of the loss w.r.t. feature maps of each
layer.

{0, 1, . . . , T � 1}, we define the Hamiltonian function Ht : Rdt ⇥ Rdt+1 ⇥⇥t ! R as

Ht(x, p, ✓t) = p · ft(x, ✓t)�
1

B
Rt(x, ✓t).

The PMP for continuous time differential game has been well studied in the literature [6]. Here, we
present the PMP for our discrete time differential game (2).
Theorem 1. (PMP for adversarial training) Assume `i is twice continuous differentiable,

ft(·, ✓), Rt(·, ✓) are twice continuously differentiable with respect to x; ft(·, ✓), Rt(·, ✓) together

with their x partial derivatives are uniformly bounded in t and ✓, and the sets {ft(x, ✓) : ✓ 2 ⇥t}
and {Rt(x, ✓) : ✓ 2 ⇥t} are convex for every t and x 2 Rdt . Denote ✓

⇤
as the solution of the

problem (2), then there exists co-state processes p
⇤
i := {p⇤i,t : t 2 [T ]} such that the following holds

for all t 2 [T ] and i 2 [B]:

x
⇤
i,t+1 = rpHt(x

⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ), x

⇤
i,0 = xi,0 + ⌘

⇤
i (3)

p
⇤
i,t = rxHt(x

⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ), p

⇤
i,T = � 1

B
r`i(x

⇤
i,T ) (4)

At the same time, the parameters of the first layer ✓
⇤
0 2 ⇥0 and the optimal adversarial perturbation

⌘
⇤
i satisfy

BX

i=1

H0(x
⇤
i,0 + ⌘i, p

⇤
i,1, ✓

⇤
0) �

BX

i=1

H0(x
⇤
i,0 + ⌘

⇤
i , p

⇤
i,1, ✓

⇤
0) �

BX

i=1

H0(x
⇤
i,0 + ⌘

⇤
i , p

⇤
i,1, ✓0), (5)

8✓0 2 ⇥0, k⌘ik1  ✏ (6)

and the parameters of the other layers ✓
⇤
t 2 ⇥t, t 2 [T ] maximize the Hamiltonian functions

BX

i=1

Ht(x
⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ) �

BX

i=1

Ht(x
⇤
i,t, p

⇤
i,t+1, ✓t), 8✓t 2 ⇥t (7)

Proof. Proof is in the supplementary materials.

From the theorem, we can observe that the adversary ⌘ is only coupled with the parameters of the
first layer ✓0. This key observation inspires the design of YOPO.
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• Initialize {⌘1,0i } for each input xi. For j = 1, 2, · · · ,m
– Calculate the slack variable p

p = rg✓̃

⇣
`(g✓̃(f0(xi + ⌘

j,0
i , ✓0)), yi)

⌘
·rf0

⇣
g✓̃(f0(xi + ⌘

j,0
i , ✓0))

⌘
,

– Update the adversary for s = 0, 1, . . . , n� 1 for fixed p

⌘
j,s+1
i = ⌘

j,s
i + ↵1p ·r⌘if0(xi + ⌘

j,s
i , ✓0), i = 1, · · · , B

– Let ⌘j+1,0
i = ⌘

j,n
i .

• Calculate the weight update

U =
mX

j=1

r✓

 
BX

i=1

`(g✓̃(f0(xi + ⌘
j,n
i , ✓0)), yi)

!

and update the weight ✓  ✓ � ↵2U . (Momentum SGD can also be used here.)

Intuitively, YOPO freezes the values of the derivatives of the network at level 1, 2 . . . , T � 1 during
the s-loop of the adversary updates. Figure 2 shows the conceptual comprison between YOPO and
PGD. YOPO-m-n accesses the data m⇥ n times while only requires m full forward and backward
propagation. PGD-r, on the other hand, propagates the data r times for r full forward and backward
propagation. As one can see that, YOPO-m-n has the flexibility of increasing n and reducing m to
achieve approximately the same level of attack but with much less computation cost. For example,
suppose one applies PGD-10 (i.e. 10 steps of gradient ascent for solving the inner maximization) to
calculate the adversary. An alternative approach is using YOPO-5-2 which also accesses the data 10
times but the total number of full forward propagation is only 5. Empirically, YOPO-m-n achieves
comparable results only requiring setting m⇥ n a litter larger than r.

Another benefit of YOPO is that we take full advantage of every forward and backward propagation
to update the weights, i.e. the intermediate perturbation ⌘

j
i , j = 1, · · · ,m � 1 are not wasted like

PGD-r. This allows us to perform multiple updates per iteration, which potentially drives YOPO
to converge faster in terms of the number of epochs. Combining the two factors together, YOPO
significantly could accelerate the standard PGD adversarial training.

We would like to point out a concurrent paper [27] that is related to YOPO. Their proposed method,
called "Free-m", also can significantly speed up adversarial training. In fact, Free-m is essentially
YOPO-m-1, except that YOPO-m-1 delays the weight update after the whole mini-batch is processed
in order for a proper usage of momentum 3.

3 The Pontryagin’s Maximum Principle for Adversarial Training

In this section, we present the PMP of the discrete time differential game (2). From the PMP, we
can observe that the adversary update and its associated back-propagation process can be decoupled.
Furthermore, back-propagation based gradient descent can be understood as an iterative algorithm
solving the PMP and with that the version of YOPO presented in the previous section can be viewed
as an algorithm solving the PMP. However, the PMP facilitates a much wider class of algorithms than
gradient descent algorithms [18]. Therefore, we will present a general version of YOPO based on the
PMP for the discrete differential game.

3.1 PMP

Pontryagin type of maximal principle [25, 3] provides necessary conditions for optimality with
a layer-wise maximization requirement on the Hamiltonian function. For each layer t 2 [T ] :=

3Momentum should be accumulated between mini-batches other than different adversarial examples from
one mini-batch, otherwise overfitting will become a serious problem.
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The Optimal Control Perspective of Adversarial Training

๏The Hamiltonian function  

training and its variants tend to be most effective since it largely avoids the the obfuscated gradient
problem [2]. Therefore, in this paper, we choose adversarial training to achieve model robustness.

Neural ODEs. Recent works have built up the relationship between ordinary differential equations
and neural networks [37, 21, 9, 4, 44, 34, 29]. Observing that each residual block of ResNet can
be written as un+1 = un +�tf(un), one step of forward Euler method approximating the ODE
ut = f(u). Thus [18, 38] proposed an optimal control framework for deep learning and [4, 18, 19]
utilize the adjoint equation and the maximal principle to train a neural network.

Decouple Training. Training neural networks requires forward and backward propagation in
a sequential manner. Different ways have been proposed to decouple the sequential process by
parallelization. This includes ADMM [33], synthetic gradients [12], delayed gradient [10], lifted
machines [1, 17, 8]. Our work can also be understood as a decoupling method based on a splitting
technique. However, we do not attempt to decouple the gradient w.r.t. network parameters but the
adversary update instead.

1.2 Contribution

• To the best of our knowledge, it is the first attempt to design NN–specific algorithm for
adversarial defense. To achieve this, we recast the adversarial training problem as a discrete
time differential game. From optimal control theory, we derive the an optimality condition,
i.e. the Pontryagin’s Maximum Principle, for the differential game.

• Through PMP, we observe that the adversarial perturbation is only coupled with the first
layer of neural networks. The PMP motivates a new adversarial training algorithm, YOPO.
We split the adversary computation and weight updating and the adversary computation is
focused on the first layer. Relations between YOPO and original PGD are discussed.

• We finally achieve about 4⇠ 5 times speed up than the original PGD training with compa-
rable results on MNIST/CIFAR10. Combining YOPO with TRADES[42], we achieve both
higher clean and robust accuracy within less than half of the time TRADES need.

1.3 Organization

This paper is organized as follows. In Section 2, we formulate the robust optimization for neural
network adversarial training as a differential game and propose the gradient based YOPO. In Section 3,
we derive the PMP of the differential game, study the relationship between the PMP and the back-
propagation based gradient descent methods, and propose a general version of YOPO. Finally, all the
experimental details and results are given in Section 4.

2 Differential Game Formulation and Gradient Based YOPO

2.1 The Optimal Control Perspective and Differential Game

Inspired by the link between deep learning and optimal control [19], we formulate the robust
optimization (1) as a differential game [6]. A two-player, zero-sum differential game is a game where
each player controls a dynamics, and one tries to maximize, the other to minimize, a payoff functional.
In the context of adversarial training, one player is the neural network, which controls the weights
of the network to fit the label, while the other is the adversary that is dedicated to producing a false
prediction by modifying the input.

The robust optimization problem (1) can be written as a differential game as follows,

min
✓

max
k⌘ik1✏

J(✓, ⌘) :=
1

N

NX

i=1

`i(xi,T ) +
1

N

NX

i=1

T�1X

t=0

Rt(xi,t; ✓t)

subject to xi,1 = f0(xi,0 + ⌘i, ✓0), i = 1, 2, · · · , N
xi,t+1 = ft(xi,t, ✓t), t = 1, 2, · · · , T � 1

(2)

Here, the dynamics {ft(xt, ✓t), t = 0, 1, . . . , T � 1} represent a deep neural network, T denote the
number of layers, ✓t 2 ⇥t denotes the parameters in layer t (denote ✓ = {✓t}t 2 ⇥), the function

4

Figure 2: Pipeline of YOPO-m-n described in Algorithm 1. The yellow and olive blocks represent
feature maps while the orange blocks represent the gradients of the loss w.r.t. feature maps of each
layer.

{0, 1, . . . , T � 1}, we define the Hamiltonian function Ht : Rdt ⇥ Rdt+1 ⇥⇥t ! R as

Ht(x, p, ✓t) = p · ft(x, ✓t)�
1

B
Rt(x, ✓t).

The PMP for continuous time differential game has been well studied in the literature [6]. Here, we
present the PMP for our discrete time differential game (2).
Theorem 1. (PMP for adversarial training) Assume `i is twice continuous differentiable,

ft(·, ✓), Rt(·, ✓) are twice continuously differentiable with respect to x; ft(·, ✓), Rt(·, ✓) together

with their x partial derivatives are uniformly bounded in t and ✓, and the sets {ft(x, ✓) : ✓ 2 ⇥t}
and {Rt(x, ✓) : ✓ 2 ⇥t} are convex for every t and x 2 Rdt . Denote ✓

⇤
as the solution of the

problem (2), then there exists co-state processes p
⇤
i := {p⇤i,t : t 2 [T ]} such that the following holds

for all t 2 [T ] and i 2 [B]:

x
⇤
i,t+1 = rpHt(x

⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ), x

⇤
i,0 = xi,0 + ⌘

⇤
i (3)

p
⇤
i,t = rxHt(x

⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ), p

⇤
i,T = � 1

B
r`i(x

⇤
i,T ) (4)

At the same time, the parameters of the first layer ✓
⇤
0 2 ⇥0 and the optimal adversarial perturbation

⌘
⇤
i satisfy

BX

i=1

H0(x
⇤
i,0 + ⌘i, p

⇤
i,1, ✓

⇤
0) �

BX

i=1

H0(x
⇤
i,0 + ⌘

⇤
i , p

⇤
i,1, ✓

⇤
0) �

BX

i=1

H0(x
⇤
i,0 + ⌘

⇤
i , p

⇤
i,1, ✓0), (5)

8✓0 2 ⇥0, k⌘ik1  ✏ (6)

and the parameters of the other layers ✓
⇤
t 2 ⇥t, t 2 [T ] maximize the Hamiltonian functions

BX

i=1

Ht(x
⇤
i,t, p

⇤
i,t+1, ✓

⇤
t ) �

BX

i=1

Ht(x
⇤
i,t, p

⇤
i,t+1, ✓t), 8✓t 2 ⇥t (7)

Proof. Proof is in the supplementary materials.

From the theorem, we can observe that the adversary ⌘ is only coupled with the parameters of the
first layer ✓0. This key observation inspires the design of YOPO.
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The Pontryagin’s Maximal Principle for Adversarial Training

Figure 2: Pipeline of YOPO-m-n described in Algorithm 1. The yellow and olive blocks represent
feature maps while the orange blocks represent the gradients of the loss w.r.t. feature maps of each
layer.
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⇤
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⇤
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⇤
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Proof. Proof is in the supplementary materials.

From the theorem, we can observe that the adversary ⌘ is only coupled with the parameters of the
first layer ✓0. This key observation inspires the design of YOPO.
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3.2 PMP and Back-Propagation Based Gradient Descent

The classical back-propagation based gradient descent algorithm [16] can be viewed as an algorithm
attempting to solve the PMP. Without loss of generality, we can let the regularization term R = 0,
since we can simply add an extra dynamic wt to evaluate the regularization term R, i.e.

wt+1 = wt +Rt(xt, ✓t), w0 = 0.

We append w to x to study the dynamics of a new (dt + 1)-dimension vector and change ft(x, ✓t)
to (ft(x, ✓t), w + Rt(x, ✓t)). The relationship between the PMP and the back-propagation based
gradient descent method was first observed by Li et al. [18]. They showed that the forward dynamical
system Eq.(3) is the same as the neural network forward propagation. The backward dynamical
system Eq.(4) is the back-propagation, which is formally described by the following lemma.
Lemma 1.

p
⇤
t = rxHt(x

⇤
t , p

⇤
t+1, ✓

⇤
t ) = rxf(x

⇤
t , ✓

⇤
t )

T
pt+1 = (rxtx

⇤
t+1)

T ·�rxt+1(`(xT )) = �rxt(`(xT )).

To solve the maximization of the Hamiltonian, a simple way is the gradient ascent:

✓
1
t = ✓

0
t + ↵ ·r✓

BX

i=1

Ht(x
✓0

i,t, p
✓0

i,t+1, ✓
0
t ). (8)

Theorem 2. The update (8) is equivalent to gradient descent method for training networks[18, 19].

3.3 YOPO from PMP’s View Point

Based on the relationship between back-propagation and the Pontryagin’s Maximum Principle, in this
section, we provide a new understanding of YOPO, i.e. solving the PMP for the differential game.
Observing that, in the PMP, the adversary ⌘ is only coupled with the weight of the first layer ✓0. Thus
we can update the adversary via minimizing the Hamiltonian function instead of directly attacking
the loss function, described in Algorithm 1.

For YOPO-m-n, to approximate the exact minimization of the Hamiltonian, we perform n times
gradient descent to update the adversary. Furthermore, in order to make the calculation of the
adversary more accurate, we iteratively pass one data point m times. Besides, the network weights
are optimized via performing the gradient ascent to Hamiltonian, resulting in the gradient-based
YOPO proposed in Section 2.2.

Algorithm 1 YOPO (You Only Propagate Once)
Randomly initialize the network parameters or using a pre-trained network.
repeat

Randomly select a mini-batch B = {(x1, y1), · · · , (xB , yB)} from training set.
Initialize ⌘i, i = 1, 2, · · · , B by sampling from a uniform distribution between [-✏, ✏]
for j = 1 to m do

xi,0 = xi + ⌘
j
i , i = 1, 2, · · · , B

for t = 0 to T � 1 do

xi,t+1 = rpHt(xi,t, pi,t+1, ✓t), i = 1, 2, · · · , B
end for

pi,T = � 1
Br`(x⇤

i,T ), i = 1, 2, · · · , B
for t = T � 1 to 0 do

pi,t = rxHt(xi,t, pi,t+1, ✓t), i = 1, 2, · · · , B
end for

⌘
j
i = argmin⌘i H0(xi,0 + ⌘i, pi,0, ✓0), i = 1, 2, · · · , B

end for

for t = T � 1 to 1 do

✓t = argmax✓t
PB

i=1 Ht(xi,t, pi,t+1, ✓t)
end for

✓0 = argmax✓0
1
m

Pm
k=1

PB
i=1 H0(xi,0 + ⌘

j
i , pi,1, ✓0)

until Convergence
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๏Experiments

4 Experiments

4.1 YOPO for Adversarial Training

To demonstrate the effectiveness of YOPO, we conduct experiments on MNIST and CIFAR10. We
find that models trained with YOPO have comparable performance with that of the PGD adversarial
training, but with a much fewer computational cost. We also compare our method with a concurrent
method "For Free"[27], and the result shows that our algorithm can achieve comparable performance
with around 2/3 GPU time of their official implementation.

MNIST We achieve comparable results with the best in [5] within 250 seconds, while it takes
PGD-40 more than 1250s to reach the same level. The accuracy-time curve is shown in Figuire 3(a).
Quantitative results can be seen in supplementary materials. Naively reducing the backprop times of
PGD-40 to PGD-10 will harm the robustness, as can be seen in supplementary materials.

5 times faster

(a) "Samll CNN" [42] Result on MNIST

4 times faster

(b) PreAct-Res18 Results on CIFAR10

Figure 3: Performance w.r.t. training time

CIFAR10. [23] performs a 7-step PGD to generate adversary while training. As a comparison, we
test YOPO-3-5 and YOPO-5-3 with a step size of 2/255. Quantitative results can be seen in Table 1
and supplementary materials.

Under PreAct-Res18, for YOPO-5-3, it achieves comparable robust accuracy with [23] with around
half computation for every epoch. The accuracy-time curve is shown in Figuire 3(b).The quantitative
results can be seen in supplementary materials.

As for Wide ResNet34, YOPO-5-3 still achieves similar acceleration against PGD-10, as shown in
Table 1. We also test PGD-3/5 to show that naively reducing backward times for this minmax problem
[23] cannot produce comparable results within the same computation time as YOPO. Meanwhile,
YOPO-3-5 can achieve more aggressive speed-up with only a slight drop in robustness.

Training Methods Clean Data PGD-20 Attack Training Time (mins)
Natural train 95.03% 0.00% 233
PGD-3 [23] 90.07% 39.18% 1134
PGD-5 [23] 89.65% 43.85% 1574
PGD-10 [23] 87.30% 47.04% 2713
Free-8 [27]1 86.29% 47.00% 667

YOPO-3-5 (Ours) 87.27% 43.04% 299
YOPO-5-3 (Ours) 86.70% 47.98% 476

1 Code from https://github.com/ashafahi/free_adv_train.
Table 1: Results of Wide ResNet34 for CIFAR10.
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Amata: accelerating by annealing 
(submitted) 

๏Motivation


‣ In the initial stage of adversarial training, focusing on learning raw features, which 
might not need very accurate adversarial examples. 
Only coarse approximations of adv. examples should be enough. 


๏Annealing method


‣ Initially, a small number of update steps with large step sizes; and then gradually 
increase the number of update steps and decrease the step sizes


๏Novel adversarial training criterion: balance training acc. and computational cost

Under review as a conference paper at ICLR 2020

In short, the maximum principle says that a set of optimal parameter choices must globally maximize
the Hamiltonian defined above for each outer iteration. This statement is especially appealing for
our application because unlike first-order gradient conditions, the PMP holds even when our hyper-
parameters can only take a discrete set of values, or when there are non-trivial constraints amongst
them. The maximization criterion holds generally under these conditions. Moreover, we now show
that it gives us a quantitative measure of deviation from optimality, from which we can analyze and
design algorithms.

Quantitative Measure of Sub-optimality. Given any hyper-parameter choice uT1:T2 over the
training interval, let us define its “distance” from optimality as

C(uT1:T2) :=
1

T2 � T1

Z T2

T1

max
v2G

H(✓u
s ,p

u
s ,v)�H(✓u

s ,p
u
s ,us)ds (13)

where {✓u
s ,p

u
s : s 2 [T1, T2]} represents the solution of the equations (10) and (11) with us in place

of u⇤
s . Observe that C(uT1:T2) � 0 for any uT1:T2 with equality if and only if uT1:T2 satisfies the

PMP for almost every s 2 [T1, T2]. Hence, C can be used as a measure of sub-optimality.

One-step Approximation and Adversarial Training Criterion. Equation (13) requires informa-
tion on the entire training interval and may be expensive to compute. In this paper, we use a one-step
approximation where we take T1 = t (current iteration) and T2 = t + ⌘ with ⌘ ⌧ 1. In this small
interval, we can also take us to be constant and thus equal to some u. This is in some sense a
greedy approximation, where we evaluate in the immediate short term the optimality of a piece-wise
constant choice of hyper-parameters. From (13) we then obtain via a Taylor expansion and our
particular choices of � and R (See Appendix D)

C(ut:t+⌘) =C(ut, t) + o(1) with

C(ut, t) ⌘ C(↵t,K
t
, t) ⇡max

↵,K

�
kr✓`(h✓t [A✓t,↵,K(x)], y)k2 � �K

 

�
�
kr✓`(h✓t [A✓t,↵t,Kt(x)], y)k2 � �K

t
�
,

(14)

with A✓t,↵,K denoting the inner PGD loop starting form x with K steps and step size ↵. Criteri-
on (14) is a greedy version of the general criterion derived from the maximum principle. It can be
used to either evaluate the near-term sub-optimality of some choice of hyper-parameters u, or to find
an approximately optimal hyperparameter greedily by solving C(u, t) = 0 for u, which amounts to
maximizing the first term. In this paper, we use Bayesian optimization2 to perform the maximization
in (14) to evaluate and select strategies from the controllable space G.

Remark. By applying the method of successive approximations (MSA) (Chernousko &
Lyubushin, 1982; Li et al., 2017; Li & Hao, 2018; E et al., 2019), we can also iteratively obtain
a solution of the PMP by iterating

uk+1
s = argmaxv2GH(✓uk

s , p
uk

s ,v), s 2 [T1, T2]. (15)

Subsequent work will explore adaptive adversarial training acceleration based on this approach.

Comparison with FOSC criterion: Wang et al. (2019) proposed an empirical criterion to measure
the convergence of inner maximization:

FOSC(x) = ✏ krx`(h✓(x), y)k � hx� x0
,rx`(h✓(x), y)i (16)

There are some similarities between our criterion and FOSC when we do not consider the compu-
tational cost term R. For example, when the stationary saddle point is achieved, both our criterion
and FOSC reach the minimum. However, our proposed criterion is quite different from FOSC in the
following aspects:

1. Our criterion is derived from the optimal control theory, whereas FOSC is concluded from
empirical observations.

2Implementations can be found in https://github.com/hyperopt/hyperopt
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the initial stage, the neural network focus on learning features, which might not require very accurate
adversarial examples. Therefore, we only need coarse approximations of the inner maximization
problem solutions. With this consideration, we set a small number of update steps but with a large
step size for inner maximization, and then gradually increase K and decreases ↵ to improve the
quality of inner maximization solutions. This adaptive annealing mechanism would largely reduce
the computational cost in the early iterations while still maintaining reasonable accuracy for the
entire optimization.

Algorithm 1 Amata: an annealing mechanism for adversarial training acceleration
Input: T :training epochs; Kmin: the minimum number of adversarial perturbations; Kmax: the
maximum number of adversarial perturbations; ✓: parameter of neural network to be adversari-
ally trained; B:mini-batch; ↵: adversarial training time step; ⌘: learning rate of neural network
parameters. ⌧ : constant, maximum perturbation:✏.
Initialization ✓ = ✓0

for t = 0 to T � 1 do

Compute the annealing number of adversarial perturbations:

K
t = Kmin + (Kmax �Kmin) ·

t

T

Compute adversarial perturbation step size: ↵t = ⌧
Kt

for each mini-batch x0
B do

for k = 1 to K
t

do

Compute adversarial perturbations:

xk
B = xk�1

B + ↵t · sign(rx`(h✓(x
k
B), y)

xk
B = clip(xk

B,x
0
B � ✏,x0

B + ✏)

end for

✓t+1 = ✓t � ⌘r✓`(h✓t(x
Kt

B ), y)
end for

end for

Collect ✓T as the parameter of adversarially-trained neural network.

In the following section, we develop a general formulation of adversarial training based on optimal
control theory and derive a novel criterion to quantify the optimality of a training strategy, taking
into account the trade-off between accuracy and efficiency. Importantly, we show that our propos-
al, Amata, performs favorably under this criterion, thus providing theoretical justification for our
approach.

2.2 OPTIMAL CONTROL FORMULATION OF ADVERSARIAL TRAINING

In essence, the PGD-based adversarial training algorithm (Madry et al., 2017) represents a sequence
of relaxations of the original min-max problem (1). First, the outer minimization over ✓ is replaced
by gradient descent. Then, a full solution of the inner maximization is replaced by a number of PGD
steps in the steepest ascent direction. Consequently, a natural question is how to choose the number
of steps, the step size or any other hyper-parameters associated with this relaxed version of the inner
maximization, and how their choices affect the performance of the overall algorithm. This is the
central point of analysis in this paper and the basis of the algorithm proposed. It turns out that this
question can be systematically formulated in the framework of optimal control theory (Bertsekas,
1995). We now introduce the general setup of our problem and establish connections with optimal
control, and in particular the classical maximum principle in the calculus of variations.

For simplicity of presentation, let us consider just one fixed input-label pair (x0
, y), since the n-

sample case is similar. The original min-max adversarial training problem is

min
✓

max
{z:kz�x0k✏}

`(h✓(z), y). (3)
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Amata: An Annealing Mechanism for Adversarial Training Acceleration

achieves better robustness than the highest robustness of
PGD settings (PGD-40) with 91.47% adversarial accuracy
compared to 90.56% adversarial accuracy.

Table 1. Comparison of adversarial training strategies. Amata set-
ting 1: Kmin = 5,Kmax = 40, Amata setting 2: Kmin =
10,Kmax = 40.

Strategy C1 C2 Robustness Time
Amata(Setting 1) 0.54 1.38 91.47% 697.73s
Amata(Setting 2) 0.68 1.53 91.46% 760.16s

PGD-10 7.82 7.70 68.07% 307.57s
PGD-20 1.52 2.09 85.23% 567.11s
PGD-40 1.20 2.19 90.56% 1086.31s

Remark: Although computing the exact optimal control
strategy for DNN adversarial training is inapplicable for
real-time applications, with the criterion derived from the
PMP, we are able to numerically compare the optimality of
different adversarial training strategies. From this numerical
evaluation, we have demonstrated that the proposed Amata
algorithm is close to an optimal adversarial training strategy,
or at least one that satisfies the maximum principle. We will
show that our algorithm can achieve similar or even better
adversarial accuracy much faster with empirical experiments
on popular DNN models later in Section 3.

2.4. Visualizing and understanding Amata mechanism

The adversarial training process, particularly the inner max-
imization steps when a sequence of adversarial examples
are generated, has a large impact on the robustness. It is
visualized here to understand Amata intuitively. A similar
method as (Shafahi et al., 2019) is used for visualization.
PGD-40, PGD-2, and Amata’s inner maximization trajecto-
ries are shown in Figure 3. In the legends, K is the Amata’s
number of steps and the numerics indicate the adversarial
loss obtained by different methods (the higher the better).
We can see that at the beginning of adversarial training (E-
poch 1), the adversarial loss landscape is smooth (difference
between the maximum and the minimum is small). It is easy
for all methods to achieve similar adversarial losses. As the
adversarial training proceeds, loss landscape is steeper and
requires more iterations to get a good solution. Natively
using PGD-2 for acceleration cannot find strong adversar-
ial example at Epoch 10. However, Amata can adaptively
balance the number of steps and the step size to achieve
good trade-off between time costs and robustness as justi-
fied before by theoretic analysis. More details are in the
Appendix.

3. Experiments

To demonstrate the effectiveness of Amata mechanism, ex-
periments are conducted on MNIST, CIFAR10, Caltech256

Figure 3. Visualization of inner maximizations trajectories at E-
poch 1 (Left) and Epoch 10 (Right).

and the large-scale ImageNet dataset. With less compu-
tational cost, the proposed Amata method trained models
achieve comparable or slightly better performance than the
models trained by other methods, such as PGD. In our ex-
periment, PyTorch 1.0.0 and a single GTX 1080 Ti GPU
were used for MNIST, CIFAR10, and Caltech256 experi-
ment, while PyTorch 1.3.0 and four V100 GPUs were used
for the ImageNet experiment. We evaluate the adversarial
trained networks against PGD and Carlini-Wagner (CW) at-
tack (Carlini & Wagner, 2017). In addition, Amata can also
be seamlessly incorporated into existing adversarial training
acceleration algorithms, such as YOPO (Zhang et al., 2019a)
and adversarial training for free (Shafahi et al., 2019). As an
ablation study, other annealing schemes, such as exponential
schemes’s results are shown in the Appendix. We first evalu-
ate Amata on standard datasets and then incorporate Amata
into other adversarial training acceleration algorithms.

3.1. Evaluation of Amata on standard datasets

MNIST classification Following (Zhang et al., 2019b),
“smallCNN” architecture is used for validation on the MN-
SIT dataset. PGD, FOSC((Wang et al., 2019)) are used as
the comparison methods and ⌧ is set to be 0.4 for Amata.
The clean and robust error of PGD-40 and Amata are shown
in Figure 4. For achieving 96% adversarial accuracy, it takes
Amata 275 seconds while it takes PGD-40 1019 seconds to
reach the same level. In the meantime, FOSC takes as long
as 3663 seconds to achieve this level of accuracy, hence is
not shown in Figure 4. The fact that Amata consumes 27.0%
and 7.5% of the time consumed by PGD-40 and FOSC re-
spectively for achieving the same accuracy indicates that our
optimal control criterion can accelerate adversarial training
in a certain degree.

Furthermore, we run PGD with different iterations, FOSC,
and Amata for 57 epochs for full convergence, with showing
the clean accuracy, PGD-40 attack accuracy, Carlini-Wagner
(CW) attack accuracy, and the consumed time in Table 2. All
methods achieve similar clean accuracy. Amata achieves the
highest PGD-40 attack accuracy with Kmin = 5 setting and
achieves the highest CW attack accuracy with Kmin = 10
setting. Both these two Amata settings consume much less

Visualization of inner maximization in different epochs
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Figure 3: Left: MNIST result. Training time against PGD-40 attack. We use Amata with the setting Kmin =
10 and Kmax = 40. Right: CIFAR10 result. Training time against PGD-20 attack. We use Amata with the
setting Kmin = 2 and Kmax = 10.

Table 2: MNIST adversarial training results.

Training methods Clean accuracy PGD-40 Attack CW Attack Time (Seconds)
ERM 99.52% 5.58% 0.10% 268.10

PGD-5 99.58% 80.99% 0.31% 709.21
PGD-10 99.57% 93.8% 1.06% 1234.30
PGD-40 99.51% 97.02% 93.49% 4331.81

FOSC(Wang et al., 2019) 99.51% 97.02% 81.79% 14928.53
Amata(Kmin = 5, Kmax = 40) 99.53% 97.11% 86.92% 2533.28

Amata(Kmin = 10, Kmax = 40) 99.45% 96.97% 94.37% 2675.64

3.2 CIFAR10 CLASSIFICATION

For the more complex CIFAR10 classification task, we use the PreAct-Res-18 network (Madry et al.,
2017). We set ⌧ to be 20/255 for Amata. The proposed Amata method took 3045 seconds to achieve
less than 55% robust error while for PGD-10, it took 6944 seconds. We also tested FOSC adversarial
training and found that it took 8385 seconds to reach the same level, which is a bit longer than PGD-
10. The error-time curve is shown in Figure 3 (b). We further run all methods for 100 epochs for
convergence. The results are shown in Table 3.

Table 3: CIFAR10 PreAct-Res-18 adversarial training results.

Training methods Clean accuracy PGD-20 Attack CW Attack Time (Seconds)
ERM 94.75% 0.0% 0.23% 2099.58

PGD-2 90.16% 31.70% 13.36% 6913.36
PGD-10 85.27% 47.31% 51.73% 23108.10

FOSC(Wang et al., 2019) 85.47% 48.04% 53.65% 26126.98
Amata(Kmin = 2, Kmax = 10) 85.52% 47.62% 52.94% 14308.96

4 CONCLUSION

We have proposed a modification amounting to two lines of code to PGD adversarial training that
achieves comparable or even better robustness with only 1/3 to 1/2 the computational cost over
a variety of benchmarks. Moreover, a general optimal control formulation of adversarial training
with hyper-parameters is developed to analyze this procedure and justify its superior performance
through a numerical criterion based on the Pontryagin’s maximum principle. A proof of convergence
of our algorithm is also provided in Appendix C. As a point of future work, we will explore adaptive
methods for adversarial training based on the optimal control formulation we introduced here. This
approach can lead to algorithms that can be combined with YOPO or parallel adversarial training
methods for maximal efficiency.
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Bayesian Adversarial Learning (NeurIPS’18)

๏A non-cooperative game between two players


‣ The data generator


• Generate data to fool the learner according to a distribution over data 
distribution (accounting for potentially strong adv.) 

‣ The learner


• Learn according the generated adversarial data set 
 
 
 

the cost of changing data

Nanyang Ye and Zhanxing Zhu.  “Bayesian Adversarial Learning”.  NeurIPS 2018 



Gibbs-type sampling

Bayesian inference via Monte Carlo samples

Scalable Stochastic Gradient 
MCMC



Algorithm 1: Bayesian Adversarial Learning
1: Input: T : the number of Gibbs iterations; C: the friction term for SGAdaLD; ⌘1,⌘2: the step

size; ⌧ : the exponential averaging window for SGAdaLD; Sx̃ and S✓: number of samples (or
Markov chains) for representing conditional distribution over x̃ and ✓, respectively; M : the
number of inner iterations.

2: for t = 1 . . . T do

3: Randomly sample a mini-batch of observed data, {xs}Sx̃
s=1.

4: for s = 1 . . .Sx̃ do

5: Generate a standard Gaussian sample, n ⇠ N (0, I);
6: Initialize current Markov chain with xs; and obtain x̃s by running SGLD updates for M

iterations:

x̃s  x̃s � ⌘1

 
S✓X

s=1

@(log p(y|f(x̃s;✓
(t)
s ))� ↵c(x̃s,xs))

@x̃

!
+
p
2⌘1n (8)

7: end for

8: for s = 1 . . .S✓ do

9: Generate a standard Gaussian sample n ⇠ N (0, I);
10: Update the sample ✓(t)

s by running SGAdaLD updates for M iterations:

V̂✓  (1� ⌧�1)V̂✓ + ⌧�1

 
Sx̃X

s=1

@ log p(y|f(x̃s;✓
(t)
s ))

@✓

!2

✓(t)
s  ✓(t)

s � ⌘22V̂
�1/2
✓

 
Sx̃X

s=1

@ log p(y|f(x̃s;✓
(t)
s ))

@✓

!
+ (2C⌘32V̂

�1
✓ � ⌘42I)n

(9)

11: end for

12: end for

13: Collect {✓(T )
s }S✓

s=1 as the posterior samples of p(✓|D).

3.1 Scalable Sampling

In the scenario of large-scale data sets, sampling a full size of dataset from the distribution p(X̃|✓,X)
is prohibitively expensive. Therefore, we resort to stochastic approximation, i.e. in each iteration only
sampling a small mini-batch of adversarial data points {x̃}Sx̃

s=1 with size Sx << N , to approximately
represent the original conditional distribution of the full adversarial data. We employ the stochastic
gradient Langevin dynamics (SGLD, [27]) to achieve the scalable sampling for generating adversarial
samples. And for sampling the posterior of model parameters, we find that the naive stochastic
gradient Hamiltonian Monte Carlo (SGHMC, [6]) sampler cannot efficiently explore the target
density due to the high correlation between parameters. To deal with this issue, we adopt the scale
adapted version of SGHMC, stochastic gradient adaptive Hamiltonian Monte Carlo (SGAdaHMC)
proposed in [23], where a diagonal pre-conditioning matrix is specified to accelerate the mixing of
the sampler. For simplicity, we do not use the momentum in SGAdaHMC. We denote the simplified
algorithm as stochastic gradient adaptive Langevin Dynamics (SGAdaLD). This leads to the following
update procedure,

✓  ✓ � ⌘2V̂�1/2
✓ g✓ +N (0, 2C⌘3V̂�1

✓ � ⌘4I), (10)

where g✓ is the stochastic gradient of the system, ⌘ represents the stepsize, C is the friction coefficient
and the diagonal pre-conditioning matrix can be updated using an exponential moving average,
V̂✓  (1� ⌧�1)V̂✓ + ⌧�1g2

✓ , and the hyperparameter ⌧ can be also chosen automatically according
to [23]. More details for SGAdaHMC could be referred to [23].

Besides its capability of dealing with large-scale data, SGLD and SGAdaLD also demonstrate the
benefits of efficiently exploring the multi-modality of a distribution, which exactly matches our goals
of utilizing the full distribution over the adversarial data and model parameters.
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• MNIST experiment 

5 Experiments

To evaluate the proposed method, we conduct experiments on MNIST classification and traffic
sign recognition. The comparing methods include standard empirical risk minimization (ERM),
adversarial training with fast gradient sign method (FGSM, [8]), iterative FGSM (IFGSM, [15]) and
the projected gradient method (PGD, [18]), WRM [22], Bayesian Neural Network (BNN) and our
proposed BAL. The Monte Carlo samples for BNN is also based on SGAdaLD, and the same number
of samples are collected to compare with BAL.

In the following experiments, for BAL, we set Sx̃ to be 1 and S✓ to be 5 for the mnist classification
and Sx̃ to be 5 and S✓ to be 5 for the traffic sign recognition. For other adversarial training methods
and ERM, to fully explore the parameter space, we use the Adam optimizer for minimizing the loss
on adversarial examples generated by FGSM, IFGSM, PGD and WRM. We refer to the authors’ code
for reimplementing WRM 2. The number of steps for IFGSM and WRM to generate adversarial
examples is set to be the same as M = 15 in our algorithm for fair comparison. During adversarial
training, we use the parameters of the well-trained ERM model for initialization, and train the model
for extra two or one epoch. The reason for this efficient training strategy is that we found the results
obtained from training with a large number epochs from scratch, are similar with that of training
a small number of epochs initialized with ERM. We fixed the sampling temperature for SGLD to
be 10�5 in the experiments. We use the sampling temperature of 10�5 for SGAdaLD in MNIST
classification task and 10�7 for SGAdaLD in traffic sign recognition task.

Figure 1: Left: Test accuracy on white-box attacks generated by FGSM method for MNIST classifi-
cation; Right:Test accuracy on white-box attacks generated by Carlini-Wagner method for MNIST
classification

5.1 MNIST Classification

We consider the standard MNIST classification. We use a neural network consisting of 32 3x3
convolutional filters, a 2x2 max-pooling layer, 32 3x3 convolutional filters, a 2x2 maxpooling layer, a
dropout layer, a ReLU fully connected layers, a fully connected layer. Note that we use ReLU-based
networks instead of ELU in [22] as they have achieved the state-of-the-art performance on many
tasks.

We use FGSM to attack the adversarially trained models with different perturbation magnitude ✏adv .
The FGSM attack ✏ is set to be in the range from 0 to 0.15. The result is shown in Figure 1(a), from
which we can observe that even with large perturbations on the input, our proposed method could
still achieve good performance. Note that with perturbations to ✏ is smaller than 0.02, FGSM and
IFGSM achieved the better performance than BAL as they are trained on a similar level. However,
when ✏ becomes larger, BAL and WRM can achieve better performances than other methods, which
is consistent with the original WRM’s paper’s results on MNIST dataset. Besides, the accuracy of
BNN is close to the ERM model. This indicates that adding the Bayesian adversarial learning is
necessary for robustness.

2https://github.com/duchi-lab/certifiable-distributional-robustness
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๏Size of MCMC samples

To further evaluate the BAL, we run a much stronger Carlini-Wagner L2 attack [5] on adversarially
trained models to avoid over-fitting the FGSM adversarial examples. We found that the original CW
implementation is too slow for evaluating on the whole test dataset, and the adversarial accuracy
remains similar even when we tried to use longer iterations. As there are lots of hyper-parameters
to tune, we decided to re-implement a simple one-step Carlini-Wagner L2 attack method instead.
In our implementation, we use the SGD optimizer instead of the Adam optimizer to maximize the
prediction probability difference of other classes and the correct class with a two-norm regularization
term. This implementation is faster and can have stronger attack effects in our initial experiments
with fewer steps. Figure 1(b) presents the prediction accuracy on the adversarial exampled generated
by the Carlini-Wagner attack.

To analyze the effects of sample size S✓ , we run the experiments sample size S✓ 1,3,5,10 and plot the
results in Figure 2.
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Figure 2: Left: Sample size test against FGSM attack; Right: Sample size test against Carlini-Wagner
method.

From Figure 2, we can observe that under the same strength of attack, the accuracy grows with
the increasing sample size as expected. We can also find that larger sample size can provide more
protection against adversarial attack because larger sample size can represent the target posterior
space better. Besides, increasing sample size can also improve adversarial defense performance
even against the Carlini-Wagner method. We also tried different Sz but did not find any systematic
improvement with the increase of Sz in this problem. We speculate that this is because that for
MNIST dataset, a small number of samples could already represent the distribution well.

We use the same neural network architecture and run our experiments on the Fashion-MNIST dataset
with a sample size of 5. The result is shown in Appendix A.

5.2 Spatial Transformation Network for Traffic Sign Recognition

To evaluate our method on more realistic safety-critical problems, we consider the robust learning for
traffic sign recognition based on spatial transform neural networks (STN, [11]). Spatial transform
networks could learn a geometrical transformation to make the model more robust to changes of
orientation, translation. We use the STN combined with convolutional neural networks to classify
traffic signs from the gray transformed German Traffic Sign Benchmarks (GTSRB, [24]) with 43
classes.

To provide a fair comparison between different methods, we tune the hyperparameters of each method
such that they can achieve around 94% test accuracy on the clean test data except for BAL to be
around 97%. In the experiments, we run FGSM white-box attack with ✏ ranging from 0 to 0.1 as
we found that when the FGSM attack ✏ is above 0.1, adversarial samples will be indistinguishable
even for human beings. The result is shown in Figure 3(a). From this result, we can conclude that
our proposed BAL can have better performance in adversarial training in more complex and realistic
scenario. When ✏ is large, BAL can still achieve good prediction accuracy compared with other
methods. Note that PGD’s performance is not good in this setting since it is required to achieve
high accuracy on clean data. To make adversarial training methods useful in realistic settings, the
clean accuracy should be high enough. However, with this constraint, we find that it is very hard for
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๏Traffic sign data

adversarial training with PGD to have strong adversarial robustness. The closeness of other methods’
performance indicates that when we set a strict constraint on the clean data accuracy, simply using
larger adversarial perturbations cannot have performance guarantee on adversarial examples while
BAL can provide an alternative way for adversarial defense within the BAL framework. We further
evaluate all methods’ robustness against the simplified one-step Carlini-Wagner attack as the previous
experiment. We use the same setting as the previous experiment. The results are shown in Figure 3(b).
From Figure 3(b), we can conclude that the all methods’ accuracies have been reduced to a low level
as the Carlini-Wagner attack is very strong. However, under this setting, our method still reaches an
accuracy of 7.41%, much higher than the random guess accuracy of 2.3%. This is very important for
safety-critical systems in real practice as even under the worst scenario, we can still rely on the BAL
trained system to provide predictions better than the random guess.

Figure 3: (a)Test accuracy for white-box attacks by FGSM method for traffic sign recognition (b)Test
Accuracy for white-box attacks by Carlini-Wagner method for traffic sign recognition

6 Conclusion

We have proposed an adversarial training method, Bayesian Adversarial Learning, a full Bayesian
treatment over adversarial training. Scalable sampling strategy is introduced to obtain the posterior
distribution over the model parameters. We have shown that the proposed BAL has achieved the best
performance in adversarial training for MNIST classification and a practical safety-critical problem,
e.g., traffic sign recognition. In our experiments, the performance of BAL could always be better
than the random guessing method even with the strong Carlini-Wagner attacks, which is important
for safety-critical systems in real-world scenarios. For the future work, we will explore the variants
of Bayesian adversarial learning on generative models, robust unsupervised and semi-supervised
learning. Besides, we will also explore more efficient scalable samplers for Bayesian adversarial
learning.
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Explore the Benefits of Adv. Training (ICML’19)

๏Our recent finding 


‣ Adversarially Trained CNNs (AT-CNNs) tend to be more shape-biased than 
normally trained CNNs. Published as a conference paper at ICLR 2019
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ABSTRACT

Convolutional Neural Networks (CNNs) are commonly thought to recognise ob-
jects by learning increasingly complex representations of object shapes. Some
recent studies suggest a more important role of image textures. We here put these
conflicting hypotheses to a quantitative test by evaluating CNNs and human ob-
servers on images with a texture-shape cue conflict. We show that ImageNet-
trained CNNs are strongly biased towards recognising textures rather than shapes,
which is in stark contrast to human behavioural evidence and reveals fundamen-
tally different classification strategies. We then demonstrate that the same standard
architecture (ResNet-50) that learns a texture-based representation on ImageNet
is able to learn a shape-based representation instead when trained on ‘Stylized-
ImageNet’, a stylized version of ImageNet. This provides a much better fit for
human behavioural performance in our well-controlled psychophysical lab setting
(nine experiments totalling 48,560 psychophysical trials across 97 observers) and
comes with a number of unexpected emergent benefits such as improved object
detection performance and previously unseen robustness towards a wide range of
image distortions, highlighting advantages of a shape-based representation.

(a) Texture image
81.4% Indian elephant
10.3% indri

8.2% black swan

(b) Content image
71.1% tabby cat
17.3% grey fox

3.3% Siamese cat

(c) Texture-shape cue conflict
63.9% Indian elephant
26.4% indri

9.6% black swan

Figure 1: Classification of a standard ResNet-50 of (a) a texture image (elephant skin: only texture
cues); (b) a normal image of a cat (with both shape and texture cues), and (c) an image with a
texture-shape cue conflict, generated by style transfer between the first two images.
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University of Tübingen & IMPRS-IS
claudio.michaelis@bethgelab.org

Matthias Bethge
⇤

University of Tübingen
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Two Ways for Interpreting AT-CNNs

๏Qualitative method


‣ Visualizing sensitivity maps


๏Quantitative method


‣ Evaluate the generalization performance on either shape or texture 
preserved data sets

E =
@Sc(x)

@x
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Interpreting Adversarially Trained Convolutional Neural Networks

two CNNs are sensitive to dramatically different types of
features. Second, we construct additional test data sets that
destroy either textures or shapes, such as style-transferred
version of clean data, saturated images and patch-shuffled
images, and then evaluate the classification accuracy of
AT-CNN and normal CNNs on these datasets. These sophis-
ticated designed experiments provide a quantitative compar-
ison between the two CNNs and demonstrate their biases
when making predictions.

To the best of our knowledge, we are the first to implement
systematic investigation on interpreting the adversarailly
trained CNNs, both visually and quantitatively. Our find-
ings shed some light on why AT-CNNs are more robust
than those normally trained ones and also contribute to bet-
ter understanding adversarial training over CNNs from an
interpretation perspective.

The remaining of the paper is structured as follows. We
introduce background knowledge on adversarial training and
salience methods in Section 2. The methods for interpreting
AT-CNNS are described in Section 3. Then we present the
experimental results to support our findings in Section 4.
The related works and discussions are presented in Section 5.
Section 6 concludes the paper.

2. Preliminary
2.1. Adversarial training

This training method was first proposed by (Goodfellow
et al., 2014), which is the most successful approach for
building robust models so far for defensing adversarial ex-
amples (Madry et al., 2017; Sinha et al., 2017; Athalye et al.,
2018). Adversarial training can be formulated as solving a
robust optimization (Shaham et al., 2015) problem

min
✓

E(x,y)⇠D


max
�2S

`(f(x+ �; ✓), y)

�
, (1)

where f(x; ✓) represents the neural network parameterized
by weights ✓; the input-output pair (x, y) is sample from the
training set D; � denotes the adversarial perturbation and
`(·, ·) is the chosen loss function, e.g. cross entropy loss. S
denotes a certain norm constraints, such as `1 or `2.

The inner maximization is approximated by adversarial
examples generated by various attack methods. Training
against a projected gradient gradient (PGD, Madry et al.
(2017)) adversary leads to state-of-the-art white-box robust-
ness. In this work, we used PGD based adversarial training
with bounded l1 and l2 norm constraints. We also inves-
tigate FGSM (Goodfellow et al., 2014) based adversarial
training.

2.2. Salience maps

Given a trained neural network, visualizing the salience
maps aims at assigning an sensitivity value, sometimes also
called “attribution”, to show the sensitivity of the output
to each pixel of an input image. Salience methods can
mainly be divided into (Ancona et al., 2018) perturbation-
based methods (Zeiler & Fergus, 2014; Zintgraf et al., 2017)
and gradient-based method (Erhan et al., 2009; Simonyan
et al., 2013; Shrikumar et al., 2017; Sundararajan et al.,
2017; Selvaraju et al., 2017; Zhou et al., 2016; Smilkov
et al., 2017; Bach et al., 2015). Recently (Adebayo et al.,
2018) carries out a systematic test for many of the gradient-
based salience methods, and only variants of Grad and
GradCAM (Selvaraju et al., 2017) pass the proposed sanity
checks. We thus choose Grad and its smoothed version
SmoothGrad (Smilkov et al., 2017) for visualization.

Formally, let x 2 Rd denote the input image, a trained
network is a function f : Rd ! RK , where K is the to-
tal number of classes. Let Sc denotes the class activation
function for each class c. We seek to obtain an salience
map E 2 Rd. The Grad explanation is the gradient of class
activation with respect to the input image x,

E =
@Sc(x)

@x
. (2)

SmoothGrad (Smilkov et al., 2017) was proposed to al-
leviate noises in gradient explanations by averaging over
explanations of noisy copies of an input. Thus for an input x,
the smoothed variant of Grad, SmoothGrad can be written
as

E =
1

n

nX

i=1

@Sc(xi)

@(xi)
, (3)

where xi = x+gi, and gi are noise vectors drawn i.i.d from
a Gaussian distribution N (0,�2). In all our experiments,
we set n = 100, and the noise level , �/(xmax � xmin) =
0.1. We chose the Sc(x) = log pc(x), where pc(x) is the
probability of class c assigned by a classifier to input x.

3. Methods
In this section, we elaborate our method for interpreting
the adverarially trained CNNs and comparing them with
normally trained one. Three image datasets are considered,
including Tiny ImageNet1, Caltech-256 (Griffin et al., 2007)
and CIFAR-10. Extensive details are provided in the Sup-
plementary Materials.

We first visualize the salience maps of AT-CNNs and nor-
mal CNNs to demonstrate that the two models trained with
different ways are sensitive to different kinds of features. Be-
sides this qualitative comparison, we also test the two kinds

1https://tiny-imagenet.herokuapp.com/



Constructing Datasets
1. Stylizing: shape preserved, texture destroyed


2. Saturating: shape preserved, texture destroyed


3. Patch-shuffling: shape destructed, texture preserved
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(a) Original (b) Stylized (c) Saturated 8 (d) Saturated 1024 (e) patch-shuffle 2 (f) patch-shuffle 4

Figure 1. Visualization of three transformations. Original images are from Caltech-256. From left to right, original, stylized, saturation
level as 8, 1024, 2⇥ 2 patch-shuffling, 4⇥ 4 patch-shuffling.

Table 1. Accuracy and robustness of all the trained models. Robustness is measured against the PGD attack with bounded l1 norm.
Details are listed in the Supplementary Materials. Note that underfitting CNNs have similar generalization performance with some of the
AT-CNNs on clean images.

CIFAR10 TinyImageNet Caltech 256
Accuracy Robustness Accuracy Robustness Accuracy Robustness

PGD-inf: 8 86.27 44.81 54.42 14.25 66.41 31.16
PGD-inf: 4 89.17 30.85 61.85 6.87 72.22 20.10
PGD-inf: 2 91.4 39.11 67.06 1.66 76.51 7.51
PGD-inf: 1 93.40 7.53 69.42 0.18 79.11 1.70

PGD-L2: 12 85.79 34.61 53.44 14.80 65.54 31.36
PGD-L2: 8 88.01 26.88 58.21 10.03 69.75 26.19
PGD-L2: 4 90.77 13.19 64.24 3.61 74.12 14.33
FGSM: 8 84.90 34.25 66.21 0.01 70.88 20.02
FGSM: 4 88.13 25.08 63.43 0.13 73.91 15.16
Normal 94.52 0 72.02 0.01 83.32 0
Underfit 86.79 0 60.05 0.01 69.04 0

We perform re-scaling and random cropping following (He
et al., 2016a). For both Tiny ImageNet and Caltech-256, we
use ResNet-18 model as the network architecture.

Compared models, their generalization and robustness.
For all above three data set, we train three types of AT-CNNs,
they mainly differ in the way of generating adversarial ex-
amples: FGSM, PGD with bounded l1 norm and PGD
with bounded l2 norm, and for each attack method we train
several models under different attack strengths. Details are
listed in supplementary material. To understand whether the
difference of performance degradation for AT-CNNs and
standard CNNs is due to the poor generalization (Schmidt
et al., 2018; Tsipras et al., 2018) of adversarial training,
we also compare the AT-CNNs with an underfitting CNN
(trained over clean data) with Somalia generalization perfor-
mance as AT-CNNs. In total, we train 11 models on each
data set. Their generalization performance on clean data,
and robustness measured by PGD attack are listed in Table
1.

4.1. Visualization results

To investigate what features of an input image AT-CNNs
and normal CNNs are most sensitive to, we generate sen-
sitivity maps using SmoothGrad (Smilkov et al., 2017) on
clean images, saturated images, and stylized images. The
visualization results are presented in Figure 2.

We can easily observe that the salience maps of AT-CNNs
are much more sparse and mainly focus on contours of each
object on all kinds of images, including the clean, saturated
and stylized ones. Differently, sensitivity maps of standard
CNNs are more noisy, and less biased towards the shapes
of objects. This is consistent with the findings in (Geirhos
et al., 2018).

Particularly, in the second row of Figure 2, sensitivity maps
of normal CNNs of the “dog” class are still noisy even when
the input saturated image are nearly binarized. On the other
hand, after adversarial training, the models successfully
capture the shape information of the object, providing a



Sensitivity Maps of AT-CNNs
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(a) Image from Caltech-256 (b) Image from Tiny ImageNet

Figure 2. Sensitivity maps based on SmoothGrad (Smilkov et al., 2017) of three models on images under saturation, and stylizing. From
top to bottom, Original, Saturation 1024 and Stylizing. For each group of images, from left to right, original image, sensitivity maps of
standard CNN, underfitting CNN and PGD-l1 AT-CNN.

more interpretable prediction.

For stylized images shown in the third row of Figure 2, even
with dramatically changed textures after style transfer, AT-
CNNs can still be able to focus the shapes of original object,
while standard CNNs totally fail.

Due to the limited space, we provide more visualization
results (including the sensitivity maps generated by Grad
method) in Supplementary Materials.

4.2. Generalization performance on transformed data

In this part, we mainly show generalization performance
of AT-CCNs and normal CNNs on either shape or texture
preserving distorted image datasets. This could help us to
understand how different that the two types of models are
biased in a quantitative way.

For all experimental results below, besides the top-1 accu-
racy, we also report an “accuracy on correctly classified
images”. This accuracy is measured by first selecting the
images from the clean test set that is being correctly clas-
sified, then measuring the accuracy of transformed images
from these correctly classified ones.

4.2.1. STYLIZING

Following Geirhos et al. (2018), we generate stylized ver-
sion of test set for Caltech-256 and Tiny ImageNet. The
details are presented in the Supplementary Materials.

We report the “accuracy on correctly classified images” of

all the trained models on stylized test set in Table 2. Com-
pared with standard CNNs, though with a lower accuracy
on original test images, AT-CNNs achieve higher accuracy
on stylized ones with textures being dramatically changed.
The comparison quantitatively shows that AT-CNNs tend to
be more invariant with respect to local textures.

4.2.2. SATURATION

We use the saturation operation to manipulate the images,
and show the how increasing saturation levels affects the
accuracy of models trained in different ways.

In Figure 4, we visualize images with varying saturation lev-
els. It can be easily observed that increasing saturation levels
pushes images more “binnarized”, where some textures are
wiped out, but produces sharper edges and preserving shape
information. When saturation level is smaller than 2, i.e.
clean image, it pushes all the pixels towards 1/2 and nearly
all the information is lost, and p = 0 leads to a totally gray
image with constant pixel value.

We measure the “accuracy on correctly classified images”
for all the trained models, and show them in Figure 5. We
can observe that with the increasing level of saturation, more
texture information is lost. Favorably, adversarially trained
models exhibit a much less sensitivity to this texture loss,
still obtaining a high classification accuracy. The results
indicate that AT-CNNs are more robust to “saturation” or
“binarizing” operations, which may demonstrate that the
prediction capability of AT-CNNs relies less on texture and
more on shapes. Results on CIFAR-10 tells the same story,

Original

Saturated

Stylized

CNN Underfitting 
CNN

AT-CNN 
PGD CNN Underfitting 

CNN
AT-CNN 

PGD

E =
@Sc(x)

@x
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two CNNs are sensitive to dramatically different types of
features. Second, we construct additional test data sets that
destroy either textures or shapes, such as style-transferred
version of clean data, saturated images and patch-shuffled
images, and then evaluate the classification accuracy of
AT-CNN and normal CNNs on these datasets. These sophis-
ticated designed experiments provide a quantitative compar-
ison between the two CNNs and demonstrate their biases
when making predictions.

To the best of our knowledge, we are the first to implement
systematic investigation on interpreting the adversarailly
trained CNNs, both visually and quantitatively. Our find-
ings shed some light on why AT-CNNs are more robust
than those normally trained ones and also contribute to bet-
ter understanding adversarial training over CNNs from an
interpretation perspective.

The remaining of the paper is structured as follows. We
introduce background knowledge on adversarial training and
salience methods in Section 2. The methods for interpreting
AT-CNNS are described in Section 3. Then we present the
experimental results to support our findings in Section 4.
The related works and discussions are presented in Section 5.
Section 6 concludes the paper.

2. Preliminary
2.1. Adversarial training

This training method was first proposed by (Goodfellow
et al., 2014), which is the most successful approach for
building robust models so far for defensing adversarial ex-
amples (Madry et al., 2017; Sinha et al., 2017; Athalye et al.,
2018). Adversarial training can be formulated as solving a
robust optimization (Shaham et al., 2015) problem

min
✓

E(x,y)⇠D


max
�2S

`(f(x+ �; ✓), y)

�
, (1)

where f(x; ✓) represents the neural network parameterized
by weights ✓; the input-output pair (x, y) is sample from the
training set D; � denotes the adversarial perturbation and
`(·, ·) is the chosen loss function, e.g. cross entropy loss. S
denotes a certain norm constraints, such as `1 or `2.

The inner maximization is approximated by adversarial
examples generated by various attack methods. Training
against a projected gradient gradient (PGD, Madry et al.
(2017)) adversary leads to state-of-the-art white-box robust-
ness. In this work, we used PGD based adversarial training
with bounded l1 and l2 norm constraints. We also inves-
tigate FGSM (Goodfellow et al., 2014) based adversarial
training.

2.2. Salience maps

Given a trained neural network, visualizing the salience
maps aims at assigning an sensitivity value, sometimes also
called “attribution”, to show the sensitivity of the output
to each pixel of an input image. Salience methods can
mainly be divided into (Ancona et al., 2018) perturbation-
based methods (Zeiler & Fergus, 2014; Zintgraf et al., 2017)
and gradient-based method (Erhan et al., 2009; Simonyan
et al., 2013; Shrikumar et al., 2017; Sundararajan et al.,
2017; Selvaraju et al., 2017; Zhou et al., 2016; Smilkov
et al., 2017; Bach et al., 2015). Recently (Adebayo et al.,
2018) carries out a systematic test for many of the gradient-
based salience methods, and only variants of Grad and
GradCAM (Selvaraju et al., 2017) pass the proposed sanity
checks. We thus choose Grad and its smoothed version
SmoothGrad (Smilkov et al., 2017) for visualization.

Formally, let x 2 Rd denote the input image, a trained
network is a function f : Rd ! RK , where K is the to-
tal number of classes. Let Sc denotes the class activation
function for each class c. We seek to obtain an salience
map E 2 Rd. The Grad explanation is the gradient of class
activation with respect to the input image x,

E =
@Sc(x)

@x
. (2)

SmoothGrad (Smilkov et al., 2017) was proposed to al-
leviate noises in gradient explanations by averaging over
explanations of noisy copies of an input. Thus for an input x,
the smoothed variant of Grad, SmoothGrad can be written
as

E =
1

n

nX

i=1

@Sc(xi)

@(xi)
, (3)

where xi = x+gi, and gi are noise vectors drawn i.i.d from
a Gaussian distribution N (0,�2). In all our experiments,
we set n = 100, and the noise level , �/(xmax � xmin) =
0.1. We chose the Sc(x) = log pc(x), where pc(x) is the
probability of class c assigned by a classifier to input x.

3. Methods
In this section, we elaborate our method for interpreting
the adverarially trained CNNs and comparing them with
normally trained one. Three image datasets are considered,
including Tiny ImageNet1, Caltech-256 (Griffin et al., 2007)
and CIFAR-10. Extensive details are provided in the Sup-
plementary Materials.

We first visualize the salience maps of AT-CNNs and nor-
mal CNNs to demonstrate that the two models trained with
different ways are sensitive to different kinds of features. Be-
sides this qualitative comparison, we also test the two kinds

1https://tiny-imagenet.herokuapp.com/



Generalization on Constructed Datasets
๏Stylized data
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Figure 3. Visualization of images from style-transferred test set. Applying AdaIn (Huang & Belongie, 2017) style transfer distorts local
textures of original images, while the global shape structure is retained. The first row are images from Caltech-256, and the second row
are images from Tiny ImageNet.

Table 2. “Accuracy on correctly classified images” for different models on stylized test set. The columns named “Caltech-256” and
“TinyImageNet” show the generalization of different models on the clean test set.

DATA SET CALTECH-256 STYLIZED CALTECH-256 TINYIMAGENET STYLIZED TINYIMAGENET

STANDARD 83.32 16.83 72.02 7.25
UNDERFIT 69.04 9.75 60.35 7.16
PGD-l1: 8 66.41 19.75 54.42 18.81
PGD-l1: 4 72.22 21.10 61.85 20.51
PGD-l1: 2 76.51 21.89 67.06 19.25
PGD-l1: 1 79.11 22.07 69.42 18.31
PGD-l2: 12 65.24 20.14 53.44 19.33
PGD-l2: 8 69.75 21.62 58.21 20.42
PGD-l2: 4 74.12 22.53 64.24 21.05
FGSM: 8 70.88 21.23 66.21 15.07
FGSM: 4 73.91 21.99 63.43 20.22

Figure 4. Illustration of how varying saturation change the appearance of the image. From left to right, saturation level 0.25, 0.5, 1, 2
(original image), 4, 8, 16, 64, 1024. Increasing saturation level pushes pixels towards 0 or 1, which preserves most of the shape while
wiping most of the textures. Decreasing saturation level pushes all pixels to 1/2.

we place it in supplmentary material due to the limited
space.

Additionally, in our experiments, for each adversarial train-
ing approach, either PGD or FGSM based, AT-CNNs with
higher robustness towards PGD adversary are more invariant
to the increasing of the saturation level and texture loss. On
the other hand, adversarial training with higher robustness
typically ruin the generalization over the clean data set. Our
finding also supports the claim “robustness maybe at odds
with accuracy” (Tsipras et al., 2018).

When decreasing the saturation level, all models have simi-
lar degree of performance degradation, indicating that AT-
CNNs are not robust to all kinds of image distortions. They
tend to be more robust for fixed types of distortions. We
leave the further investigation regarding this issue as future
work.

4.2.3. PATCH-SHUFFLING

Stylizing and saturation operation aim at changing or re-
moving the texture information of original images, while
preserving the features of shapes and edges. In order to test
the different bias of AT-CNN and standard CNN in the other
way around, we shatter the shape and edge information by
splitting the images into k ⇥ k patches and then randomly
shuffling them. This operation could still maintains the local
textures if k is not too large.

Figure 6 shows one example of patch-shuffled images under
different numbers of splitting. The first row shows the proba-
bilities assigned by different models to the ground truth class
of the original image. Obviously, after random shuffling,
the shapes and edge features are destroyed dramatically,
the prediction probability of the adverarially trained CNNs
drops significantly, while the normal CNNs still maintains
a high confidence over the ground truth class. This reveals
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Figure 3. Visualization of images from style-transferred test set. Applying AdaIn (Huang & Belongie, 2017) style transfer distorts local
textures of original images, while the global shape structure is retained. The first row are images from Caltech-256, and the second row
are images from Tiny ImageNet.

Table 2. “Accuracy on correctly classified images” for different models on stylized test set. The columns named “Caltech-256” and
“TinyImageNet” show the generalization of different models on the clean test set.

DATA SET CALTECH-256 STYLIZED CALTECH-256 TINYIMAGENET STYLIZED TINYIMAGENET

STANDARD 83.32 16.83 72.02 7.25
UNDERFIT 69.04 9.75 60.35 7.16
PGD-l1: 8 66.41 19.75 54.42 18.81
PGD-l1: 4 72.22 21.10 61.85 20.51
PGD-l1: 2 76.51 21.89 67.06 19.25
PGD-l1: 1 79.11 22.07 69.42 18.31
PGD-l2: 12 65.24 20.14 53.44 19.33
PGD-l2: 8 69.75 21.62 58.21 20.42
PGD-l2: 4 74.12 22.53 64.24 21.05
FGSM: 8 70.88 21.23 66.21 15.07
FGSM: 4 73.91 21.99 63.43 20.22

Figure 4. Illustration of how varying saturation change the appearance of the image. From left to right, saturation level 0.25, 0.5, 1, 2
(original image), 4, 8, 16, 64, 1024. Increasing saturation level pushes pixels towards 0 or 1, which preserves most of the shape while
wiping most of the textures. Decreasing saturation level pushes all pixels to 1/2.

we place it in supplmentary material due to the limited
space.

Additionally, in our experiments, for each adversarial train-
ing approach, either PGD or FGSM based, AT-CNNs with
higher robustness towards PGD adversary are more invariant
to the increasing of the saturation level and texture loss. On
the other hand, adversarial training with higher robustness
typically ruin the generalization over the clean data set. Our
finding also supports the claim “robustness maybe at odds
with accuracy” (Tsipras et al., 2018).

When decreasing the saturation level, all models have simi-
lar degree of performance degradation, indicating that AT-
CNNs are not robust to all kinds of image distortions. They
tend to be more robust for fixed types of distortions. We
leave the further investigation regarding this issue as future
work.

4.2.3. PATCH-SHUFFLING

Stylizing and saturation operation aim at changing or re-
moving the texture information of original images, while
preserving the features of shapes and edges. In order to test
the different bias of AT-CNN and standard CNN in the other
way around, we shatter the shape and edge information by
splitting the images into k ⇥ k patches and then randomly
shuffling them. This operation could still maintains the local
textures if k is not too large.

Figure 6 shows one example of patch-shuffled images under
different numbers of splitting. The first row shows the proba-
bilities assigned by different models to the ground truth class
of the original image. Obviously, after random shuffling,
the shapes and edge features are destroyed dramatically,
the prediction probability of the adverarially trained CNNs
drops significantly, while the normal CNNs still maintains
a high confidence over the ground truth class. This reveals

Accuracy on correctly classified images
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(a) Caltech-256 (b) Tiny ImageNet
Figure 5. “Accuracy on correctly classified images” for different models on saturated Caltech-256 and Tiny ImageNet with respect to
different saturation levels. Note that in the plot, there are several curves with same color and line type shown for each adversarial training
method, PGD and FGSM-based, those of which with larger perturbation achieves better robustness for most of the cases. Detailed results
are list in supplementary materials.

(a) Original Image (b) Patch-Shuffle 2 (c) Patch-Shuffle 4 (d) Patch-Shuffle 8

Figure 6. Visualization of patch-shuffling transformation. The first row shows probability of “cake” assigned by different models.

AT-CNNs are more baised towards shapes and edges than
normally trained ones.

Moreover, Figure 7 depicts the “ accuracy of correctly classi-
fied images” for all the models measured on “Patch-shuffled”
test set with increasing number of splitting pieces. AT-
CNNs, especially trained against with a stronger attack are
more sensitive to “Patch-shuffling” operations in most of
our experiments.

Note that under “Patch-shuffle 8” operation, all models have
similar “ accuracy of correctly classified images”, which is
largely due to the severe information loss. Also note that this
accuracy of all models on Tiny ImageNet shown in 7(a) is
mush lower than that on Caltech-256 in 7(b). That is, under
“Patch-shuffle 1”, normally trained CNN has an accuracy
of 84.76% on Caltech-256, while only 66.73% on Tiny
ImageNet. This mainly origins from the limited resolution

of Tiny ImageNet, since “Patch-Shuffle” operation on low-
resolution images destroys more useful features than those
with higher resolution.

5. Related work and discussion
Interpreting AT-CNNs. Recently there are some relevant
findings indicating that AT-CNNs learn fundamentally differ-
ent feature representations than standard classifiers. Tsipras
et al. (2018) showed that sensitivity maps of AT-CNNs in
the input space align well with human perception. Addi-
tionally, by visualizing large-" adversarial examples against
AT-CNNs, it can be observed that the adversarial examples
could capture salient data characteristics of a different class,
which appear semantically similar to the images of the differ-
ent class. Dong et al. (2017) leveraged adversarial training
to produce a more interpretable representation by visualiz-
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Figure 3. Visualization of images from style-transferred test set. Applying AdaIn (Huang & Belongie, 2017) style transfer distorts local
textures of original images, while the global shape structure is retained. The first row are images from Caltech-256, and the second row
are images from Tiny ImageNet.

Table 2. “Accuracy on correctly classified images” for different models on stylized test set. The columns named “Caltech-256” and
“TinyImageNet” show the generalization of different models on the clean test set.

DATA SET CALTECH-256 STYLIZED CALTECH-256 TINYIMAGENET STYLIZED TINYIMAGENET

STANDARD 83.32 16.83 72.02 7.25
UNDERFIT 69.04 9.75 60.35 7.16
PGD-l1: 8 66.41 19.75 54.42 18.81
PGD-l1: 4 72.22 21.10 61.85 20.51
PGD-l1: 2 76.51 21.89 67.06 19.25
PGD-l1: 1 79.11 22.07 69.42 18.31
PGD-l2: 12 65.24 20.14 53.44 19.33
PGD-l2: 8 69.75 21.62 58.21 20.42
PGD-l2: 4 74.12 22.53 64.24 21.05
FGSM: 8 70.88 21.23 66.21 15.07
FGSM: 4 73.91 21.99 63.43 20.22

Figure 4. Illustration of how varying saturation change the appearance of the image. From left to right, saturation level 0.25, 0.5, 1, 2
(original image), 4, 8, 16, 64, 1024. Increasing saturation level pushes pixels towards 0 or 1, which preserves most of the shape while
wiping most of the textures. Decreasing saturation level pushes all pixels to 1/2.

we place it in supplmentary material due to the limited
space.

Additionally, in our experiments, for each adversarial train-
ing approach, either PGD or FGSM based, AT-CNNs with
higher robustness towards PGD adversary are more invariant
to the increasing of the saturation level and texture loss. On
the other hand, adversarial training with higher robustness
typically ruin the generalization over the clean data set. Our
finding also supports the claim “robustness maybe at odds
with accuracy” (Tsipras et al., 2018).

When decreasing the saturation level, all models have simi-
lar degree of performance degradation, indicating that AT-
CNNs are not robust to all kinds of image distortions. They
tend to be more robust for fixed types of distortions. We
leave the further investigation regarding this issue as future
work.

4.2.3. PATCH-SHUFFLING

Stylizing and saturation operation aim at changing or re-
moving the texture information of original images, while
preserving the features of shapes and edges. In order to test
the different bias of AT-CNN and standard CNN in the other
way around, we shatter the shape and edge information by
splitting the images into k ⇥ k patches and then randomly
shuffling them. This operation could still maintains the local
textures if k is not too large.

Figure 6 shows one example of patch-shuffled images under
different numbers of splitting. The first row shows the proba-
bilities assigned by different models to the ground truth class
of the original image. Obviously, after random shuffling,
the shapes and edge features are destroyed dramatically,
the prediction probability of the adverarially trained CNNs
drops significantly, while the normal CNNs still maintains
a high confidence over the ground truth class. This reveals

Loosing both texture and shape info. Loosing texture and preserve shape info.
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(a) Caltech-256 (b) Tiny ImageNet
Figure 5. “Accuracy on correctly classified images” for different models on saturated Caltech-256 and Tiny ImageNet with respect to
different saturation levels. Note that in the plot, there are several curves with same color and line type shown for each adversarial training
method, PGD and FGSM-based, those of which with larger perturbation achieves better robustness for most of the cases. Detailed results
are list in supplementary materials.

(a) Original Image (b) Patch-Shuffle 2 (c) Patch-Shuffle 4 (d) Patch-Shuffle 8

Figure 6. Visualization of patch-shuffling transformation. The first row shows probability of “cake” assigned by different models.

AT-CNNs are more baised towards shapes and edges than
normally trained ones.

Moreover, Figure 7 depicts the “ accuracy of correctly classi-
fied images” for all the models measured on “Patch-shuffled”
test set with increasing number of splitting pieces. AT-
CNNs, especially trained against with a stronger attack are
more sensitive to “Patch-shuffling” operations in most of
our experiments.

Note that under “Patch-shuffle 8” operation, all models have
similar “ accuracy of correctly classified images”, which is
largely due to the severe information loss. Also note that this
accuracy of all models on Tiny ImageNet shown in 7(a) is
mush lower than that on Caltech-256 in 7(b). That is, under
“Patch-shuffle 1”, normally trained CNN has an accuracy
of 84.76% on Caltech-256, while only 66.73% on Tiny
ImageNet. This mainly origins from the limited resolution

of Tiny ImageNet, since “Patch-Shuffle” operation on low-
resolution images destroys more useful features than those
with higher resolution.

5. Related work and discussion
Interpreting AT-CNNs. Recently there are some relevant
findings indicating that AT-CNNs learn fundamentally differ-
ent feature representations than standard classifiers. Tsipras
et al. (2018) showed that sensitivity maps of AT-CNNs in
the input space align well with human perception. Addi-
tionally, by visualizing large-" adversarial examples against
AT-CNNs, it can be observed that the adversarial examples
could capture salient data characteristics of a different class,
which appear semantically similar to the images of the differ-
ent class. Dong et al. (2017) leveraged adversarial training
to produce a more interpretable representation by visualiz-
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(a) Caltech-256 (b) Tiny ImageNet
Figure 7. “Accuracy on correctly classified images” for different models on patch-shuffled Tiny ImageNet and Caltech-256 with different
splitting numbers. Detailed results are listed in supplementary materials.

ing active neurons. Compared with Tsipras et al. (2018) and
Dong et al. (2017), we have conducted a more systematical
investigation for interpreting AT-CNNs. We construct three
types of image transformation that can largely change the
textures while preserving shape information (i.e. stylizing
and saturation), or shatter the shape/edge features while
keeping the local textures (i.e. patch-shuffling). Evaluating
the generalization of AT-CNNs over these designed datasets
provides a quantitative way to verify and interpret their
strong shape-bias compared with normal CNNs.

Insights for defensing adversarial examples. Based on
our investigation over the AT-CNNs, we find that the ro-
bustness towards adversarial examples is correlated with the
capability of capturing long-range features like shapes or
contours. This naturally raises the question: whether any
other models that can capture more global features or with
more texture invariance could lead to more robustness to ad-
versarial examples, even without adversarial training? This
might provide us some insights on designing new network
architecture or new strategies for enhancing the bias towards
long-range features. There are some recent works turns out
partially answering this question. (Xie et al., 2018) en-
hanced standard CNNs with non-local blocks inspired from
(Wang et al., 2018; Vaswani et al., 2017) which capture long-
range dependencies in a data-dependent manner, and when
combined with adversarial training, their networks achieved
state-of-the-art adversarial robustness on ImageNet. (Luo
et al., 2018) destroyed some of the local connection of stan-
dard CNNs by randomly select a set of neurons and remove
them from the network before training, and thus forcing
the CNNs to less focus on local texture features. With this
design, they achieved improved black-box robustness.

Adversarial training with other types of attacks. In
this work, we mainly interpret the AT-CNNs based on
norm-constrained perturbation over the original images,
x + �. There exists a variety of generalized types of at-
tacks, xadv = G(x;w) parameterized by w, such as spa-
tially transformed (Xiao et al., 2018) and GAN-based adver-
sarial examples (Song et al., 2018). We leave interpreting
the AT-CNNs based on these generlized types of attacks as
future works.

6. Conclusion
From both qualitative and quantitative perspectives, we have
implemented a systematic study on interpreting the adversar-
ially trained convolutional neural networks. Through con-
structing distorted test sets either preserving shapes or local
textures, we compare the sensitivity maps of AT-CNNs and
normal CNNs on the clean, stylized and saturated images,
which visually demonstrates that AT-CNNs are more biased
towards global structures, such as shapes and edges. More
importantly, we evaluate the generalization performance of
the two models on the three constructed datasets, stylized,
saturated and patch-shuffled ones. The results clearly indi-
cate that AT-CNNs are less sensitive to the texture distortion
and focus more on shape information, while the normally
trained CNNs the other way around.

Understanding what a model has learned is an essential
topic in both machine learning and computer vision. The
strategies we propose can also be extended to interpret other
neural networks, such as models for object detection and
semantic segmentation.



Adversarial Learning for Improving Generalization

๏Rethinking adversarial learning as a way of enforcing smoothness of the 
functional mapping f(x)
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๏Adversarial training as an effective regularization strategy


‣ Particularly suitable for semi-supervised learning  

‣ Virtual adversarial training (VAT, Miyato et.al 2017)

Taylor’s expansion

Eigenvalue problem: 
power iteration



The limitation of VAT: 


Ignore considering the manifold structure hidden in both labeled 
and unlabeled data

Figure 2. Left: the smallest intra-class distance vs. the smallest
inter-class distance for CIFAR-10 dataset. X-axis: the smallest
Euclidean distance to the other examples of the same class. Y-
axis: the smallest Euclidean distance to the other examples of the
different class. We only plot such coordinate for 500 examples.
Right: the ratio of intra-class example among its K-nearest neigh-
borhood for CIFAR-10 dataset. The ratio is averaged over 500
examples. From the figures we clearly see that for most examples,
1) the smallest inter-class distance is shorter or at least about the
same scale as the least intra-class distance, and 2) its K-nearest
neighborhood contains more inter-class examples than intra-class
examples.

Firstly, they lead to different manifold smoothness con-
ditions on the classifier. Tangent propagation and mani-
fold Laplacian norm smooth the classifier by regularizing its
norm of the manifold Jacobian. TNAR, on the other hand,
smooths the classifier through penalizing the virtual adver-
sarial loss defined by the distance of an example with its tan-
gent directional virtual adversarial example. This involves
the second order information of the virtual adversarial loss
along the manifold. Theoretically, it is not easy to say that
one smoothness is superior to the other. Nonetheless, em-
pirical experiments on multiple datasets (Section 5) suggest
that our proposed TNAR achieves better performance on
SSL. We leave the theoretical analysis as future work.

Secondly, as shown in Eq. (2) and Eq. (3), all the exist-
ing Jacobian based manifold regularization requires evalu-
ating the Jacobian of either the classifier, or the generator
as manifold coordinate chart, which is prohibitively feasi-
ble for modern high-dimensional datasets given large neural
networks. Alternatively, some works suggested stochasti-
cally evaluating these Jacobian based regularization terms.
Kumar at.el. [11] proposed to randomly preserve several
columns of Jzg as the approximation of the tangent space
TxM, and Lecouat at.el. [13] applied the norm of several
directional gradients to approximate the norm of the Ja-
cobian. However, such stochastic strategies, unfortunately
with high variance, could cause implicit side affects on the
manifold smoothness of the classifier. Compared with them,
the computational cost of our proposed TNAR does not
rely on the dimensionality of the datasets, since performing
VAT only requires several times of power iteration (typi-
cally once), and TNAR adds constant extra times of back or

forward propagation to VAT. This advantage makes TNAR a
potentially better manifold regularization method for mod-
ern semi-supervised learning tasks.

Other approaches for SSL There is also a wide class of
SSL framework based on GAN [25, 20, 6, 5]. Most of them
modify the discriminator to include a classifier, by splitting
the real class of original discriminator into K subclasses,
where K is the number of classes of labeled data. The fea-
tures extracted for distinguishing the example being real or
fake, which can be viewed as a kind of coarse label, have
implicit benefits for supervised classification task. Though
in TNAR, GAN with encoder could be adopted as a method
to identify the underlying manifold, these two kinds of ap-
proaches are motivated from different perspectives. TNAR
focuses on the manifold regularization other than the feature
sharing as in the GAN frameworks for SSL.

Besides above, there are also other strategies for SSL,
e.g., Tripple GAN [14], Mean Teacher [27], ⇧ model [12],
CCLP [9] etc. We leave the comparison of the performance
with TNAR in Section 5.

5. Experiments
To demonstrate the advantages of our proposed TNAR

for SSL, we conduct a series of experiments on both artifi-
cial and real datasets. The tested TNAR based methods for
SSL include:

TNAR-VAE : TNAR with the underlying manifold esti-
mated by VAE;

TNAR-LGAN : TNAR with the underlying manifold esti-
mated by localized GAN;

TNAR-Manifold : TNAR with oracle underlying man-
ifold for the observed data, only used for artificial
dataset;

TNAR-AE : TNAR with the underlying manifold esti-
mated roughly by autoendoer, only used for artificial
dataset.

TAR : tangent adversarial regularization for ablation study.

NAR : normal adversarial regularization for ablation study.

If not stated otherwise, all the above methods contain en-
tropy regularization term.

5.1. Two-rings artificial dataset
We first introduce experiments on a two-rings artificial

dataset to show the effectiveness of TNAR intuitively. In
this experiments, there is 3, 000 unlabeled data (gray dots)
and 6 labeled data (blue dots), 3 for each class. The detailed
construction could be found in Supplementary Materials.



• Three reasonable assumptions in semi-supervised learning


• Manifold assumption 

• Observed data concentrate around its underlying low-dimensional 
manifold


• Noisy observation assumption 

• Noise would have undesired 
effects on the classifier


• Semi-supervised learning assumption 

• If two points are close on manifold, they class assignment should also be 
close. 



Tangent-Normal Adversarial Regularization  
(CVPR’19 Oral)

๏Enforce smoothness along two orthogonal directions


‣ Direction 1: along the tangent space of the manifold


• locally smooth along the manifold 


‣ Direction 2: along the normal space of the manifold


• Penalizing the noise off the manifold

Bing Yu*, Jingfeng Wu*, Jinwen Ma and Zhanxing Zhu. "Tangent-Normal Adversarial Regularization for Semi-supervised 
Learning." CVPR 2019 (Oral).



๏Tangent Adversarial Regularization

generalized eigenvalue problem

Manifold construction

Jacobian

Variational AutoEncoder (VAE) 
Localized GAN (LGAN)







๏Normal Adversarial Regularization



Final objective function



Observed data

6 training points with labels, 3000 points without labels 



๏FashionMNIST, SVHN and CIFAR-10

1. Achieve state-of-the-art performance,  
particularly for small sized labeled data. 

 
     2. Both of the two directions are important.

Table 2. Classification errors (%) of compared methods on FashionMNIST dataset.
Method 100 labels 200 labels 1000 labels

VAT 27.69 20.85 14.51
TNAR/TAR/NAR-LGAN 23.65/24.87/28.73 18.32/19.16/24.49 13.52/14.09/15.94
TNAR/TAR/NAR-VAE 23.35/26.45/27.83 17.23/20.53/24.81 12.86/14.02/15.44

Table 3. Classification errors (%) of compared methods on SVHN
and CIFAR-10 datasets without data augmentation.

Method SVHN
1,000 labels

CIFAR-10
4,000 labels

VAT (small) [17] 6.83± 0.24 14.87± 0.13
VAT (large) [17] 4.28± 0.10 13.15± 0.21
VAT + SNTG [15] 4.02± 0.20 12.49± 0.36
⇧ model [12] 5.43± 0.25 16.55± 0.29
Mean Teacher [27] 5.21± 0.21 17.74± 0.30
CCLP [9] 5.69± 0.28 18.57± 0.41
ALI [6] 7.41± 0.65 17.99± 1.62
Improved GAN [25] 8.11± 1.3 18.63± 2.32
Tripple GAN [14] 5.77± 0.17 16.99± 0.36
Bad GAN [5] 4.25± 0.03 14.41± 0.30
LGAN [22] 4.73± 0.16 14.23± 0.27
Improved GAN +
JacobRegu + tangent [11] 4.39± 1.20 16.20± 1.60

Improved GAN +
ManiReg [13] 4.51± 0.22 14.45± 0.21

TNAR-LGAN (small) 4.25± 0.09 12.97± 0.31
TNAR-LGAN (large) 4.03± 0.13 12.76± 0.04
TNAR-VAE (small) 3.99± 0.08 12.39± 0.11
TNAR-VAE (large) 3.80± 0.12 12.06± 0.35
TAR-VAE (large) 5.62± 0.19 13.87± 0.32
NAR-VAE (large) 4.05± 0.04 15.91± 0.09

Table 4. Classification errors (%) of compared methods on SVHN
and CIFAR-10 datasets with data augmentation.

Method SVHN
1,000 labels

CIFAR-10
4,000 labels

VAT (large) [17] 3.86± 0.11 10.55± 0.05
VAT + SNTG [15] 3.83± 0.22 9.89± 0.34
⇧ model [12] 4.82± 0.17 12.36± 0.31
Temporal ensembling [12] 4.42± 0.16 12.16± 0.24
Mean Teacher [27] 3.95± 0.19 12.31± 0.28
LGAN [22] - 9.77± 0.13
TNAR-VAE (large) 3.74± 0.04 8.85± 0.03

the proposed TNAR achieves the best performance.
Furthermore, the adversarial perturbations and adver-

sarial examples from FashionMNIST and CIFAR-10 are
shown in Figure 4. We can easily observe that the tangent
adversarial perturbation focuses on the edges of foreground
objects, while the normal space perturbation mostly appears
as certain noise over the whole image. This is consistent
with our understanding on the role of perturbation along the
two directions that capture the different aspects of smooth-
ness.

Figure 4. The perturbations and adversarial examples in the tan-
gent space and the normal space. Note that the perturbations is
actually too small to distinguish easily, thus we show the scaled
perturbations. First row: FashionMNIST dataset; Second row:
CIFAR-10 dataset. From left to right: original example, tangent
adversarial perturbation, normal adversarial perturbation, tangent
adversarial example, normal adversarial example.

6. Discussion

As shown in our experiments, the data manifold is cru-
cial for the improvement of our proposed TNAR. Though
TNAR seems to work with a wide range of manifold coor-
dinate chart, e.g., VAE and Localized GAN, it is still not
clear which kind of manifold benefits most for TNAR. Dai
at.el [5] suggested that a bad generator works better for
GAN based framework for semi-supervised learning. Our
experiments agree with this argument to some extent. Lo-
calized GAN could produce detailed images than VAE, but
the latter cooperates better with TNAR in all our experi-
ments. At current stage, we conjecture that a more diverse
generator helps more for TNAR, since diversity on gen-
erator enables TNAR to explore more different directions
along the data manifold. The throughout analysis is left for
future work.

7. Conclusion

We present the tangent-normal adversarial regularization
for semi-supervised learning, a novel regularization strategy
based on virtual adversarial training and manifold regular-
ization. TNAR is composed of regularization on the tan-
gent and normal space separately. The tangent adversar-
ial regularization enforces manifold invariance of the clas-
sifier, while the normal adversarial regularization imposes
robustness of the classifier against the noise contained in the
observed data. Experiments on synthetic and real datasets
demonstrate that our approach outperforms other state-of-
the-art methods for semi-supervised learning.



Table 2. Classification errors (%) of compared methods on FashionMNIST dataset.
Method 100 labels 200 labels 1000 labels

VAT 27.69 20.85 14.51
TNAR/TAR/NAR-LGAN 23.65/24.87/28.73 18.32/19.16/24.49 13.52/14.09/15.94
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Table 3. Classification errors (%) of compared methods on SVHN
and CIFAR-10 datasets without data augmentation.

Method SVHN
1,000 labels

CIFAR-10
4,000 labels

VAT (small) [17] 6.83± 0.24 14.87± 0.13
VAT (large) [17] 4.28± 0.10 13.15± 0.21
VAT + SNTG [15] 4.02± 0.20 12.49± 0.36
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Mean Teacher [27] 5.21± 0.21 17.74± 0.30
CCLP [9] 5.69± 0.28 18.57± 0.41
ALI [6] 7.41± 0.65 17.99± 1.62
Improved GAN [25] 8.11± 1.3 18.63± 2.32
Tripple GAN [14] 5.77± 0.17 16.99± 0.36
Bad GAN [5] 4.25± 0.03 14.41± 0.30
LGAN [22] 4.73± 0.16 14.23± 0.27
Improved GAN +
JacobRegu + tangent [11] 4.39± 1.20 16.20± 1.60

Improved GAN +
ManiReg [13] 4.51± 0.22 14.45± 0.21

TNAR-LGAN (small) 4.25± 0.09 12.97± 0.31
TNAR-LGAN (large) 4.03± 0.13 12.76± 0.04
TNAR-VAE (small) 3.99± 0.08 12.39± 0.11
TNAR-VAE (large) 3.80± 0.12 12.06± 0.35
TAR-VAE (large) 5.62± 0.19 13.87± 0.32
NAR-VAE (large) 4.05± 0.04 15.91± 0.09

Table 4. Classification errors (%) of compared methods on SVHN
and CIFAR-10 datasets with data augmentation.

Method SVHN
1,000 labels

CIFAR-10
4,000 labels

VAT (large) [17] 3.86± 0.11 10.55± 0.05
VAT + SNTG [15] 3.83± 0.22 9.89± 0.34
⇧ model [12] 4.82± 0.17 12.36± 0.31
Temporal ensembling [12] 4.42± 0.16 12.16± 0.24
Mean Teacher [27] 3.95± 0.19 12.31± 0.28
LGAN [22] - 9.77± 0.13
TNAR-VAE (large) 3.74± 0.04 8.85± 0.03

the proposed TNAR achieves the best performance.
Furthermore, the adversarial perturbations and adver-

sarial examples from FashionMNIST and CIFAR-10 are
shown in Figure 4. We can easily observe that the tangent
adversarial perturbation focuses on the edges of foreground
objects, while the normal space perturbation mostly appears
as certain noise over the whole image. This is consistent
with our understanding on the role of perturbation along the
two directions that capture the different aspects of smooth-
ness.

Figure 4. The perturbations and adversarial examples in the tan-
gent space and the normal space. Note that the perturbations is
actually too small to distinguish easily, thus we show the scaled
perturbations. First row: FashionMNIST dataset; Second row:
CIFAR-10 dataset. From left to right: original example, tangent
adversarial perturbation, normal adversarial perturbation, tangent
adversarial example, normal adversarial example.

6. Discussion

As shown in our experiments, the data manifold is cru-
cial for the improvement of our proposed TNAR. Though
TNAR seems to work with a wide range of manifold coor-
dinate chart, e.g., VAE and Localized GAN, it is still not
clear which kind of manifold benefits most for TNAR. Dai
at.el [5] suggested that a bad generator works better for
GAN based framework for semi-supervised learning. Our
experiments agree with this argument to some extent. Lo-
calized GAN could produce detailed images than VAE, but
the latter cooperates better with TNAR in all our experi-
ments. At current stage, we conjecture that a more diverse
generator helps more for TNAR, since diversity on gen-
erator enables TNAR to explore more different directions
along the data manifold. The throughout analysis is left for
future work.

7. Conclusion

We present the tangent-normal adversarial regularization
for semi-supervised learning, a novel regularization strategy
based on virtual adversarial training and manifold regular-
ization. TNAR is composed of regularization on the tan-
gent and normal space separately. The tangent adversar-
ial regularization enforces manifold invariance of the clas-
sifier, while the normal adversarial regularization imposes
robustness of the classifier against the noise contained in the
observed data. Experiments on synthetic and real datasets
demonstrate that our approach outperforms other state-of-
the-art methods for semi-supervised learning.
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NAR-VAE (large) 4.05± 0.04 15.91± 0.09
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4,000 labels

VAT (large) [17] 3.86± 0.11 10.55± 0.05
VAT + SNTG [15] 3.83± 0.22 9.89± 0.34
⇧ model [12] 4.82± 0.17 12.36± 0.31
Temporal ensembling [12] 4.42± 0.16 12.16± 0.24
Mean Teacher [27] 3.95± 0.19 12.31± 0.28
LGAN [22] - 9.77± 0.13
TNAR-VAE (large) 3.74± 0.04 8.85± 0.03

the proposed TNAR achieves the best performance.
Furthermore, the adversarial perturbations and adver-

sarial examples from FashionMNIST and CIFAR-10 are
shown in Figure 4. We can easily observe that the tangent
adversarial perturbation focuses on the edges of foreground
objects, while the normal space perturbation mostly appears
as certain noise over the whole image. This is consistent
with our understanding on the role of perturbation along the
two directions that capture the different aspects of smooth-
ness.

Figure 4. The perturbations and adversarial examples in the tan-
gent space and the normal space. Note that the perturbations is
actually too small to distinguish easily, thus we show the scaled
perturbations. First row: FashionMNIST dataset; Second row:
CIFAR-10 dataset. From left to right: original example, tangent
adversarial perturbation, normal adversarial perturbation, tangent
adversarial example, normal adversarial example.

6. Discussion

As shown in our experiments, the data manifold is cru-
cial for the improvement of our proposed TNAR. Though
TNAR seems to work with a wide range of manifold coor-
dinate chart, e.g., VAE and Localized GAN, it is still not
clear which kind of manifold benefits most for TNAR. Dai
at.el [5] suggested that a bad generator works better for
GAN based framework for semi-supervised learning. Our
experiments agree with this argument to some extent. Lo-
calized GAN could produce detailed images than VAE, but
the latter cooperates better with TNAR in all our experi-
ments. At current stage, we conjecture that a more diverse
generator helps more for TNAR, since diversity on gen-
erator enables TNAR to explore more different directions
along the data manifold. The throughout analysis is left for
future work.

7. Conclusion

We present the tangent-normal adversarial regularization
for semi-supervised learning, a novel regularization strategy
based on virtual adversarial training and manifold regular-
ization. TNAR is composed of regularization on the tan-
gent and normal space separately. The tangent adversar-
ial regularization enforces manifold invariance of the clas-
sifier, while the normal adversarial regularization imposes
robustness of the classifier against the noise contained in the
observed data. Experiments on synthetic and real datasets
demonstrate that our approach outperforms other state-of-
the-art methods for semi-supervised learning.



Adversarial examples along two directions



Summary
๏Neural Networks are vulnerable to adv. examples.


๏Adversarial learning: a framework for improving robustness and generalization


‣ Minimizing worst-case loss helps to improve robustness


• Accelerate adversarial training with PMP (NeurIPS’19, ICML’20 under review)


• A Bayesian way to alleviate  the issue of weak generalization (NeurIPS’18)


‣ Interpretability: more shape-biased than normally trained CNN (ICML’19)


‣ Extended as a way of enforcing local smoothness


• Tangent-normal adv. regularization for semi-supervised learning (CVPR’19 
Oral)



Ongoing Works
๏Robust decision making 


‣ Robust reinforcement learning


• Defense adversarial attacks on observed states


• Improve stability in changing environment


๏Stronger attacks against generative model-based defense


๏Theoretical analysis on adversarial examples (ICML’20b under review)


‣ Improve robustness with new type of random smoothing 
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