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Overview

• Action Localization

• Annotation-efficient action localization: single-frame localization
• Multi-modal action localization

• Language -> Video
• Audio <-> Video

• Instructional video analysis

• Step localization/action segmentation in instructional videos
• Challenges in egocentric video analysis 
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Annotation-efficient Action Localization

• Fully-supervised action localization
• Annotate temporal boundary -> expensive human labor
• Temporal boundary is blur for different annotators

• Weakly-supervised action localization
• Video-level label -> easy to label but supervision is weak
• There is still a large gap between weakly-supervised methods 

and fully-supervised methods
• Can we further improve weakly-supervised performance?

• Leverage extra supervision
• Maintain fast annotation capability
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SF-Net: Single-Frame Supervision for Temporal Action Localization
• Single-frame annotation

Fan Ma, Linchao Zhu, Yi Yang, Shengxin Zha, Gourab Kundu, Matt Feiszli, Zheng Shou, arXiv preprint arXiv:2003.06845 

Recognition, LEarning, Reasoning



SF-Net: Single-Frame Supervision for Temporal Action Localization
• Single-frame annotation

Fan Ma, Linchao Zhu, Yi Yang, Shengxin Zha, Gourab Kundu, Matt Feiszli, Zheng Shou, arXiv preprint arXiv:2003.06845 

Single-frame expansion: expand the 
single-frame annotation to neighbor 
frames. If they have high confidence 
to be the target action, we include it 
in the training pool.

Background mining: No explicit 
background frames in our setting. We 
simply use low confidence frames as 
background frames.
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SF-Net: Single-Frame Supervision for Temporal Action Localization
• Single-frame annotation

• Annotation distribution on GTEA, BEOID, THUMOS14.

Fan Ma, Linchao Zhu, Yi Yang, Shengxin Zha, Gourab Kundu, Matt Feiszli, Zheng Shou, arXiv preprint arXiv:2003.06845 

On average, the annotation time 
used by each person to annotate 1-
minute video is 45s for the video-
level label, 50s for the single-frame 
label, and 300s for the segment 
label.
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SF-Net: Single-Frame Supervision for Temporal Action Localization
• Evaluation results

• SFB: +Background mining
• SFBA: +Actionness
• SFBAE: +Action frame mining

Fan Ma, Linchao Zhu, Yi Yang, Shengxin Zha, Gourab Kundu, Matt Feiszli, Zheng Shou, arXiv preprint arXiv:2003.06845 
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SF-Net: Single-Frame Supervision for Temporal Action Localization
• Evaluation results

Fan Ma, Linchao Zhu, Yi Yang, Shengxin Zha, Gourab Kundu, Matt Feiszli, Zheng Shou, arXiv preprint arXiv:2003.06845 

Recognition, LEarning, Reasoning



Multi-modal Action Localization

• Action localization by natural language

Jiyang Gao, Chen Sun, Zhenheng Yang, Ram Nevatia, TALL: Temporal Activity Localization via Language Query, ICCV 2017.

Clips are generated by sliding window Location regression
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Multi-modal Action Localization

• Action localization by natural language

Lisa Anne Hendricks, Oliver Wang, Eli Shechtman, Josef Sivic, Trevor Darrell, Bryan Russell, Localizing Moments 
in Video with Natural Language, ICCV 2017.

Pre-segmented clips

Lintra: same 
video

Lintra: among 
different videos

Ranking loss:
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Cross modality localization (audio and visual frames)
• Given event-relevant segments of audio signal, localize the its synchronized counterpart in video 

frames. Synchronize the visual and audio channels for the clipped query.

Pre-segmented
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Multi-modal Action Localization

[1] Yapeng Tian, Jing Shi, Bochen Li, Zhiyao Duan, Chenliang Xu, Audio-Visual Event Localization in Unconstrained 
Videos, ECCV 2018.

• AVDLN [1]
• First, it divides a video sequence into short segments
• Second, it minimizes distances between segment features of the two modalities

• Consider only segment-level alignment
• Overlook the global co-occurrences in a 

long duration.
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Dual Attention Matching
• To understand the high-level event, we need to watch the whole sequence
• Then we should check each shorter segments in detail for localization.
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Dual Attention Matching
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Dual Attention Matching

• pt
A and pt

V denote the event relevance predictions on the audio and visual channel at the t-th
segment, respectively.

• pt is 1 if segment t is in the event-relevant region, and is 0 if it is a background region
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Dual Attention Matching
• AVE dataset
• Contains 4,143 videos covering 28 event categories 
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Multi-modal Action Localization

Yu Wu, Linchao Zhu, Yan Yan, Yi Yang, Dual Attention Matching for Audio-Visual Event Localization, ICCV 2019 Oral.

• Dual Attention Matching
• A2V: visual localization from audio sequence query
• V2A: audio localization from visual sequence query
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Localization in Instructional Videos

[1] Yansong Tang, Dajun Ding, Yongming Rao, Yu Zheng, Danyang Zhang, Lili Zhao, Jiwen Lu, Jie Zhou, COIN: A Large-scale Dataset for Comprehensive 
Instructional Video Analysis, ICCV 2019.
[2] Dimitri Zhukov, Jean-Baptiste Alayrac, Ramazan Gokberk Cinbis, David Fouhey, Ivan Laptev, Josef Sivic, Cross-task weakly supervised learning from 
instructional videos, CVPR 2019.

There are other action localization datasets. They are challenging.  

Action segmentation: assign each video frame 
with a step label
Step localization: detect the start time and the 
end time of a step
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“Action segmentation” in Instructional Videos

Antoine Miech, Dimitri Zhukov, Jean-Baptiste Alayrac, Makarand Tapaswi, Ivan Laptev, Josef Sivic, HowTo100M: Learning a Text-Video Embedding by Watching 
Hundred Million Narrated Video Clips, ICCV 2019.

• HowTo100M

After pre-training, compute the similarity between the video 
frame and the label text. Then do post-processing.
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“Action segmentation” in Instructional Videos

Linchao Zhu, Yi Yang, ActBERT: Learning Global-Local Video-Text Representations, CVPR 2020 (Oral).

• ActBERT
• Decouple verbs and nouns. Mask out verb and noun.
• Verb label can be extracted from the description.
• Object label can be produced from a pre-trained 

Faster R-CNN.
• Cross-modal matching: measure the similarity 

between the clip and the semantic description

After pre-training, compute the similarity between the video 
frame and the label text. Then do post-processing.
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Localization in Instructional Videos

Linchao Zhu, Yi Yang, ActBERT: Learning Global-Local Video-Text Representations, CVPR 2020 (Oral).

• ActBERT
• A new transformer to incorporate three sources of 

information
• w-transformer: encode word information
• a-transformer: encode action information
• r-transformer: encode object information
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Challenges in instructional video analysis

• Many instructional videos are ego-centric (first-person)

Ø Distracting objects interfere with noun classification.
Ø Objects are small and various in videos
Ø Ego-motion: background noise exists in verb classification
Ø Action = (verb, noun), thousands of combinations

Ø Egocentric video classification is also quite challenging.
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Egocentric video analysis on EPIC-KITCHENS

Recognition, LEarning, Reasoning

Ø Epic-Kitchens Baselines: shared backbone with two classifiers [1].

Ø LFB: 3D CNNs with temporal context modeling [2].

[1] Damen et al. Scaling egocentric vision: the EPIC-KITCHENS dataset. In ECCV, 2018
[2] Wu et al. Long-term feature banks for detailed video understanding. In CVPR, 2019
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Figure 3. We contrast our model with standard methods. (a) 3D CNN: vanilla 3D CNNs process a short clip from a video (e.g., 2-5

seconds) and use pooling to obtain a representation of the clip (e.g., [5, 46, 51]). (b) Long-Term Feature Bank (Ours): We extend the

vanilla 3D CNN with a long-term feature bank L and a feature bank operator FBO(S, L̃) that computes interactions between the short-term

and long-term features. Our model is able to integrate information over a long temporal support, lasting minutes or even the whole video.

tures for all person detections at each time-step processed
by the 3D CNN. Formally, L = [L0, L1, . . . , LT!1] is a
time-indexed list of features for video time steps 0, . . . , T !
1, where Lt " RNt"d is the matrix of Nt d-dimensional RoI
features at time t. Intuitively, L provides information about
when and what all actors are doing in the whole video and it
can be efficiently computed in a single pass over the video
by the detector and 3D CNN.

3.3. Feature Bank Operator

Our model references information from the long-term
features L via a feature bank operator, FBO(St, L̃t).
The feature bank operator accepts inputs St and L̃t,
where St is the short-term RoI pooled feature and L̃t is
[Lt!w, . . . , Lt+w], a subset of L centered at the current clip
at t within ‘window’ size 2w + 1, stacked into a matrix
L̃t " RN"d, where N =

!t+w
t!=t!w Nt! . We treat the win-

dow size 2w+1 as a hyperparameter that we cross-validate
in our experiments. The output is then channel-wise con-
catenated with St and used as input into a linear classifier.

Intuitively, the feature bank operator computes an up-
dated version of the pooled short-term features St by relat-
ing them to the long-term features. The implementation of
FBO is flexible. Variants of attentional mechanisms are an
obvious choice and we will consider multiple instantiations
in our experiments.

Batch vs. Casual. Thus far we have assumed a batch set-
ting in which the entire video is available for processing.
Our model is also applicable to online, casual settings. In
this case, L̃t contains only past information of window size
2w + 1; we consider both batch and causal modes of oper-
ation in our experiments.

3.4. Implementation Details

Backbone. We use a standard 3D CNN architecture from
recent video classification work. The model is a ResNet-
50 [16] that is pre-trained on ImageNet [35] and ‘inflated’
into a network with 3D convolutions (over space and time)

using the I3D technique [5]. The network structure is modi-
fied to include non-local operations [51]. After inflating the
network from 2D to 3D, we pre-train it for video classifica-
tion on the Kinetics-400 dataset [5]. The model achieves
74.9% (91.6%) top-1 (top-5) accuracy on the Kinetics-
400 [5] validation set. Finally, we remove the temporal
striding for conv1 and pool1 following [52], and remove the
Kinetics-specific classification layers to yield the backbone
model. The exact model specification is given in Supple-
mentary Material. The resulting network accepts an input
of shape 32 # H # W # 3, representing 32 RGB frames
with spatial size H # W , and outputs features with shape
16#H/16#W/16# 2048. The same architecture is used
to compute short-term features S and long-term features L.
Parameters are not shared between these two models unless
otherwise noted.

RoI Pooling. We first average pool the video backbone fea-
tures over the time axis. We then use RoIAlign [15] with a
spatial output of 7# 7, followed by spatial max pooling, to
yield a single 2048 dimensional feature vector for the RoI.
This corresponds to using a temporally straight tube [14].

Feature Bank Operator Instantiations. The feature bank
operator can be implemented in a variety of ways. We ex-
periment with the following choices; others are possible.

– LFB NL: Our default feature bank operator
FBONL(St, L̃t) is an attention operator. Intuitively, we use
St to attend to features in L̃t, and add the attended informa-
tion back to St via a shortcut connection. We use a simple
implementation in which FBONL(St, L̃t) is a stack of up
to three non-local (NL) blocks [51]. We replace the self-
attention of the standard non-local block [51] with atten-
tion between the local features St and the long-term feature
window L̃t, illustrated in Fig. 4. In addition, our design
uses layer normalization (LN) [3] and dropout [41] to im-
prove regularization. We found these modifications to be
important since our target tasks contain relatively few train-
ing videos and exhibit overfitting. The stack of modified
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Egocentric video analysis on EPIC-KITCHENS

• Two branches are usually used for classification on EPIC-KITCHENS. The extra annotation is the 
object detection bounding boxes.

Recognition, LEarning, Reasoning



Egocentric video analysis on EPIC-KITCHENS

Ø Privileged object features offer detailed 

local understanding

Ø Symbiotic attention enables mutual 

interactions among the three sources

Recognition, LEarning, Reasoning

Xiaohan Wang, Yu Wu, Linchao Zhu, Yi Yang, Symbiotic Attention with Privileged Information for Egocentric Action Recognition, AAAI 2020 (Oral)



Egocentric video analysis on EPIC-KITCHENS

Recognition, LEarning, Reasoning

Xiaohan Wang, Yu Wu, Linchao Zhu, Yi Yang, Symbiotic Attention with Privileged Information for Egocentric Action Recognition, AAAI 2020 (Oral)

In fact: 149 action classes > 50 samples

µ is the occurrence frequency of action in training set

Wu et al. Long-term feature banks for detailed video understanding. In CVPR, 2019

Theoretically:   125 verb classes, 331 noun classes à about 40,000 possible action classes

Reweight the action probability by a prior:



Datasets

Epic-Kitchens is the largest video dataset in first-person vision.

Ø 55 hours of recording (Full HD, 60fps)

Ø 39,594 action segments

Ø 125 verb classes, 331 noun classes

EGTEA is a large-scale egocentric video dataset.

Ø 10,321 video clips

Ø 19 verb classes, 51 noun classes, and 106 action classes
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Experimental Results

Method Verbs Nouns Actions
top-1 top-5 top-1 top-5 top-1 top-5

Validation
ORN 40.9 - - - - -

I3D GFA - - 34.1 60.4 - -
R(2+1)D 34 46.8 79.2 25.6 47.5 15.3 29.4
LFB Max 52.6 81.2 31.8 56.8 22.8 41.1

Ours Baseline 54.6 80.9 23.8 45.1 19.5 36.0
Ours SAP 55.9 81.9 35.0 60.4 25.0 44.7

Test seen (S1)
TSN RGB 48.0 87.0 38.9 65.5 22.40 44.8
TSN Flow 51.7 84.6 26.8 50.6 16.8 33.8

TSN Fusion 54.7 87.2 40.1 65.8 25.4 45.7
R(2+1)D 34 59.1 87.4 38.0 62.7 26.8 46.1

LSTA - - - - 30.2 -
LFB Max 60.0 88.4 45.0 71.8 32.7 55.3
Ours SAP 63.2 86.1 48.3 71.5 34.8 55.9

Test Unseen (S2)
TSN RGB 36.5 74.4 22.6 46.9 11.3 26.3
TSN Flow 47.4 77.0 21.2 42.5 13.5 27.5

TSN Fusion 46.1 76.7 24.3 49.3 14.8 29.8
R(2+1)D 34 48.4 77.2 26.6 50.4 16.8 31.2

LSTA - - - - 15.9 -
LFB Max 50.9 77.6 31.5 57.8 21.2 39.4
Ours SAP 53.2 78.2 33.0 58.0 23.9 40.5

Table 1: The comparison with the state-of-the-art methods on the EPIC-Kitchens dataset.

ment is also observed on the test seen (S1) set and the test
unseen (S2) set. For the final action prediction, Our SAP out-
performs the state-of-the-art method “LFB Max” by 2.1% on
S1 and 2.7% on S2. Althogh(Ghadiyaram, Tran, and Maha-
jan 2019) use much more videos (65M videos) and extreme
deep 3D CNN to train the model, we still outperform their
best model on noun prediction and action prediction on S1.

The results on the EGTEA dataset is shown in Table 3.
The results of Two Stream, I3D and TSN, are provided by
the dataset developer (Li, Liu, and Rehg 2018). Ego-RNN
(Sudhakaran and Lanz 2018) and LSTA (Sudhakaran, Es-
calera, and Lanz 2019) utilize RNNs and attention mecha-
nism for egocentric video recognition. Our method achieves
higher accuracy on all splits than the state-of-the-art.

Ablation Studies
We conduct extensive ablation studies to evaluate the ef-
fectiveness of each component in our SAP model. Table 2
shows the noun prediction accuracy of several variants of
our method. The first row “CNN Baseline” indicates we only
use the noun branch, without the help of the verb and detec-
tion feature. “Noun + Verb” is the model that we take the
verb feature as the gate to enhance the noun feature. Specifi-
cally, the implementation of the gating operation is the same
as the single branch in CSG. “Avg Pooling” and “Max Pool-
ing” take only the privileged information as input. We apply
the corresponding pooling operation on the M ⇤ N detec-
tion features and use a fully connected layer to output the
noun prediction. The last six rows show the effectiveness of

Inputs Methods Top-1Noun Verb Pril
X - - CNN Baseline 23.8
X X - Noun + Verb 24.2
- - X Avg Pooling 24.5
- - X Max Pooling 25.6
- X X Ours w/o CSG & ARM 30.4
X X X Ours w/o Gating 33.6
X X X Ours w/o Cross Stream 33.2
X X X Ours w/o CSG 32.6
X X X Ours w/o ARM 32.7
X X X Ours 35.0

Table 2: Ablation Study based on noun prediction on the
EPIC-Kitchens validation set. “Pril” denotes the privileged
information from finer object detection features, ARM de-
notes the action-attended relation module, CSG denotes the
cross stream gating.

our component CSG and ARM. Specifically, we decompose
CSG to two part: Cross Stream and Gating. We also inves-
tigate the impact of each part. In the table, “Ours w/o Cross
Stream” indicates using the same stream to gate and attend
the object-centric matrix.

Importance of the privileged information. The first two
rows in Table 2 shows the importance of the privileged in-
formation guidance. Without the detection feature, both the
noun branch (“CNN Baseline”) and the two branches with

Results on Epic-Kitchens Validation Set. 

Results on Epic-Kitchens Test Set. 
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Stream” indicates using the same stream to gate and attend
the object-centric matrix.

Importance of the privileged information. The first two
rows in Table 2 shows the importance of the privileged in-
formation guidance. Without the detection feature, both the
noun branch (“CNN Baseline”) and the two branches with

Comparisons with the state-of-the-art methods on EGTEA 

Figure 3: Qualitative results of our SAP model. The colored boxes show the top-5 detected regions and the numbers are the
corresponding attention weights generated by our action-attended relation module. Red indicates the failure case.

Methods Split1 Split2 Split3 Average
Two Stream 43.8 41.5 40.3 41.8

I3D 54.2 51.5 49.4 51.7
TSN 58.0 55.0 54.8 55.9

Ego-RNN 62.2 61.5 58.6 60.8
LSTA - - - 61.9
Ours 64.1 62.1 62.0 62.7

Table 3: The comparison with the state-of-the-art methods
on the EGTEA dataset.

communication of noun and verb branches (“Noun + Verb”)
fail in the noun prediction. It is consistent with our moti-
vation that the local information provided by the detection
features is a critical clue in the noun prediction.

In addition, the third row (“Avg Pooling”) and the fourth
row (“Max Pooling”) also achieve comparable performance
compared to the “CNN Baseline” model, which indicates the
detection features contains rich information for noun predic-
tion. Even without the input of the whole video clip, the local
details from the detection model are enough for predicting
the interacted object.

Importance of Cross Stream Gating. The performance
comparison between the model “Ours w/o CSG & ARM”
and the model “Ours w/o ARM” validates the effective-
ness of the CSG module. The CSG module enables mu-
tual communication between the verb branch and the noun
branch. Therefore, the CSG can improve the performance
from 30.4% to 32.7%. Moreover, the results of “Ours w/o

Cross Stream” and “Ours w/o Gating” demonstrate the two
components both benefits the noun prediction.

Importance of Action-attended Relation Module. The
last rows of Table 2 shows the improvement of the proposed
ARM. ARM can select the most action-relevant information
from the object-centric features and explore the relationships
in the spatio-temporal context. Therefore, the ARM further
improves the performance from 32.7% to 35.0%.

Visualization
In Fig. 3, we show some qualitative results on the EPIC-
Kitchens dataset. The colored boxes in the figure indicate
the top confident objects found by the pre-trained detec-
tion model. We do not use labels of detected objects since
they are not accurate. Instead, we use the detection feature
to guide the mutual communication of the verb and noun
branch. The numbers below each image are the value of
ARM attention weights for the five object-centric features.
Taking the first one (the left-top one) as an example, the
ground truth of this video clip is “chop parsley”. The pre-
trained detection model generates five proposals. Our ARM
module correctly finds the interacted area with “parsley” and
generates a high value (0.78) that describes the contribution
of the enhanced feature to the final noun classification.

Conclusion
In this paper, we propose a novel framework named Sym-
biotic Attention with Privileged Information for egocentric
action recognition. We introduce a new attention mecha-
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Experimental Results

• Ranked 1st in Epic-Kitchen Action Recognition, 2019 among 23
teams
• Seen Kitchens
• Unseen Kitchens

+4.71%



Conclusion

• Towards better action localization
• Single-frame supervision: efficient annotation
• Cross-modal learning

• Audio and videos are naturally synchronized
• Texts can be extracted from instructional videos
• Pre-training

• Instructional videos are good source for action localization
• Actions are more “fine-grained”
• Label space could be large
• Distribution is imbalanced or “long-tailed”.
• Background noise
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Thank you!
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