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Figure 16: The model projected onto the image from the final calculated viewpoints.
Model edges are shown dotted where there was no match to a corresponding image
segment.

is performed within the Franz Lisp virtual memory environment. Segmentation into
straight lines requires 25 seconds, indexing and grouping operations require about 90
seconds and the later stages of matching and verification took 65 seconds for this ex-
ample. There are numerous ways in which the code could be improved to reduce the
required amount of computation time if this were a major goal. Careful design of data
structures would allow fast access of image segments according to predicted positions,
lengths, and orientations. Each iteration of the crucial viewpoint-solving process re-
quires at most several hundred floating point operations, so there is reason to believe
that a carefully coded version of the basic search loop could run at high rates of speed.

6 Directions for future research
The most obvious direction in which to extend the current system is to generalize the
object models to include many new types of visual knowledge. These extensions could
include the modeling of moveable articulations, optional components, and other vari-
able parameters in themodels. The section above on solving for spatial correspondence
describedmethods for incorporating these extensions during the viewpoint-solving and
matching process. However, further research is required to determine the optimal or-
der in which to solve for individual parameters. Imagine, for example, that we had a
generic model of the human face. The model would include small ranges of variation
for the size and position of every feature, as well as many optional components such
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Fig. 4.3 Pose estimation from correspondences between 3D model edge segments Mi and
2D image segments Di. (From Figure 13 from [70], reproducted with kind permission of
Springer Science and Business Media).

line segments, but, in theory, they could be more complex parametric
curves.

For each image, straight line edge segments are extracted, while
the model edge segments are projected with respect to the predicted
pose. The matching is based on the Mahalanobis distance of line seg-
ment attributes. For example, in [70] segments are represented by
X = (cx ; cy ; θ ; l) de� ned by the coordinates of the middle point, the
orientation and the length of the segment [32]. Given the attribute vec-
tor Xm of a model segment and the attribute vector Xd of an extracted
segment, the Mahalanobis distance between Xm and Xd can be then
de� ned as

d = (Xm − Xd)T (Λm + Λd)−1(Xm − Xd); (4.6)

where Λd is the covariance matrix of Xd, and depends on the extrac-
tion procedure. The covariance matrix Λm of a model segment depends
on the covariance matrix of the predicted pose estimation. [73] also
integrates the uncertainty in the Hough transform used for segment

Koller et al. (1993)
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In this talk

Object class model

Figure 6. Matching different cars. Best viewed in color. Left: the correspondences of sedan images and the reconstruction. Right: the
correspondences of SUV images and the reconstruction. Only four selected images are shown for each image set. Note that the cars in
images are all different and the feature points are automatically detected. The markers with the same color indicate the matched feature
points. The 3D reconstruction is rendered with the colors in the Æ rst image and visualized in two viewpoints.
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Deep+GM
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Figure 7. The performance curve of car image matching. ™ Deepº
represents deep features. ™ GMº denotes graph matching. ™ Jointº
means joint matching using the proposed method.

deep features, i.e., middle-layer responses of convolution-
al neural nets (CNN), as descriptors for feature matching.
More speciÆ cally, we use the publicly available deep learn-
ing toolbox Caffe [17] and the pre-trained CNN Alexnet
[19]. We feed a 192× 192 patch around each feature point
forward through the Alexnet. The center columns of conv4
and conv5 layers are concatenated and normalized to form
a 640 dimensional feature vector. To leverage the prior on
object rigidity, we use pairwise graph matching solved by
the Reweighted Random Walk algorithm [11] and collec-
t the output scores of candidate matches as afÆ nity scores.
Then, we delete the points with candidate matches in less
than two images and run MatchALS.

We adopt the same metric introduced in Section 6.2.1
for quantitative evaluation and use the manually-annotated
landmarks provided in the datasets as ground truth. The re-
sult on the sedan images is shown in Figure 7. Matching
with SIFT features fails since local image patterns are dif-
ferent for two cars. Graph matching with deep features ob-
tains a much better performance, which is further improved
by the proposed joint matching algorithm. We obtain a very
similar result on the SUV images, which is not plotted.

The results are visualized in Figure 6. The correspond-
ing parts of cars are basically matched in spite of the large
differences in appearances and viewpoints. Note that the
features are automatically detected and therefore not fully
overlapped for two images. For a simple demonstration, we
run rigid reconstruction from the estimated feature corre-
spondences by triangulation with an orthographic camera
model and the viewpoints provided in the dataset. Despite
some noises and missing points, we can clearly see the 3D
structures of a sedan and a SUV. We believe that more ap-
pealing reconstructions can be obtained by using sophisti-
cated reconstruction techniques and more information such
as object silhouette and surface smoothness, while they are
out of the scope of this paper.

7. Conclusion
In this paper, we proposed a practical solution to multi-

image matching. We use pairwise feature similarities or
graph matching scores as input and obtain accurate matches
by an efÆ cient algorithm that globally optimizes for both
feature afÆ nities and cycle consistency of matches. The
experiments not only validate the effectiveness of the pro-
posed method but also demonstrate that joint matching is a
promising approach to matching images with different ob-
ject instances as the Æ rst step towards reconstructing object
models from crowd-sourced image collections. As future
work, we would like to explore more applications and in-
cremental algorithms for joint matching.

Acknowledgments: Grateful for support through the follow-
ing grants: NSF-DGE-0966142, NSF-IIS-1317788, NSF-IIP-
1439681, NSF-IIS-1426840, ARL RCTA W911NF-10-2-0016,
and ONR N000141310778
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Estimating the Aspect Layout of Object Categories
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Abstract

In this work we seek to move away from the traditional
paradigm for 2D object recognition whereby objects are
identified in the image as 2D bounding boxes. We focus
instead on: i) detecting objects; ii) identifying their 3D
poses; iii) characterizing the geometrical and topological
properties of the objects in terms of their aspect configura-
tions in 3D. We call such characterization an object’s aspect
layout (see Fig. 1). We propose a new model for solving
these problems in a joint fashion from a single image for
object categories. Our model is constructed upon a novel
framework based on conditional random fields with maxi-
mal margin parameter estimation. Extensive experiments
are conducted to evaluate our model’s performance in de-
termining object pose and layout from images. We achieve
superior viewpoint accuracy results on three public datasets
and show extensive quantitative analysis to demonstrate the
ability of accurately recovering the aspect layout of objects.

1. Introduction
In most traditional object recognition methods, object

categories are represented as 2D flat entities. The focus lies
more on taming the intra-class variability within each cate-
gory (indeed a very challenging problem) rather than seek-
ing to model the intrinsic 3D nature of the object. Also,
most of the methods aim at detecting objects in images and
identifying them using a bounding box rather than estimat-
ing their geometrical properties such as the object 3D pose
or the 3D layout configuration of their parts. While the 2D
object detection problem is very useful in many applica-
tions such as Internet-based image search (and impressive
results have been obtained), it is less so in applications such
as robotics, autonomous navigation and manipulation. In
such applications it is critical not only to recognize objects
in 2D but also to estimate their locations and poses in 3D
(Fig. 1). Moreover, the ability to parse the object layout
and identify object functional elements such as the back or

Aspect 
Layout 
Estimation

back

seat

front
left

(right occluded)

Detection

Viewpoint: Azimuth 315˚, Elevation 30˚, Distance 2

Figure 1. Illustration of aspect layout estimation of a sofa. Left:
input image with a sofa. Right: the estimation result given by
our method: the sofa is detected by the green bounding box, its
viewpoint is estimated and its aspect parts are either located by a
red quadrilateral or determined as self-occluded.

the seat of a sofa is crucial for enabling an agent to effec-
tively interact with the objects in the scene (Fig. 1).

In this paper, we address the problem of detecting object
categories, determining their 3D poses and estimating the
objects’ 3D layout from a single image. By object’s layout
we mean the configuration of object parts in 3D (Fig. 1).
Instead of considering an arbitrary definition of object part,
we seek to identify parts that have geometrical and topolog-
ical relevance. We call these parts aspect parts. An aspect
part can be defined as a portion of the object whose entire
3D surface is approximately either entirely visible from the
observer or entirely non-visible (i.e., occluded). The seat
and the back of a sofa are two examples of approximated
aspect parts. The combination of the seat and the back of
the sofa is not an aspect part as there are certain viewpoints
from which either the back is visible and the seat is not, or,
conversely, the seat is visible and the back is not. A planar
surface is an ideal aspect part. The concept of aspect part is
related to that of aspect graph which was introduced in the
pioneering work by Koenderink and Doorn [22].

The ability to estimate the pose and the 3D layout of an
object is connected to several key computer vision prob-
lems. An aspect part can be related to the concept of ob-
ject affordance or functional part such as the seat or back
of a sofa, thus our work is critical in object affordance es-
timation problems such as these addressed in [31]. Also,
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Figure 2: Our output alignments. Parts are colored based on their detection confidence (warmer colors are more confident).
Please see additional results on the project webpage [2].

though the view and style consistency constraints can be
potentially relaxed to accumulate matches across multiple
close-by views or models with a similar style.

We perform non-max suppression on the resulting bound-
ing boxes in the following manner. Starting from the most
confident detection in the image we (i) remove all other de-
tections that overlap this detection with more than 0.5 area
ratio overlap but only (ii) downweight (not remove) the re-
maining detections with non-zero overlap. This procedure is
then iterated starting from the next remaining most confident
detection. We found this strategy removes well overlapping
false positives while preserving highly confident (and cor-
rect) close-by detections (e.g. chairs around a table). This
motivates a system that would reason about the entire scene
jointly.

4. Results
In this section we show qualitative output alignment re-

sults of our system and quantitatively evaluate our approach
on images from the challenging PASCAL VOC dataset.

Qualitative results. In Figure 2 we show example output
alignments of our algorithm. Notice that our algorithm can
detect many different styles of chairs in different poses. For
many cases, the predicted chair matches closely the input
depicted chair style and pose. In many other cases a similar
style is returned, often retrieving an accurate partial match
to the depicted chair. Moreover, our approach shows some
robustness to background clutter, partial occlusion, and crop-
ping.

In Figure 3 we compare the output of our algorithm with
the Deformable Parts Model (DPM) [14]. While the DPM
correctly predicts the 2D location of the depicted chairs,
along with the 2D locations of its parts, our algorithm pro-

duces a more informative result. The aligned 3D chair pose
and style allows for true 3D reasoning about the input scene.

For a given chair detection, often there is a set of related,
highly confident 3D chair alignments having the same pose
and similar style. We visualize these similar chair alignments
in Figure 4. Notice that the styles are similar, often sharing
one or more 3D parts. This suggests that when there is not an
exact style match in the database a composite representation
could be used to explain the entire input chair by composing
well-matching 3D parts from different 3D chairs. Results for
the entire dataset are available on the project webpage [2].

Quantitative evaluation.

Figure 5: Precision-recall

We evaluate
the detection ac-
curacy of our al-
gorithm on the
PASCAL VOC
2012 dataset [1].
We report detec-
tion precision-
recall on images
marked as non-
occluded, non-
truncated, and
not-difficult in
the chairs vali-
dation set. While this is an easier set compared to the full
validation set, nonetheless it is very challenging due to the
large intraclass variation, chair poses, and background clut-
ter. Note that removing these difficult examples nonetheless
yields some partially-occluded and truncated chairs, as seen
in Figure 2. The resulting set contains 179 images with 247
annotated chairs.

Teaching 3D Geometry to Deformable Part Models

Bojan Pepik1 Michael Stark1,2 Peter Gehler3 Bernt Schiele1

1Max Planck Institute for Informatics, 2Stanford University, 3Max Planck Institute for Intelligent Systems

Abstract

Current object class recognition systems typically target
2D bounding box localization, encouraged by benchmark
data sets, such as Pascal VOC. While this seems suitable
for the detection of individual objects, higher-level applica-
tions such as 3D scene understanding or 3D object tracking
would benefit from more fine-grained object hypotheses in-
corporating 3D geometric information, such as viewpoints
or the locations of individual parts. In this paper, we help
narrowing the representational gap between the ideal in-
put of a scene understanding system and object class detec-
tor output, by designing a detector particularly tailored to-
wards 3D geometric reasoning. In particular, we extend the
successful discriminatively trained deformable part models
to include both estimates of viewpoint and 3D parts that are
consistent across viewpoints. We experimentally verify that
adding 3D geometric information comes at minimal perfor-
mance loss w.r.t. 2D bounding box localization, but outper-
forms prior work in 3D viewpoint estimation and ultra-wide
baseline matching.

1. Introduction

Object class recognition has reached remarkable perfor-
mance for a wide variety of object classes, based on the
combination of robust local image features with statistical
learning techniques [12, 19, 10]. Success is typically mea-
sured in terms of 2D bounding box (BB) overlap between
hypothesized and ground truth objects [8] favoring algo-
rithms implicitly or explicitly optimizing this criterion [10].

At the same time, interpretation of 3D visual scenes in
their entirety is receiving increased attention. Reminiscent
of the earlier days of computer vision [23, 5, 26, 22], rich,
3D geometric representations in connection with strong ge-
ometric constraints are increasingly considered a key to suc-
cess [18, 7, 15, 33, 34, 2, 16]. Strikingly, there is an apparent
gap between these rich 3D geometric representations and
what current state-of-the-art object class detectors deliver.
As a result, current scene understanding approaches are of-
ten limited to either qualitative [15] or coarse-grained quan-

Figure 1. Example detections of our DPM-3D-Constraints. Note
the correspondence of parts found across different viewpoints
(color coded), achieved by a 3D parameterization of latent part
positions (left). Only five parts (out of 12 parts) are shown for
better readability.

titative geometric representations, where reasoning is typi-
cally limited to the level of entire objects [18, 15, 33, 34].

The starting-point and main contribution of this paper
is therefore to leave the beaten path towards 2D BB pre-
diction, and to explicitly design an object class detector
with outputs amenable to 3D geometric reasoning. By bas-
ing our implementation on the arguably most successful 2D
BB-based object class detector to date, the deformable part
model (DPM [10]), we ensure that the added expressive-
ness of our model comes at minimal loss with respect to
its robust image matching to real images. To that end, we
propose to successively add geometric information to our
object class representation, at three different levels.

First, we rephrase the DPM as a genuine structured out-
put prediction task, comprising estimates of both 2D ob-
ject BB and viewpoint. This enables us to explicitly con-
trol the trade-off between accurate 2D BB localization and
viewpoint estimation. Second, we enrich part and whole-
object appearance models by training images rendered from
CAD data. While not being as representative as real images
in terms of feature statistics, these images literally come
with perfect 3D annotations e.g. for position and viewpoint,
which we can use to improve localization performance and
viewpoint estimates.

And third, we extend the notion of discriminatively
trained, deformable parts to 3D, by imposing 3D geomet-

978-1-4673-1228-8/12/$31.00 ©2012 IEEE 3362

Figure 5. Histogram of the votes cast by the matched features into

the discretized pose bins. The bounding boxes illustrate the poses

corresponding to the two local vote maxima. Symmetric object

orientations yield similar features. For simpli� cation, only the az-

imuth pose bins are shown.

5. Pose Re� nement

Due to incorrect descriptor matches, ambiguous sym-
metric poses, background clutter and limited feature invari-
ance, the pose hypotheses typically contain geometrically
inconsistent results as well as overlapping or multiple de-
tections of the same object.

To separate the correct from the inconsistent hypothe-
ses, we perform a pose estimation to determine the number
of matches which are consistent with the model geometry.
Based on the pose hypothesis identi� ed in the voting step,
for each matched codebook entry we recover the list of all
3D positions visible under this pose hypothesis. Each of
these 3D positions, along with the descriptor of the clus-
ter it belongs to, forms a potential model feature. Matching
pairs of model and image features are then sorted according
to their descriptor distances and fed into a RANSAC loop.
Inside the RANSAC loop, on each subset of three 3D-2D
model-image feature pairs a perspective three-point (P3P)
method [8] estimates the extrinsic camera parameters which
project the model features onto the image features. The P3P
is based on the intrinsic parameters of the virtual camera
which have been used to render the models in the training
step. For each pose estimated from a subset of three feature
pairs, the number of matching inliers among all features is
determined. An inlier is de� ned as a pair of 3D model and
2D image features which are close in descriptor and posi-
tion space after the model feature has been projected into
the image plane. The pose estimation with the maximum
number of inliers is retained.

Since the chosen 3D representation contains all 3D loca-
tions under which a given feature cluster was found during
training, the geometry matching can accommodate for vari-
ations of the object geometry. Note that we perform nei-
ther a non-rigid registration of the model nor an iterative
optimization. Instead, the success of the closed-form pose
estimation depends on the fact that among all the feature
positions identi� ed during training, a minimum of 4 corre-
sponding, geometrically consistent feature positions can be

discovered in the input image. Features occurring at posi-
tions which have not been trained, cannot be matched either.

The pose re� nement allows for the detection of multi-
ple object instances present in an image, since each of the
locally maximal hypothesis votes will be evaluated. For ob-
ject geometries similar to those of the training models, an
object instance will typically yield a single re� ned hypoth-
esis. In case of signi� cant deviations from the trained geo-
metric con� gurations, a single object might result in several
pose estimations of its subparts, differing only slightly in
translation and scale; our method detects these cases and
combines them into a single hypothesis with an extended
bounding box. Occlusions are handled implicitly: as long
as the visible part of the object yields enough geometrically
consistent feature matches, the correct object pose will be
found; see section 6.2, � gure 7, right, for an example.

6. Evaluation
6.1. Dataset and Evaluation Criteria

For training, we used 8 synthetic models for the class
î motorbikeî and 50 synthetic models for the class î carî .
The models come from different free and commercial CAD
model databases, notably turbosquid.com, 3d02.com and
doschdesign.com. The experiments were performed using
these two classes and an additional background dataset. As
background dataset we used the car dataset and annotations
of the PASCAL 2006 training data with the object anno-
tation masks cut out. The codebook contains K = 2000
clusters per class as described in section 3.5.

Table 1 summarizes the parameter space discretization
used for training. We have experimentally found these val-
ues to best cover the viewpoints and object poses, given the
invariance of the descriptors used. Both increasing and de-
creasing resolution resulted in a loss in performance due to
less pronounced maxima or less precise pose estimations.
Note that for our experiments, we have chosen to include
the model scale variation into the camera pose estimation
as outlined in section 5.

Table 1. Choice of discretization parameters for training

description values

azimuth a 0: : 360
◦ in 10

◦ steps

elevation e 0: : 40
◦ in 20

◦ steps

object distance d 4: 5; 6; 7: 5 [units]

In order to evaluate the performance of our detector w.r.t.
2D ground truth bounding boxes, we use the detection qual-
ity criterion suggested by [3]: For a correct localization, the
overlap ao between predicted bounding box Bp and ground
truth bounding box Bgt must exceed 50% as de� ned by

ao =
area(Bp ∩ Bgt)

area(Bp ∪ Bgt)
: (3)

Our 2D localization is created by projecting the 3D bound-
ing box into the image plane and computing the convex hull

Render for CNN: Viewpoint Estimation in Images
Using CNNs Trained with Rendered 3D Model Views

Hao Su* Charles R. Qi* Yangyan Li Leonidas Guibas

Stanford University

Abstract

Object viewpoint estimation from 2D images is an
essential task in computer vision. However, two issues
hinder its progress: scarcity of training data with viewpoint
annotations, and a lack of powerful features. Inspired
by the growing availability of 3D models, we propose a
framework to address both issues by combining render-
based image synthesis and CNNs. We believe that 3D
models have the potential in generating a large number
of images of high variation, which can be well exploited
by deep CNN with a high learning capacity. Towards this
goal, we propose a scalable and overfit-resistant image
synthesis pipeline, together with a novel CNN specifically
tailored for the viewpoint estimation task. Experimentally,
we show that the viewpoint estimation from our pipeline
can significantly outperform state-of-the-art methods on
PASCAL 3D+ benchmark.

1. Introduction
3D recognition is a cornerstone problem in many

vision applications and has been widely studied. Despite
its critical importance, existing approaches are far from
robust when applied to cluttered real-world images. We
believe that two issues have to be addressed to enable
more successful methods: scarcity of training images with
accurate viewpoint annotation, and a lack of powerful
features specifically tailored for 3D tasks.

The first issue, scarcity of images with accurate view-
point annotation, is mostly due to the high cost of manual
annotation, and the associated inaccuracies due to human
error. Consequently, the largest 3D image dataset, PASCAL
3D+ [34], contains only ⇠22K images. As such, it is limited
in diversity and scale compared with object classification
datasets such as ImageNet, which contains millions of
images [6].

* indicates equal contributions.
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Figure 1. System overview. We synthesize training images by
overlaying images rendered from large 3D model collections on
top of real images. A CNN is trained to map images to the ground
truth object viewpoints. The training data is a combination of real
images and synthesized images. The learned CNN is applied to
estimate the viewpoints of objects in real images.

The second issue is a lack of powerful features specif-
ically tailored for viewpoint estimation. Most 3D vision
systems rely on features such as SIFT and HoG, which were
designed primarily for classification and detection tasks.
However, this is contrary to the recent finding — features
learned by task-specific supervision leads to much better
task performance [17, 12, 15]. Ideally, we want to learn
stronger features by deep CNN. This, however, requires
huge amount of viewpoint-annotated images.

In this paper, we propose to address both issues by com-
bining render-based image synthesis and CNNs, enabling us
to learn discriminative features. We believe that 3D models
have the potential to generate large number of images of
high variation, which can be well exploited by deep CNN
with a high learning capacity.

The inspiration comes from our key observation: more
and more high-quality 3D CAD models are available online.
In particular, many geometric properties, such as symmetry
and joint alignment, can be efficiently and reliably esti-
mated by algorithms with limited human effort (Sec 2). By
rendering the 3D models, we convert the rich information
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Stacked hourglass model for human pose (Newell ECCV’16) 

Stacked Hourglass Networks for
Human Pose Estimation

Alejandro Newell, Kaiyu Yang, and Jia Deng

University of Michigan, Ann Arbor

Abstract. This work introduces a novel Convolutional Network archi-
tecture for the task of human pose estimation. Features are processed
across all scales and consolidated to best capture the various spatial re-
lationships associated with the body. We show how repeated bottom-up,
top-down processing used in conjunction with intermediate supervision
is critical to improving the performance of the network. We refer to the
architecture as a ‘stacked hourglass’ network based on the successive
steps of pooling and upsampling that are done to produce a final set of
estimates. State-of-the-art results are achieved on the FLIC and MPII
benchmarks outcompeting all recent methods.

Keywords: Human Pose Estimation

Fig. 1: Our network for pose estimation consists of two stacked hourglass models
which allow repeated bottom-up, top-down inference.

1 Introduction

A key step toward understanding people in images and video is accurate pose
estimation. Given a single RGB image we determine the precise pixel location
of important keypoints of the body. From the top of the head down to the
ankles, we do this localization of joints to achieve an understanding of a person’s
posture and limb articulation. This is useful for higher level tasks like action
recognition, and it serves as a fundamental tool in diverse fields from human-
computer interaction to animation.

As a well established problem in vision, pose estimation has plagued re-
searchers with a variety of formidable challenges over the years. A good pose
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Cootes et al. (1995)

Deformable shape

Fig. 2: Overview of the stacked hourglass architecture. Here, two hourglass modules are stacked together. The symmetric
nature of the design allows for bottom-up processing in the first half of the module (feature map resolution decrease), and
top-down processing in the second half (resolution increase). Intermediate supervision is applied after the first module. The
heatmap responses of the second module represent the final output of the network that is used for keypoint localization.

D esig n b enefi ts The most critical design element of the
hourglass network is the symmetric combination of bottom-
up and top-down processing that each hourglass module
performs. Given the large appearance changes of objects due
to in-class and viewpoint variation, both local and global cues
are needed to effectively decide the locations of the keypoints
in the image. The consolidation of features across different
scales in the hourglass architecture allows the network to
successfully integrate both local and global appearance infor-
mation, and commit to a keypoint location only after this in-
formation has been made available to the network. Moreover,
the stacking of the individual hourglass modules provides
a form of iterative processing that has been show to be
effective with several other recent network designs [35], [25]
and offers additional refinement of the network estimates.
Additionally, the application of intermediate supervision at
the end of each module has been validated as an effective
training strategy, particularly ameliorating the practical issue
of vanishing gradients when training a deep neural network
[34]. Finally, the convolutional layers are implemented using
residual modules which have achieved state-of-the-art results
for many visual tasks. including object classification [36],
instance segmentation [37], and 2D human pose estimation
[24].

B . Pose optimiz ation

Given the keypoint locations on the 3D model as well as
their correspondences in the 2D image, one naive approach is
to simply apply an existing PnP algorithm to solve for the 6-
DoF pose. This approach is problematic because the keypoint
predictions by the convnet can be rendered imprecise due to
occlusions and false detections in the background. Moreover,
the exact 3D model of the object instance in the testing image
is often unavailable. To address these difficulties, we propose
to fit a deformable shape model to the 2D detections while
while considering the uncertainty in keypoint predictions.

A deformable shape model is built for each object category
using 3D CAD models with annotated keypoints. More

specifically, the p keypoint locations on a 3D object model
are denoted by S 2 R3⇥p and

S = B0 +

kX

i=1

c iBi , (1)

where B0 is the mean shape of the given 3D model and
B1 , . . . , Bk are several modes of possible shape variability
computed by Principal Component Analysis (PCA).

Given detected keypoints in an image, which are denoted
by W 2 R2⇥p, the goal is to estimate the rotation R 2 R3⇥3

and translation T 2 R3⇥1 between the object and camera
frames as well as the coefficients of the shape deformation
c = [ c 1 , · · · , c k ] >.

The inference is formulated as the following optimization
problem:
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where ✓ is the set of unknowns, ⇠ ( ✓ ) denotes the fitting
residuals dependent on ✓, and the Tikhonov regularizer kck22
is introduced to penalize large deviations from the mean
shape.

To incorporate the uncertainty in 2D keypoint predictions,
a diagonal weighting matrix D 2 Rp⇥p is introduced:
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where d i indicates the localization confidence of the i th
keypoint in the image. In our implementation, d i is assigned
the peak value in the heatmap corresponding to the i th
keypoint. As shown previously [24], the peak intensity of
the heatmap provides a good indicator for the visibility of a
keypoint in the image.

The fitting residuals, ⇠ ( ✓ ) , measure the differences be-
tween the given 2D keypoints, provided by the previous
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Fig. 3. Coarse 3D wireframe representations of cars (left) and bicycles (right). Modes of variation along the first
three principal component directions.

Fig. 4. Non-photorealistic renderings for local part
shape detector training, cars (top), bicycles (bottom).
Green boxes denote positive training examples.

(a) (b)

Fig. 5. Random forest detection map for one car part.
(a) Test image and ground truth part, (b) detection map.
Brighter shade corresponds to higher likelihood.

viewpoint-dependent visible outline. Negative train-
ing data is obtained by sampling random patches
from a set of real-world background images set, as
well as random patches from rendered images in the
vicinity, but not on the parts of interest. The latter
is important in order not to bias the part detectors
to label all photorealistic patches as background, and
also improves localization accuracy of the detectors.

3.3 Discriminative part detection
As local part detectors, we use discriminative clas-
sifiers trained for a discrete set of viewpoints, spec-
ified by azimuth and elevation angles. We explore
two different variants, namely individual binary Ad-
aBoost [18] classifiers per part and viewpoint, and a

monolithic multi-class random forest [7] per object
class. As we show in our experiments (Sec. 4.3),
random forests prove favorable w.r.t. runtime while
maintaining the same part localization performance,
which is why all following results in Sect. 4 are based
on random forests.

AdaBoost. In this variant, we train for each part
and each viewpoint an individual binary AdaBoost
classifier, which discriminates that particular part in
that particular view from the background. Such a
strategy has been employed successfully for people
detection in [2], and in our previous work [66].

Random forest. In an attempt to reduce the massive
amount of detectors arising from the cross product of
parts and viewpoints, we make two modifications to
the above scheme. First, we replace the binary clas-
sifiers by a single multi-class classifier with one class
per part (plus one for the background). We choose
random forests [7], since they have been shown to
deliver excellent performance for multiclass problems
with complex class-conditional distributions. Second,
we leverage the ability of random forests to model
multi-modal distributions, and combine all training
examples into a single class that depict the same part
at any viewpoint. That is, we train a single viewpoint-
invariant random forest, which distinguishes between
parts, irrespective of the viewpoint.

In the individual nodes of the decision trees, we
use oblique splits that decide based on random hyper-
planes of a larger number of randomly chosen di-
mensions [40], as opposed to the more commonly
used axis-aligned (or orthogonal) splits, where node
decisions are based on a single feature dimension.
Oblique splits increase the discriminative power in
connection with high-dimensional features, such as
our dense shape context features. Furthermore we
use the ratio between the part-conditional distribution
and the background as final part detection score, as
in [17], [57]. Fig. 5(b) gives a random forest detection
map for the car part of Fig. 5(a).

Our quantitative evaluation indicates that the detec-
tion maps from random forests, although more diffuse
due to the marginalization over viewpoints, provide

Fig. from Zia et al (2013)



Model fitting

Fig. 2: Overview of the stacked hourglass architecture. Here, two hourglass modules are stacked together. The symmetric
nature of the design allows for bottom-up processing in the first half of the module (feature map resolution decrease), and
top-down processing in the second half (resolution increase). Intermediate supervision is applied after the first module. The
heatmap responses of the second module represent the final output of the network that is used for keypoint localization.

D esig n b enefi ts The most critical design element of the
hourglass network is the symmetric combination of bottom-
up and top-down processing that each hourglass module
performs. Given the large appearance changes of objects due
to in-class and viewpoint variation, both local and global cues
are needed to effectively decide the locations of the keypoints
in the image. The consolidation of features across different
scales in the hourglass architecture allows the network to
successfully integrate both local and global appearance infor-
mation, and commit to a keypoint location only after this in-
formation has been made available to the network. Moreover,
the stacking of the individual hourglass modules provides
a form of iterative processing that has been show to be
effective with several other recent network designs [35], [25]
and offers additional refinement of the network estimates.
Additionally, the application of intermediate supervision at
the end of each module has been validated as an effective
training strategy, particularly ameliorating the practical issue
of vanishing gradients when training a deep neural network
[34]. Finally, the convolutional layers are implemented using
residual modules which have achieved state-of-the-art results
for many visual tasks. including object classification [36],
instance segmentation [37], and 2D human pose estimation
[24].

B . Pose optimiz ation

Given the keypoint locations on the 3D model as well as
their correspondences in the 2D image, one naive approach is
to simply apply an existing PnP algorithm to solve for the 6-
DoF pose. This approach is problematic because the keypoint
predictions by the convnet can be rendered imprecise due to
occlusions and false detections in the background. Moreover,
the exact 3D model of the object instance in the testing image
is often unavailable. To address these difficulties, we propose
to fit a deformable shape model to the 2D detections while
while considering the uncertainty in keypoint predictions.

A deformable shape model is built for each object category
using 3D CAD models with annotated keypoints. More

specifically, the p keypoint locations on a 3D object model
are denoted by S 2 R3⇥p and

S = B0 +

kX

i=1

c iBi , (1)

where B0 is the mean shape of the given 3D model and
B1 , . . . , Bk are several modes of possible shape variability
computed by Principal Component Analysis (PCA).

Given detected keypoints in an image, which are denoted
by W 2 R2⇥p, the goal is to estimate the rotation R 2 R3⇥3

and translation T 2 R3⇥1 between the object and camera
frames as well as the coefficients of the shape deformation
c = [ c 1 , · · · , c k ] >.

The inference is formulated as the following optimization
problem:
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where ✓ is the set of unknowns, ⇠ ( ✓ ) denotes the fitting
residuals dependent on ✓, and the Tikhonov regularizer kck22
is introduced to penalize large deviations from the mean
shape.

To incorporate the uncertainty in 2D keypoint predictions,
a diagonal weighting matrix D 2 Rp⇥p is introduced:
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where d i indicates the localization confidence of the i th
keypoint in the image. In our implementation, d i is assigned
the peak value in the heatmap corresponding to the i th
keypoint. As shown previously [24], the peak intensity of
the heatmap provides a good indicator for the visibility of a
keypoint in the image.

The fitting residuals, ⇠ ( ✓ ) , measure the differences be-
tween the given 2D keypoints, provided by the previous

processing stage, and the projections of 3D keypoints. Two
camera models are next considered.

1 ) Weak perspectiv e mod el: If the camera intrinsic pa-
rameters are unknown, the weak perspective camera model
is adopted, which is usually a good approximation to the full
perspective case when the camera is relatively far away from
the object. In this case, the reprojection error is written as

⇠ ( ✓ ) = W � s ¯R

 
B0 +
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i=1

c iBi

!
� ¯T1> , (4)

where s is a scalar, ¯R 2 R2⇥3 and ¯T 2 R2 denote the first
two rows of R and T , respectively, and ✓ = {s , c, ¯R , ¯T }.

The problem in (2) is continuous and in principal can
be locally solved by any gradient-based method. We solve
it with a block coordinate descent scheme because of its
fast convergence and the simplicity in implementation. We
alternately update each of the variables while fixing the
others. The updates of s , c and ¯T are simply solved using
closed-form least sq uares solutions. The update of ¯R should
consider the S O ( 3 ) constraint. Here, the Manopt toolbox
[38] is used to optimize ¯R over the Stiefel manifold. As
the problem in (2) is non-convex, we further adopt a convex
relaxation approach [39] to initialize the optimization. More
specifically, we only estimate the pose parameters while
fixing the 3D model as the mean shape in the initialization
stage. By setting c = 0 and replacing the orthogonality
constraint on ¯R by the spectral norm regularizer, the problem
in (2) can be converted to a convex program and solved with
global optimality [39].

2 ) F ull perspectiv e mod el: If the camera intrinsic param-
eters are known, the full perspective camera model is used,
and the residuals are defined as

⇠ ( ✓ ) = ˜WZ �R
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where ˜W 2 R3⇥p represents the normalized coordinates of
the 2D keypoints and Z is a diagonal matrix:
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where z i is the depth for the i th keypoint in 3D. Intuitively,
the distances from the 3D points to the rays crossing the
corresponding 2D points are minimized. In this case, the
unknown parameter set ✓ is given by {Z , c, R , T }.

The optimization here is similar to the alternating scheme
in the weak perspective case. The update of Z also admits a
closed-form solution and the update of R can be analytically
solved by the orthogonal Procrustes analysis. To avoid local
minima, the optimization is initialized by the weak perspec-
tive solution.

IV. EXPERIMENTS

A. Instance- b ased pose recov ery : gas canister

This section considers the recovery of pose for a specific
object instance. This case fits well with many robotics
applications where the objects in the environment are known.
Moreover, it allows us to establish the accuracy of our
approach in a relatively simple setting before dealing with
the more challenging object class scenario.

We collected a dataset of roughly 175 RGB-D images of
a textureless gas canister. The depth data was only used to
generate the groundtruth. More specifically, a complete 3D
model of the gas canister was reconstructed using KinectFu-
sion [40] and the groundtruth object pose for each image
was calculated by ICP with careful manual initialization.
Then, 10 keypoints were manually defined on the 3D model
and projected to the images yielding groundtruth keypoint
locations in 2D for training the convnet.

A random 85% /15% split was used for training/test data.
A stacked hourglass network with two hourglass modules
was trained. The output heatmaps for the testing images are
visualized in the second column of Fig. 3. As can be seen,
the hourglass network is able to locate the keypoints reliably
in the presence of viewpoint variety and occlusions. The
non-visible keypoints are also well localized thanks to the
network’ s ability to take global context into account. The
estimated object poses are shown in the last two columns of
Fig. 3. The projected 3D models align accurately with the
image; the full-perspective solution is more precise than the
weak-perspective one. It is worth noting that only 150 images
were used to train the network from scratch. Overfitting
might be an issue with such a small training set, but the
empirical results suggest that the hourglass model captures
the object appearance very well in this single instance case.
More challenging examples with large intra-class variability
are considered in Section IV-B.

The 6-DoF pose was estimated with the known 3D model
and camera intrinsic parameters using the optimization in
Section III-B. The following geodesic distance was used to
measure the rotation error between a pose estimate, R 1, and
the groundtruth, R 2:

�( R 1 , R 2 ) =
k l o g ( R T

1 R 2 ) kFp
2

. (7)

As a simple baseline, the following greedy approach was im-
plemented: the maximum response locations in the heatmaps
were selected as 2D keypoint locations and the standard
PnP problem was solved by the EPnP algorithm [4] to
estimate the object pose. The results are presented in Table I.
While the weak-perspective solutions (Proposed WP) are
on average worse than EPnP due to the inaccurate camera
model, the full-perspective solutions (Proposed FP) are much
more precise than those of EPnP. The remarkably small pose
errors returned by the proposed approach based on a single
RGB image are in the range suitable for a general grasping
system.
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The problem in (2) is continuous and in principal can
be locally solved by any gradient-based method. We solve
it with a block coordinate descent scheme because of its
fast convergence and the simplicity in implementation. We
alternately update each of the variables while fixing the
others. The updates of s , c and ¯T are simply solved using
closed-form least sq uares solutions. The update of ¯R should
consider the S O ( 3 ) constraint. Here, the Manopt toolbox
[38] is used to optimize ¯R over the Stiefel manifold. As
the problem in (2) is non-convex, we further adopt a convex
relaxation approach [39] to initialize the optimization. More
specifically, we only estimate the pose parameters while
fixing the 3D model as the mean shape in the initialization
stage. By setting c = 0 and replacing the orthogonality
constraint on ¯R by the spectral norm regularizer, the problem
in (2) can be converted to a convex program and solved with
global optimality [39].

2 ) F ull perspectiv e mod el: If the camera intrinsic param-
eters are known, the full perspective camera model is used,
and the residuals are defined as
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where z i is the depth for the i th keypoint in 3D. Intuitively,
the distances from the 3D points to the rays crossing the
corresponding 2D points are minimized. In this case, the
unknown parameter set ✓ is given by {Z , c, R , T }.

The optimization here is similar to the alternating scheme
in the weak perspective case. The update of Z also admits a
closed-form solution and the update of R can be analytically
solved by the orthogonal Procrustes analysis. To avoid local
minima, the optimization is initialized by the weak perspec-
tive solution.

IV. EXPERIMENTS

A. Instance- b ased pose recov ery : gas canister

This section considers the recovery of pose for a specific
object instance. This case fits well with many robotics
applications where the objects in the environment are known.
Moreover, it allows us to establish the accuracy of our
approach in a relatively simple setting before dealing with
the more challenging object class scenario.

We collected a dataset of roughly 175 RGB-D images of
a textureless gas canister. The depth data was only used to
generate the groundtruth. More specifically, a complete 3D
model of the gas canister was reconstructed using KinectFu-
sion [40] and the groundtruth object pose for each image
was calculated by ICP with careful manual initialization.
Then, 10 keypoints were manually defined on the 3D model
and projected to the images yielding groundtruth keypoint
locations in 2D for training the convnet.

A random 85% /15% split was used for training/test data.
A stacked hourglass network with two hourglass modules
was trained. The output heatmaps for the testing images are
visualized in the second column of Fig. 3. As can be seen,
the hourglass network is able to locate the keypoints reliably
in the presence of viewpoint variety and occlusions. The
non-visible keypoints are also well localized thanks to the
network’ s ability to take global context into account. The
estimated object poses are shown in the last two columns of
Fig. 3. The projected 3D models align accurately with the
image; the full-perspective solution is more precise than the
weak-perspective one. It is worth noting that only 150 images
were used to train the network from scratch. Overfitting
might be an issue with such a small training set, but the
empirical results suggest that the hourglass model captures
the object appearance very well in this single instance case.
More challenging examples with large intra-class variability
are considered in Section IV-B.

The 6-DoF pose was estimated with the known 3D model
and camera intrinsic parameters using the optimization in
Section III-B. The following geodesic distance was used to
measure the rotation error between a pose estimate, R 1, and
the groundtruth, R 2:
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As a simple baseline, the following greedy approach was im-
plemented: the maximum response locations in the heatmaps
were selected as 2D keypoint locations and the standard
PnP problem was solved by the EPnP algorithm [4] to
estimate the object pose. The results are presented in Table I.
While the weak-perspective solutions (Proposed WP) are
on average worse than EPnP due to the inaccurate camera
model, the full-perspective solutions (Proposed FP) are much
more precise than those of EPnP. The remarkably small pose
errors returned by the proposed approach based on a single
RGB image are in the range suitable for a general grasping
system.
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Consider uncertainty

Fig. 2: Overview of the stacked hourglass architecture. Here, two hourglass modules are stacked together. The symmetric
nature of the design allows for bottom-up processing in the first half of the module (feature map resolution decrease), and
top-down processing in the second half (resolution increase). Intermediate supervision is applied after the first module. The
heatmap responses of the second module represent the final output of the network that is used for keypoint localization.

D esig n b enefi ts The most critical design element of the
hourglass network is the symmetric combination of bottom-
up and top-down processing that each hourglass module
performs. Given the large appearance changes of objects due
to in-class and viewpoint variation, both local and global cues
are needed to effectively decide the locations of the keypoints
in the image. The consolidation of features across different
scales in the hourglass architecture allows the network to
successfully integrate both local and global appearance infor-
mation, and commit to a keypoint location only after this in-
formation has been made available to the network. Moreover,
the stacking of the individual hourglass modules provides
a form of iterative processing that has been show to be
effective with several other recent network designs [35], [25]
and offers additional refinement of the network estimates.
Additionally, the application of intermediate supervision at
the end of each module has been validated as an effective
training strategy, particularly ameliorating the practical issue
of vanishing gradients when training a deep neural network
[34]. Finally, the convolutional layers are implemented using
residual modules which have achieved state-of-the-art results
for many visual tasks. including object classification [36],
instance segmentation [37], and 2D human pose estimation
[24].

B . Pose optimiz ation

Given the keypoint locations on the 3D model as well as
their correspondences in the 2D image, one naive approach is
to simply apply an existing PnP algorithm to solve for the 6-
DoF pose. This approach is problematic because the keypoint
predictions by the convnet can be rendered imprecise due to
occlusions and false detections in the background. Moreover,
the exact 3D model of the object instance in the testing image
is often unavailable. To address these difficulties, we propose
to fit a deformable shape model to the 2D detections while
while considering the uncertainty in keypoint predictions.

A deformable shape model is built for each object category
using 3D CAD models with annotated keypoints. More

specifically, the p keypoint locations on a 3D object model
are denoted by S 2 R3⇥p and

S = B0 +

kX

i=1

c iBi , (1)

where B0 is the mean shape of the given 3D model and
B1 , . . . , Bk are several modes of possible shape variability
computed by Principal Component Analysis (PCA).

Given detected keypoints in an image, which are denoted
by W 2 R2⇥p, the goal is to estimate the rotation R 2 R3⇥3

and translation T 2 R3⇥1 between the object and camera
frames as well as the coefficients of the shape deformation
c = [ c 1 , · · · , c k ] >.

The inference is formulated as the following optimization
problem:
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where ✓ is the set of unknowns, ⇠ ( ✓ ) denotes the fitting
residuals dependent on ✓, and the Tikhonov regularizer kck22
is introduced to penalize large deviations from the mean
shape.

To incorporate the uncertainty in 2D keypoint predictions,
a diagonal weighting matrix D 2 Rp⇥p is introduced:
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where d i indicates the localization confidence of the i th
keypoint in the image. In our implementation, d i is assigned
the peak value in the heatmap corresponding to the i th
keypoint. As shown previously [24], the peak intensity of
the heatmap provides a good indicator for the visibility of a
keypoint in the image.

The fitting residuals, ⇠ ( ✓ ) , measure the differences be-
tween the given 2D keypoints, provided by the previous

Localization confidence

Fig. 2: Overview of the stacked hourglass architecture. Here, two hourglass modules are stacked together. The symmetric
nature of the design allows for bottom-up processing in the first half of the module (feature map resolution decrease), and
top-down processing in the second half (resolution increase). Intermediate supervision is applied after the first module. The
heatmap responses of the second module represent the final output of the network that is used for keypoint localization.

D esig n b enefi ts The most critical design element of the
hourglass network is the symmetric combination of bottom-
up and top-down processing that each hourglass module
performs. Given the large appearance changes of objects due
to in-class and viewpoint variation, both local and global cues
are needed to effectively decide the locations of the keypoints
in the image. The consolidation of features across different
scales in the hourglass architecture allows the network to
successfully integrate both local and global appearance infor-
mation, and commit to a keypoint location only after this in-
formation has been made available to the network. Moreover,
the stacking of the individual hourglass modules provides
a form of iterative processing that has been show to be
effective with several other recent network designs [35], [25]
and offers additional refinement of the network estimates.
Additionally, the application of intermediate supervision at
the end of each module has been validated as an effective
training strategy, particularly ameliorating the practical issue
of vanishing gradients when training a deep neural network
[34]. Finally, the convolutional layers are implemented using
residual modules which have achieved state-of-the-art results
for many visual tasks. including object classification [36],
instance segmentation [37], and 2D human pose estimation
[24].

B . Pose optimiz ation

Given the keypoint locations on the 3D model as well as
their correspondences in the 2D image, one naive approach is
to simply apply an existing PnP algorithm to solve for the 6-
DoF pose. This approach is problematic because the keypoint
predictions by the convnet can be rendered imprecise due to
occlusions and false detections in the background. Moreover,
the exact 3D model of the object instance in the testing image
is often unavailable. To address these difficulties, we propose
to fit a deformable shape model to the 2D detections while
while considering the uncertainty in keypoint predictions.

A deformable shape model is built for each object category
using 3D CAD models with annotated keypoints. More

specifically, the p keypoint locations on a 3D object model
are denoted by S 2 R3⇥p and

S = B0 +

kX

i=1

c iBi , (1)

where B0 is the mean shape of the given 3D model and
B1 , . . . , Bk are several modes of possible shape variability
computed by Principal Component Analysis (PCA).

Given detected keypoints in an image, which are denoted
by W 2 R2⇥p, the goal is to estimate the rotation R 2 R3⇥3

and translation T 2 R3⇥1 between the object and camera
frames as well as the coefficients of the shape deformation
c = [ c 1 , · · · , c k ] >.

The inference is formulated as the following optimization
problem:
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where ✓ is the set of unknowns, ⇠ ( ✓ ) denotes the fitting
residuals dependent on ✓, and the Tikhonov regularizer kck22
is introduced to penalize large deviations from the mean
shape.

To incorporate the uncertainty in 2D keypoint predictions,
a diagonal weighting matrix D 2 Rp⇥p is introduced:

D =

2

6664

d 1 0 · · · 0

0 d 2 · · · 0

...
...

. . .
...

0 0 · · · d p

3

7775
, (3)

where d i indicates the localization confidence of the i th
keypoint in the image. In our implementation, d i is assigned
the peak value in the heatmap corresponding to the i th
keypoint. As shown previously [24], the peak intensity of
the heatmap provides a good indicator for the visibility of a
keypoint in the image.

The fitting residuals, ⇠ ( ✓ ) , measure the differences be-
tween the given 2D keypoints, provided by the previous
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Fig. 2: Overview of the stacked hourglass architecture. Here, two hourglass modules are stacked together. The symmetric
nature of the design allows for bottom-up processing in the first half of the module (feature map resolution decrease), and
top-down processing in the second half (resolution increase). Intermediate supervision is applied after the first module. The
heatmap responses of the second module represent the final output of the network that is used for keypoint localization.

D esig n b enefi ts The most critical design element of the
hourglass network is the symmetric combination of bottom-
up and top-down processing that each hourglass module
performs. Given the large appearance changes of objects due
to in-class and viewpoint variation, both local and global cues
are needed to effectively decide the locations of the keypoints
in the image. The consolidation of features across different
scales in the hourglass architecture allows the network to
successfully integrate both local and global appearance infor-
mation, and commit to a keypoint location only after this in-
formation has been made available to the network. Moreover,
the stacking of the individual hourglass modules provides
a form of iterative processing that has been show to be
effective with several other recent network designs [35], [25]
and offers additional refinement of the network estimates.
Additionally, the application of intermediate supervision at
the end of each module has been validated as an effective
training strategy, particularly ameliorating the practical issue
of vanishing gradients when training a deep neural network
[34]. Finally, the convolutional layers are implemented using
residual modules which have achieved state-of-the-art results
for many visual tasks. including object classification [36],
instance segmentation [37], and 2D human pose estimation
[24].

B . Pose optimiz ation

Given the keypoint locations on the 3D model as well as
their correspondences in the 2D image, one naive approach is
to simply apply an existing PnP algorithm to solve for the 6-
DoF pose. This approach is problematic because the keypoint
predictions by the convnet can be rendered imprecise due to
occlusions and false detections in the background. Moreover,
the exact 3D model of the object instance in the testing image
is often unavailable. To address these difficulties, we propose
to fit a deformable shape model to the 2D detections while
while considering the uncertainty in keypoint predictions.

A deformable shape model is built for each object category
using 3D CAD models with annotated keypoints. More

specifically, the p keypoint locations on a 3D object model
are denoted by S 2 R3⇥p and

S = B0 +

kX

i=1

c iBi , (1)

where B0 is the mean shape of the given 3D model and
B1 , . . . , Bk are several modes of possible shape variability
computed by Principal Component Analysis (PCA).

Given detected keypoints in an image, which are denoted
by W 2 R2⇥p, the goal is to estimate the rotation R 2 R3⇥3

and translation T 2 R3⇥1 between the object and camera
frames as well as the coefficients of the shape deformation
c = [ c 1 , · · · , c k ] >.

The inference is formulated as the following optimization
problem:
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where ✓ is the set of unknowns, ⇠ ( ✓ ) denotes the fitting
residuals dependent on ✓, and the Tikhonov regularizer kck22
is introduced to penalize large deviations from the mean
shape.

To incorporate the uncertainty in 2D keypoint predictions,
a diagonal weighting matrix D 2 Rp⇥p is introduced:

D =

2

6664

d 1 0 · · · 0

0 d 2 · · · 0

...
...

. . .
...

0 0 · · · d p

3

7775
, (3)

where d i indicates the localization confidence of the i th
keypoint in the image. In our implementation, d i is assigned
the peak value in the heatmap corresponding to the i th
keypoint. As shown previously [24], the peak intensity of
the heatmap provides a good indicator for the visibility of a
keypoint in the image.

The fitting residuals, ⇠ ( ✓ ) , measure the differences be-
tween the given 2D keypoints, provided by the previous
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Fig. 5: Example results of our approach for PASCAL3D+ dataset. For each example from left to right: the RGB image of
the object we estimate the pose for, heatmap responses for the keypoints of the specific class, the CAD model projected
to 2D after pose estimation, and the CAD model visualized in 3D. The CAD model associated with each instance in the
dataset is used for visualization.



Pascal3D+ dataset

Fig. 5: Example results of our approach for PASCAL3D+ dataset. For each example from left to right: the RGB image of
the object we estimate the pose for, heatmap responses for the keypoints of the specific class, the CAD model projected
to 2D after pose estimation, and the CAD model visualized in 3D. The CAD model associated with each instance in the
dataset is used for visualization.



Gas canister dataset

Fig. 3: Qualitative results on the gas canister dataset. From left to right: RGB images with bounding boxes, heatmaps from
the convnet, projections of the 3D model with estimated poses using the weak-perspective model and full-perspective model,
respectively. Note the better alignment near the handle with the full-perspective model.

TABLE I: Pose estimation errors on the gas canister dataset.

Approach Rotation (degree) Translation (mm)
Mean Median Mean Median

Proposed WP 7.99 7.61 N/A N/A
Proposed FP 3.57 3.11 12.05 8.82

EPnP [4] 7.17 5.21 43.45 21.51

B. Class-based pose recovery: PASCAL3D+

Moving to a more challenging scenario, we demonstrate
the full strength of our approach using the large-scale PAS-
CAL3D+ dataset [15]. The stacked hourglass network was
trained from scratch with the training set of PASCAL3D+.
Instead of training separate models for different object
classes, a single network was trained to output heatmap pre-
dictions for all of the 124 keypoints from all classes. Using
a single network for all keypoints allows us to share features
across the available classes and significantly decreases the
number of parameters needed for the network. At test time,
given the class of the test object, the heatmaps corresponding
to the keypoints belonging to this class were extracted. For
pose optimization, two cases were tested: (i) the CAD model
for the test image was known; and (ii) the CAD model was
unknown and the pose was estimated with a deformable
model whose basis was learned by PCA on all CAD models
for each class in the dataset. Two principal components were
used (k = 2) for each class, which was sufficient to explain
greater than 95% of the shape variation. The 3D model was
fit to the 2D keypoints with a weak-perspective model as the
camera intrinsic parameters were not available.

Semantic correspondences A crucial component of our
approach is the powerful learning procedure that is partic-
ularly successful at establishing correspondences across the
semantically related keypoints of each class. To demonstrate
this network property, in Fig. 4 we present a subset of the
keypoints for each class along with the localizations of these
keypoints in a randomly selected set of images among the
ones with the top 50 responses. It is interesting to note
that despite the large appearance differences due to extreme
viewpoint and intra-class variability, the predictions are very
consistent and preserve the semantic relation across various
class instances.

Pose estimation The quantitative evaluation for pose esti-
mation on PASCAL3D+ is presented in Table II. Only the
errors for rotations are reported as the 3D translation cannot
be determined in the weak perspective case and the ground
truth is not available as well. The rotational error is calculated
using the geodesic distance, (7). The proposed method shows
improvement across most categories with respect to the state-
of-the-art. The best results are achieved in the case where
the fine subclass for the object is known and there exists an
accurate CAD model correspondence. The proposed method
with uniform weights for all keypoints is also compared as
a baseline, which is apparently worse than considering the
confidences during model fitting. A subset of results of the
proposed method are visualized in Fig. 5.

Failure cases In Table II we observed higher errors than
the state-of-the-art for two classes, namely boat and TV
monitor. For most images of TV monitor, there are only
four coplanar keypoints. This makes pose estimation an
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Fig. 6: Failure cases for TV monitor class of PASCAL3D+.
Although the visible keypoints are localized successfully the
pose optimization fails because the 4 points are coplanar and
the problem becomes ill-posed.

Capitalizing on the robust semantic keypoint predictions
provided by a state-of-the-art convnet, we proposed a pose
optimization scheme that fits a deformable shape model
to the 2D keypoints and recovers the 6-DoF pose of the
object. To ameliorate the effect of false detections, our pose
optimization integrates the heatmap response values in the
optimization scheme to model the certainty of each detection.
Both the weak perspective and the full perspective case
were investigated. The experimental validation included an
instance-based scenario as well as full-scale evaluation on
the PASCAL3D+ dataset, where we demonstrated state-of-
the-art results for viewpoint estimation. Additionally, our
method is accompanied by an efficient implementation with
a running time under 0.3 seconds, making it a good fit for
near real-time robotics applications.
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Figure 5. Examples of 3D CAD models used for annotation. To better capture intra-class variability of object categories, different types of
CAD models are chosen. The red points represent the identified landmarks.

which are shown with red circles in Figure 5. The land-
marks are chosen such that they are shared among instances
in a category and can be identified easily in the images.
Most of the landmarks correspond to the corners in the
CAD models. The task of annotators is to select the closest
CAD model for an object instance in terms of 3D geome-
try and label the landmarks of the CAD model on the 2D
image. Then we use these 2D annotations of the landmarks
and their corresponding locations on the 3D CAD models
to find the azimuth, elevation and distance of the camera
pose in 3D for each object instance. A visualization of our
annotation tool is shown in Figure 6. The annotator first
selects the 3D CAD model that best resembles the object
instance. Then, he/she rotates the 3D CAD model until it
is aligned with the object instance visually. The alignment
provides us with rough azimuth and elevation angles, which
are used as initialization in computing the continuous pose.
Based on the 3D geometry and the rough pose of the CAD
model (after alignment), we compute the visibility of the
landmarks. After this step, we show the visible (not self-
occluded) landmarks on the 3D CAD model one by one and
ask the annotator to mark their corresponding 2D location in
the image. For occluded or truncated landmarks, the anno-
tator provides its visibility status as explained in Section 3.

As the result of the annotation, for each object instance
in the dataset, we obtain the correspondences between 3D
landmarks X on the CAD model and their 2D projection
x on the image. By using a pinhole camera model, the
relationship between the 2D and 3D points is given by:
xi = K[R|t]Xi, where K is the intrinsic camera matrix,
and R and t are the rotation matrix and the translation vec-
tor respectively. We use a virtual intrinsic camera matrix
K, where the focal length is assumed to be 1, the skew is
0 and the aspect ratio is 1. We assume a simplified cam-
era model, where the world coordinate is defined on the 3D
CAD model and the camera is facing the origin of the world
coordinate system. In this case, R and t are determined by
the azimuth, elevation and distance of the camera pose in
3D. So we can minimize the re-projection error of the 3D

landmarks to obtain the continuous pose of the object:

min
R,t

LX

i=1

||xi � x̃i||2, (1)

where L is the number of visible landmarks and x̃i is the an-
notated landmark location in the image. By solving the min-
imization problem (1), we can find the rotation matrix R and
the translation vector t, which provide the azimuth, eleva-
tion and distance of the object pose. This is the well-studied
Perspective-n-Points (PnP) problem for which various solu-
tions (e.g., [18, 2, 14]) exist. We use the constrained non-
linear optimization implementation of MATLAB to solve
(1). For degenerate cases, where there are not enough land-
marks visible to compute the pose (less than 2 landmarks),
we use the rough azimuth and elevation specified by the an-
notator instead.

5. Baseline Experiments
In this section, we provide baseline results in terms of

object detection, viewpoint estimation and segmentation.
We also show that how well the baseline method can han-
dle different degrees of occlusion. For all the experiments
below, we use the train subset of PASCAL VOC 2012
(detection challenge) for training and the val subset for
evaluation. We adapt DPM [6] (voc-release4.01) to
joint object detection and viewpoint estimation.

5.1. Detection and Viewpoint Estimation

The original DPM method uses different mixture compo-
nents to capture pose and appearance variations of objects.
The object instances are assigned to these mixture compo-
nents based on their aspect ratios. Since the aspect ratio
does not necessarily correspond to the viewpoint, viewpoint
estimation with the original DPM is impractical. Therefore,
we modify DPM similar to [17] such that each mixture com-
ponent represents a different azimuth section. We refer to
this modified version as Viewpoint-DPM (VDPM). In the
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CAD models are chosen. The red points represent the identified landmarks.

which are shown with red circles in Figure 5. The land-
marks are chosen such that they are shared among instances
in a category and can be identified easily in the images.
Most of the landmarks correspond to the corners in the
CAD models. The task of annotators is to select the closest
CAD model for an object instance in terms of 3D geome-
try and label the landmarks of the CAD model on the 2D
image. Then we use these 2D annotations of the landmarks
and their corresponding locations on the 3D CAD models
to find the azimuth, elevation and distance of the camera
pose in 3D for each object instance. A visualization of our
annotation tool is shown in Figure 6. The annotator first
selects the 3D CAD model that best resembles the object
instance. Then, he/she rotates the 3D CAD model until it
is aligned with the object instance visually. The alignment
provides us with rough azimuth and elevation angles, which
are used as initialization in computing the continuous pose.
Based on the 3D geometry and the rough pose of the CAD
model (after alignment), we compute the visibility of the
landmarks. After this step, we show the visible (not self-
occluded) landmarks on the 3D CAD model one by one and
ask the annotator to mark their corresponding 2D location in
the image. For occluded or truncated landmarks, the anno-
tator provides its visibility status as explained in Section 3.

As the result of the annotation, for each object instance
in the dataset, we obtain the correspondences between 3D
landmarks X on the CAD model and their 2D projection
x on the image. By using a pinhole camera model, the
relationship between the 2D and 3D points is given by:
xi = K[R|t]Xi, where K is the intrinsic camera matrix,
and R and t are the rotation matrix and the translation vec-
tor respectively. We use a virtual intrinsic camera matrix
K, where the focal length is assumed to be 1, the skew is
0 and the aspect ratio is 1. We assume a simplified cam-
era model, where the world coordinate is defined on the 3D
CAD model and the camera is facing the origin of the world
coordinate system. In this case, R and t are determined by
the azimuth, elevation and distance of the camera pose in
3D. So we can minimize the re-projection error of the 3D

landmarks to obtain the continuous pose of the object:

min
R,t
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||xi � x̃i||2, (1)

where L is the number of visible landmarks and x̃i is the an-
notated landmark location in the image. By solving the min-
imization problem (1), we can find the rotation matrix R and
the translation vector t, which provide the azimuth, eleva-
tion and distance of the object pose. This is the well-studied
Perspective-n-Points (PnP) problem for which various solu-
tions (e.g., [18, 2, 14]) exist. We use the constrained non-
linear optimization implementation of MATLAB to solve
(1). For degenerate cases, where there are not enough land-
marks visible to compute the pose (less than 2 landmarks),
we use the rough azimuth and elevation specified by the an-
notator instead.

5. Baseline Experiments
In this section, we provide baseline results in terms of

object detection, viewpoint estimation and segmentation.
We also show that how well the baseline method can han-
dle different degrees of occlusion. For all the experiments
below, we use the train subset of PASCAL VOC 2012
(detection challenge) for training and the val subset for
evaluation. We adapt DPM [6] (voc-release4.01) to
joint object detection and viewpoint estimation.

5.1. Detection and Viewpoint Estimation

The original DPM method uses different mixture compo-
nents to capture pose and appearance variations of objects.
The object instances are assigned to these mixture compo-
nents based on their aspect ratios. Since the aspect ratio
does not necessarily correspond to the viewpoint, viewpoint
estimation with the original DPM is impractical. Therefore,
we modify DPM similar to [17] such that each mixture com-
ponent represents a different azimuth section. We refer to
this modified version as Viewpoint-DPM (VDPM). In the
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solve the problem in the low-dimensional variable space
(Section 5). B esides validating our method on both simu-
lated and real benchmark datasets, we also demonstrate the
applicability of the proposed method combined with deep
learning and graph matching to match images with differ-
ent obj ects and reconstruct category-specific obj ect models
(Section 6).

2. R elated work
The early work on j oint matching aimed to select cycle-

consistent matches and identify incorrect matches from bad
cycles [38, 28]. The assumption for this family of meth-
ods is that correct matches are dominant in the raw in-
put. O therwise, it is difficult to find a sufficient number
of closed cycles [16]. Y an et al. [36] proposed to use the
cycle consistency as an explicit constraint in graph match-
ing, but the resulted optimization is nonconvex and hard to
solve globally. R ecent results in [18, 16, 29] showed that
the consistent matches could be extracted from the spec-
trum (top eigenvectors) of the matrix composed of all pair-
wise matches. The rationale behind this spectral technique
is that the problem can be formulated as a quadratic integer
program and relaxed into a generalized R ayleigh problem.
B ut the relaxation assumes full feature correspondences (bi-
j ection) between images [29]. R ecently, Huang and Guibas
[16] proposed an elegant solution based on convex relax-
ation and derived the theoretical conditions for exact recov-
ery. The result is further improved in [10] by assuming that
the underlying rank of the variable matrix can be reliably
estimated. In these works, the problem is formulated as
SDP, which has a limited computational efficiency in real
applications.

R egarding methodology, our work is inspired by the re-
cent advances on low-rank matrix recovery which adopt
convex relaxation [8, 7] and explore the underlying low-
rank structure to accelerate computation [5, 15]. O ur work
is also related to some other problems that aim to find global
estimates from pairwise estimates such as rotation averag-
ing [14, 34] and model fusion [37].

3 . Preliminaries and notation
Suppose we have n images and extract p

i

features from
each image i . The obj ective is to find feature correspon-
dences between all pairs of images. B efore introducing the
proposed method, we first give a brief introduction to pair-
wise matching techniques and the definition of cycle con-
sistency.

3 .1. Pairwise matching
To match an image pair ( i , j ), one can compute similari-

ties for all pairs of feature points from two images and store
them in a matrix S

i j

2 R p i⇥ p j .

We represent the feature correspondences for image pair
( i , j ) by a partial permutation matrix X

i j

2 { 0, 1} p i⇥ p j ,
which satisfies the doubly stochastic constraints:

0  X
i j

1  1, ,0  XT

i j

1  1. (1)

To find X
i j

, we can maximize the inner product between
X

i j

and S
i j

subje ct to the constraints in (1) resulting in a
linear assignment problem, which has been well studied and
can be efficiently solved by the Hungarian algorithm.

In image matching, spatial rigidity is usually preferred,
i.e., the relative location of two features in an image should
be similar to that of their correspondences in the other im-
age. This problem is well known as graph matching and for-
mulated as a quadratic assignment problem (Q AP). While
Q AP is N P-hard, many efficient algorithms have been pro-
posed to solve it approximately, e.g., [22, 1, 11]. Those
solvers basically relax the binary constraint on the permu-
tation matrix, solve the optimization, and outputs the con-
fidence that a candidate match is correct. We refer readers
to the related literature for details. Here we aim to empha-
size that the outputs of graph matching solvers are actually
optimized affinity scores of candidate matches, which con-
sider both feature similarity and spatial rigidity. We will use
these scores (saved in S

i j

) as our input if needed.

3. 2. C yc le consistency
Some recent work proposed to use the cycle consistency

as a constraint to match a bunch of images [29, 36, 10],
which can be described by

X
i j

= X
i z

X
z j

, (2)

for any three images ( i , j , z ) and extended to the case with
more images.

The recent results in [16, 29] show that the cycle con-
sistency can be described more concisely by introducing a
virtual “ universe” that is defined as the set of unique fea-
tures that appear in the image collection. E ach point in the
universe may be observed by several images and the cor-
responding image points should be matched. Therefore,
consistent matching should satisfy X

i j

= A
i

AT

j

, where
A

i

2 { 0, 1} p i⇥k denotes the map from Image i to the uni-
verse, k is the number of points in the universe, and k � p
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for all i .
Suppose the correspondences for all m =
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i =1 p i
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Model cycle consistency

- Find good cycles and close bad cycles

Zach et al., 2010; Nguyen et al., 2011; Zhou et al. 2015

- Impose the constraint in optimization

Yan et al., 2013, 2014, 2015

min
Xij2C

X

ij

`ij(Xij)

s.t. Xij = XizXzj , 8i, j, z.
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Model cycle consistency

Corresponding image features map to the same element in universe

universe of features
(Chen et al., 2014)
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Model cycle consistency

Spectral method:  Pachauri et al., 2013

X11 X12 ! X1n
X 21 X 22 ! X 2n
! ! " !
Xn1 Xn2 ! Xnn

⎡

⎣

⎢
⎢
⎢
⎢
⎢

⎤

⎦

⎥
⎥
⎥
⎥
⎥

=

A1
A2
!
An

⎡

⎣

⎢
⎢
⎢
⎢
⎢

⎤

⎦

⎥
⎥
⎥
⎥
⎥

A1
T A2

T ! An
T⎡

⎣⎢
⎤
⎦⎥

" #$$$$$$$$$$$ %$$$$$$$$$$$

216
217
218
219
220
221
222
223
224
225
226
227
228
229
230
231
232
233
234
235
236
237
238
239
240
241
242
243
244
245
246
247
248
249
250
251
252
253
254
255
256
257
258
259
260
261
262
263
264
265
266
267
268
269

270
271
272
273
274
275
276
277
278
279
280
281
282
283
284
285
286
287
288
289
290
291
292
293
294
295
296
297
298
299
300
301
302
303
304
305
306
307
308
309
310
311
312
313
314
315
316
317
318
319
320
321
322
323

ICCV
#1186

ICCV
#1186

ICCV 2015 Submission #1186. CONFIDENTIAL REVIEW COPY. DO NOT DISTRIBUTE.

and all A
i

s are concatenated as rows in a matrix A 2
{0, 1}m⇥k. Then, one can write X as

X = AAT , (4)

From (4), it is clear to see that a desired X should be both
positive semidefinite and low-rank:

X ⌫ 0, rank (X)  k. (5)

Using (5) the cycle consistency can be effectively im-
posed without checking all cycles of pairwise matches.
Moreover, partial matching is allowed, while bijection
needs to be assumed in (2).

4. Joint matching via rank minimization
Given affinity scores {S

ij

| 1  i, j  n}, we aim to
find globally consistent matches X . Note that S

ij

can be
all-zero if matching is not performed for a pair (i, j). More-
over, affinity scores can be computed from either feature
similarities or graph matching solvers according to specific
scenarios, as described in Section 3.1.

4.1. Formulation
We formulate the problem as a low-rank matrix recovery

problem. We maximize the inner product between X
ij

and
S

ij

for all i and j as multiple linear assignment problems.
At the same time, we minimize the rank of X to enforce
the cycle consistency. We ignore the positive semidefinite
constraint on X and will explain the reasons later.

To make the optimization tractable, we adopt the fol-
lowing relaxations: (1) X is treated as a real matrix X 2
[0, 1]m⇥m instead of a binary matrix, which is a general
practice in solving matching problems. Experimentally, we
found that the solution values were very close to 0 or 1 and
could be stably quantized by a threshold of 0.5. This might
be attributed to the existence of a linear term in the cost
function [26]. (2) Rank of X is replaced by the nuclear
norm kXk⇤ (sum of singular values), which is a tight con-
vex relaxation proven to be very effective in various low-
rank problems such as matrix completion [8] and robust
principal component analysis [7].

The estimated X should be sparse since at most one
value in each row of X

ij

can be nonzero. To induce spar-
sity, we minimize the sum of values in X . Combining all
three terms, we obtain the following cost function:

f(X) = �
nX

i=1

nX

j=1

hS
ij

,X
ij

i + ↵h1,Xi + �kXk⇤,

= �hS � ↵1,Xi + �kXk⇤, (6)

where h·, ·i denotes the inner product and S 2 Rm⇥m is the
matrix collecting all S

ij

s. ↵ is the weight of sparsity, which

can be interpreted as a threshold to remove small scores in
S

ij

s. In our implementation, we normalize the scores to let
them lie between 0 and 1 and empirically set ↵ = 0.1. �
controls the weight of the nuclear norm. We will discuss �
in Section 4.2 and Section 6.1.2.

Besides the doubly stochastic constraints in (1), addi-
tional constraints shall be imposed on X after relaxation:

X
ii

= I
pi , 1  i  n, (7)

X
ij

= XT

ji

, 1  i, j  n, i 6= j, (8)

0  X  1, (9)

where (7) constrains self-matching to be identity, (8) con-
strains X to be symmetric, and (9) constrains the values in
X to lie in [0, 1].

Finally, we obtain the following optimization problem:

min
X

hW ,Xi + �kXk⇤,

s.t. X 2 C, (10)

where W = ↵1 � S and C denotes the set of matrices
satisfying the constraints given in (1), (7), (8) and (9).

Upon our experimental observation, the result didn’t de-
grade noticeably when removing the doubly stochastic con-
straints in (1). This might be attributed to the existence of
the sparsity regularizer. Therefore, we remove (1) in imple-
mentation to accelerate the computation.

4.2. Positive semidefiniteness
We ignore the positive semidefinite constraint for two

reasons: (1) solving SDP is generally unscalable; (2) with
the constraints in (7) and (8), the solution to (10) turns out
to be nearly positive semidefinite if � is sufficiently large.

Suppose �1, · · · ,�m

are eigenvalues of X . From (7),
we have X

ii

= 1 for all i, and
P

m

i=1 �i

= trace (X) = m,
which implies that the sum of �

i

s is fixed. From (8), we
have X is symmetric, and �

i

s are all real numbers. When
we choose a large �, kXk⇤ =

P
m

i=1 |�
i

| dominates the cost
function, and a solution with all nonnegative �

i

s will give
the lowest cost, because

P
m

i=1 |�
i

| �
P

m

i=1 �i

= m and
the equality holds iff. �

i

� 0 for all i. On the other hand,
the boundness of kXk⇤ also implies that the solution will be
insensitive to � when � is sufficiently large, and then min-
imizing the nuclear norm is equivalent to adding a positive
semidefinite constraint. The effect of � is experimentally
illustrated in Section 6.1.2.

5. Fast alternating minimization
5.1. Optimization in the low-rank space

The nuclear norm minimization in (10) is convex and the
state-of-the-art methods to solve this family of problems

3

(positive semidefinite)

Semidefinite programming:  Huang and Guibas, 2013; Chen et al., 2014

- Convenient to add more constraints

- Convex optimization / theoretical guarantees



Low-rank property

- X is both positive semidefinite and low-rank

- Rank is bounded by the size of universe
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Low-rank formulation

min
X

hW ,Xi+ �kXk⇤

s.t. X 2 C

X. Zhou, M. Zhu, K. Daniilidis (UPenn) Multi-Image Matching

Nuclear norm
(sum of singular values)

min
X

hW ,Xi+ �kXk⇤

s.t. X 2 C

hW ,Xi =
X

i,j

trace

�
W T

ijXij
�
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Pairwise matching cost

and all A
i

s are concatenated as rows in a matrix A 2
{0, 1}m⇥k. Then, one can write X as

X = AAT , (4)

From (4), it is clear to see that a desired X should be both
positive semidefinite and low-rank:

X ⌫ 0, rank (X)  k. (5)

Using (5) the cycle consistency can be effectively im-
posed without checking all cycles of pairwise matches.
Moreover, partial matching is allowed, while bijection
needs to be assumed in (2).

4. Joint matching via rank minimization
Given affinity scores {S

ij

| 1  i, j  n}, we aim to
find globally consistent matches X . Note that S

ij

can be
all-zero if matching is not performed for a pair (i, j). More-
over, affinity scores can be computed from either feature
similarities or graph matching solvers according to specific
scenarios, as described in Section 3.1.

4.1. Formulation
We formulate the problem as a low-rank matrix recovery

problem. We maximize the inner product between X
ij

and
S

ij

for all i and j as multiple linear assignment problems.
At the same time, we minimize the rank of X to enforce
the cycle consistency. We ignore the positive semidefinite
constraint on X and will explain the reasons later.

To make the optimization tractable, we make the follow-
ing relaxations: (1) X is treated as a real matrix X 2
[0, 1]m⇥m instead of a binary matrix, which is a general
practice in solving matching problems. Experimentally, we
found that the solution values were very close to 0 or 1 and
could be stably quantized by a threshold of 0.5. This might
be attributed to the existence of a linear term in the cost
function [26]. (2) Rank of X is replaced by the nuclear nor-
m kXk⇤ (sum of singular values), which is a tight convex
relaxation proven to be very effective in various low-rank
problems such as matrix completion [8] and robust princi-
pal component analysis [7].

The estimated X should be sparse since at most one val-
ue in each row of X

ij

can be nonzero. To induce sparsity,
we minimize the sum of values in X . Combining all three
terms, we obtain the following cost function:

f(X) = �
nX

i=1

nX

j=1

hS
ij

,X
ij

i + ↵h1,Xi + �kXk⇤,

= �hS � ↵1,Xi + �kXk⇤, (6)

where h·, ·i denotes the inner product and S 2 Rm⇥m is the
matrix collecting all S

ij

s. ↵ is the weight of sparsity, which

can be interpreted as a threshold to remove small scores in
S

ij

s. In our implementation, we normalize the scores to let
them lie between 0 and 1 and empirically set ↵ = 0.1. �
controls the weight of the nuclear norm. We will discuss �
in Section 4.2 and Section 6.1.2.

Besides the doubly stochastic constraints in (1), addi-
tional constraints shall be imposed on X after relaxation:

X
ii

= I
pi , 1  i  n, (7)

X
ij

= XT

ji

, 1  i, j  n, i 6= j, (8)

0  X  1, (9)

where (7) constrains self-matching to be identity, (8) con-
strains X to be symmetric, and (9) constrains the values in
X to lie in [0, 1].

Finally, we obtain the following optimization problem:

min
X

hW ,Xi + �kXk⇤,

s.t. X 2 C, (10)

where W = ↵1 � S and C denotes the set of matrices
satisfying the constraints given in (1), (7), (8) and (9).

Upon our experimental observation, the result doesn’t
degrade noticeably when removing the doubly stochastic
constraints in (1). This might be attributed to the existence
of the sparsity regularizer. Therefore, we remove (1) in im-
plementation to accelerate the computation.

4.2. Positive semidefiniteness

We ignore the positive semidefinite constraint for two
reasons: (1) solving SDP is generally unscalable; (2) with
the constraints in (7) and (8), the solution to (10) turns out
to be nearly positive semidefinite if � is sufficiently large.1

Suppose �1, · · · ,�m

are eigenvalues of X . From (7),
we have X

ii

= 1 for all i, and
P

m

i=1 �i

= trace (X) = m,
which implies that the sum of �

i

s is fixed. From (8), we
have X is symmetric, and �

i

s are all real numbers. When
we choose a large �, kXk⇤ =

P
m

i=1 |�
i

| dominates the cost
function, and a solution with all nonnegative �

i

s will give
the lowest cost, because

P
m

i=1 |�
i

| �
P

m

i=1 �i

= m and
the equality holds iff. �

i

� 0 for all i.
The boundness kXk⇤ � m also implies that the solu-

tion to (10) will be insensitive to � when � is sufficiently
large, and then minimizing the nuclear norm is equivalent
to adding a positive semidefinite constraint. The effect of �
is experimentally illustrated in Section 6.1.2.

1We use the term “nearly positive semidefinite” to refer to the proper-
ty that the negative eigenvalues of a matrix, if there exist, are negligible
compared to the norm of the matrix.

and all A
i

s are concatenated as rows in a matrix A 2
{0, 1}m⇥k. Then, one can write X as

X = AAT , (4)

From (4), it is clear to see that a desired X should be both
positive semidefinite and low-rank:

X ⌫ 0, rank (X)  k. (5)

Using (5) the cycle consistency can be effectively im-
posed without checking all cycles of pairwise matches.
Moreover, partial matching is allowed, while bijection
needs to be assumed in (2).

4. Joint matching via rank minimization
Given affinity scores {S

ij

| 1  i, j  n}, we aim to
find globally consistent matches X . Note that S

ij

can be
all-zero if matching is not performed for a pair (i, j). More-
over, affinity scores can be computed from either feature
similarities or graph matching solvers according to specific
scenarios, as described in Section 3.1.

4.1. Formulation
We formulate the problem as a low-rank matrix recovery

problem. We maximize the inner product between X
ij

and
S

ij

for all i and j as multiple linear assignment problems.
At the same time, we minimize the rank of X to enforce
the cycle consistency. We ignore the positive semidefinite
constraint on X and will explain the reasons later.

To make the optimization tractable, we make the follow-
ing relaxations: (1) X is treated as a real matrix X 2
[0, 1]m⇥m instead of a binary matrix, which is a general
practice in solving matching problems. Experimentally, we
found that the solution values were very close to 0 or 1 and
could be stably quantized by a threshold of 0.5. This might
be attributed to the existence of a linear term in the cost
function [26]. (2) Rank of X is replaced by the nuclear nor-
m kXk⇤ (sum of singular values), which is a tight convex
relaxation proven to be very effective in various low-rank
problems such as matrix completion [8] and robust princi-
pal component analysis [7].

The estimated X should be sparse since at most one val-
ue in each row of X

ij

can be nonzero. To induce sparsity,
we minimize the sum of values in X . Combining all three
terms, we obtain the following cost function:

f(X) = �
nX

i=1

nX
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hS
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,X
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i + ↵h1,Xi + �kXk⇤,
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where h·, ·i denotes the inner product and S 2 Rm⇥m is the
matrix collecting all S

ij

s. ↵ is the weight of sparsity, which

can be interpreted as a threshold to remove small scores in
S

ij

s. In our implementation, we normalize the scores to let
them lie between 0 and 1 and empirically set ↵ = 0.1. �
controls the weight of the nuclear norm. We will discuss �
in Section 4.2 and Section 6.1.2.

Besides the doubly stochastic constraints in (1), addi-
tional constraints shall be imposed on X after relaxation:

X
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= I
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X
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= XT
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, 1  i, j  n, i 6= j, (8)

0  X  1, (9)

where (7) constrains self-matching to be identity, (8) con-
strains X to be symmetric, and (9) constrains the values in
X to lie in [0, 1].

Finally, we obtain the following optimization problem:

min
X

hW ,Xi + �kXk⇤,

s.t. X 2 C, (10)

where W = ↵1 � S and C denotes the set of matrices
satisfying the constraints given in (1), (7), (8) and (9).

Upon our experimental observation, the result doesn’t
degrade noticeably when removing the doubly stochastic
constraints in (1). This might be attributed to the existence
of the sparsity regularizer. Therefore, we remove (1) in im-
plementation to accelerate the computation.

4.2. Positive semidefiniteness

We ignore the positive semidefinite constraint for two
reasons: (1) solving SDP is generally unscalable; (2) with
the constraints in (7) and (8), the solution to (10) turns out
to be nearly positive semidefinite if � is sufficiently large.1

Suppose �1, · · · ,�m

are eigenvalues of X . From (7),
we have X

ii

= 1 for all i, and
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i=1 �i

= trace (X) = m,
which implies that the sum of �
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s is fixed. From (8), we
have X is symmetric, and �
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s are all real numbers. When
we choose a large �, kXk⇤ =
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function, and a solution with all nonnegative �
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s will give
the lowest cost, because
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= m and
the equality holds iff. �
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� 0 for all i.
The boundness kXk⇤ � m also implies that the solu-

tion to (10) will be insensitive to � when � is sufficiently
large, and then minimizing the nuclear norm is equivalent
to adding a positive semidefinite constraint. The effect of �
is experimentally illustrated in Section 6.1.2.

1We use the term “nearly positive semidefinite” to refer to the proper-
ty that the negative eigenvalues of a matrix, if there exist, are negligible
compared to the norm of the matrix.
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{0, 1}m⇥k. Then, one can write X as

X = AAT , (4)

From (4), it is clear to see that a desired X should be both
positive semidefinite and low-rank:

X ⌫ 0, rank (X)  k. (5)

Using (5) the cycle consistency can be effectively im-
posed without checking all cycles of pairwise matches.
Moreover, partial matching is allowed, while bijection
needs to be assumed in (2).

4. Joint matching via rank minimization
Given affinity scores {S
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| 1  i, j  n}, we aim to
find globally consistent matches X . Note that S

ij

can be
all-zero if matching is not performed for a pair (i, j). More-
over, affinity scores can be computed from either feature
similarities or graph matching solvers according to specific
scenarios, as described in Section 3.1.

4.1. Formulation
We formulate the problem as a low-rank matrix recovery

problem. We maximize the inner product between X
ij

and
S
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for all i and j as multiple linear assignment problems.
At the same time, we minimize the rank of X to enforce
the cycle consistency. We ignore the positive semidefinite
constraint on X and will explain the reasons later.

To make the optimization tractable, we make the follow-
ing relaxations: (1) X is treated as a real matrix X 2
[0, 1]m⇥m instead of a binary matrix, which is a general
practice in solving matching problems. Experimentally, we
found that the solution values were very close to 0 or 1 and
could be stably quantized by a threshold of 0.5. This might
be attributed to the existence of a linear term in the cost
function [26]. (2) Rank of X is replaced by the nuclear nor-
m kXk⇤ (sum of singular values), which is a tight convex
relaxation proven to be very effective in various low-rank
problems such as matrix completion [8] and robust princi-
pal component analysis [7].

The estimated X should be sparse since at most one val-
ue in each row of X
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can be nonzero. To induce sparsity,
we minimize the sum of values in X . Combining all three
terms, we obtain the following cost function:
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where (7) constrains self-matching to be identity, (8) con-
strains X to be symmetric, and (9) constrains the values in
X to lie in [0, 1].

Finally, we obtain the following optimization problem:

min
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hW ,Xi + �kXk⇤,

s.t. X 2 C, (10)

where W = ↵1 � S and C denotes the set of matrices
satisfying the constraints given in (1), (7), (8) and (9).

Upon our experimental observation, the result doesn’t
degrade noticeably when removing the doubly stochastic
constraints in (1). This might be attributed to the existence
of the sparsity regularizer. Therefore, we remove (1) in im-
plementation to accelerate the computation.

4.2. Positive semidefiniteness

We ignore the positive semidefinite constraint for two
reasons: (1) solving SDP is generally unscalable; (2) with
the constraints in (7) and (8), the solution to (10) turns out
to be nearly positive semidefinite if � is sufficiently large.1
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we have X
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large, and then minimizing the nuclear norm is equivalent
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ty that the negative eigenvalues of a matrix, if there exist, are negligible
compared to the norm of the matrix.

Positive semidefinite constraint is replaced by nuclear norm minimization



Positive semi-definiteness

Result

If X⇤
is the solution to the following problem

min
X

kXk⇤

s.t. diag(X) = 1, X = XT .

Then, X⇤
is positive semidefinite.
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Result

If X⇤
is the solution to the following problem

min
X

kXk⇤

s.t. diag(X) = 1, X = XT .

Then, X⇤
is positive semidefinite.

If X⇤ = argminX2C hW ,Xi+ �kXk⇤ and � is su�ciently large.

- X⇤
is nearly positive semidefinite;

- X⇤
is insensitive to �.

When � is su�ciently large

- X⇤
is nearly positive semidefinite;

- X⇤
is insensitive to �.
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Improve efficiency

55

Equivalent if              (Cabral et al., 2013, Hastie et al., 2014, Haeffele and Vidal., 2015)k > r*

[n, p] m = np MatchLift Partial SVD MatchALS

[5, 20] 1.0⇥ 102 0.005 0.016 0.001

[10, 20] 2.0⇥ 102 0.009 0.016 0.003

[20, 20] 4.0⇥ 102 0.034 0.033 0.009

[20, 100] 2.0⇥ 103 1.472 2.023 0.283

[20, 500] 1.0⇥ 104 166.8 219.3 9.804

Table 1. The CPU time (seconds) for one iteration of MatchALS,
MatchLift [10] and partial SVD [21]. n, p, and m denote the num-
ber of images, the number of points per image, and the dimension
of X , respectively. We set k = 2p for MatchALS.

5. Fast alternating minimization
5.1. Optimization in the low-rank space

The nuclear norm minimization in (10) is convex and the
state-of-the-art methods to solve this family of problems
are the proximal method [30] or ADMM [2] based on it-
erative singular value thresholding [6]. However, singular
value decomposition (SVD) needs to be performed in each
iteration, which is extremely expensive even for a medium-
sized problem. For instance, if there are 20 images with
500 features per image to match, we have to optimize for an
10, 000 ⇥ 10, 000 matrix. A single SVD for such a matrix
takes hundreds of seconds on a typical PC even if a partial
SVD solver [21] is used. See Table 1 and Section 5.3.

Fortunately, recent results on low-rank optimization have
shown that one can solve the problem more efficiently via
a change of variables X = ABT [5, 15], where A,B 2
Rm⇥k are new variables with a smaller dimension k < m.
More importantly, the change of variables will not introduce
additional local minima if k is larger than the rank of the
original solution. This result was originally derived for low-
rank SDP [4, 20] but also applies here since a nuclear-norm
minimization problem can be rewritten as SDP [31].

Inspired by these works, we propose the following low-
rank factorization-based formulation in order to leverage
the underlying low dimensionality of our problem:

min
A,B

hW ,ABT i+ �kABT k⇤,

s.t. ABT 2 C. (11)

Moreover, with the following equation [31],

kXk⇤ = min
A,B:ABT=X

1

2

�
kAk2

F

+ kBk2
F

�
, (12)

we finally obtain the following formulation:

min
A,B

hW ,ABT i+ �

2
kAk2

F

+
�

2
kBk2

F

,

s.t. ABT 2 C. (13)

The selection of matrix dimension k is critical to the success
of change of variables, while it directly affects the compu-
tational complexity. We will first provide the algorithm, an-
alyze its complexity and then discuss the selection of k.

5.2. Algorithms
The problem in (13) is not straightforward to solve due

to the constraint on the product of variables. Instead, we
rewrite the problem as

min
X,A,B

hW ,Xi+ �

2
kAk2

F

+
�

2
kBk2

F

,

s.t. X = ABT , X 2 C, (14)

and apply the ADMM [2] to solve (14).
The augmented Lagrangian of (14) reads:

L
µ

(X,A,B,Y ) =hW ,Xi+ �

2
kAk2

F

+
�

2
kBk2

F

(15)

+hY ,X �ABT i+ µ

2
kX �ABT k2

F

where Y is the dual variable and µ is a parameter control-
ling the step size in optimization. We keep the constraint
X 2 C since it can be easily handled as we will show later.
Then, the ADMM alternately updates each primal variable
by minimizing L

µ

and updates the dual variable via gra-
dient ascent while fixing all other variables. The overall
algorithm is summarized in Algorithm 1.

Algorithm 1: Multi-Image Matching via Alternating
Least Squares (MatchALS)

Input: Pairwise affinity scores S
Output: Globally consistent matches X

1 randomly initialize A and B, Y = 0 ;
2 W = ↵1� S ;
3 while not converged do

4 A 
⇣
X + 1

µ

Y
⌘
B

⇣
BTB + �

µ

I
⌘†

;

5 B  
⇣
X + 1

µ

Y
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⇣
ATA + �
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I
⌘†

;

6 X  PC

⇣
ABT � 1

µ

(W + Y )
⌘

;

7 Y  Y k + µ
⇣
X �ABT

⌘
;

8 end
9 quantize X with a threshold equal to 0.5.

Minimizing L
µ

over A turns out to be a regularized least
squares problem with a closed-form solution given in Step
4 in Algorithm 1. The update of B can be solved similarly.
The update of X requires to solve:

min
X2C
kX �ABT +

1

µ
(W + Y ) k2

F

, (16)
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Augmented Lagrangian 

[n, p] m = np MatchLift Partial SVD MatchALS

[5, 20] 1.0⇥ 102 0.005 0.016 0.001

[10, 20] 2.0⇥ 102 0.009 0.016 0.003

[20, 20] 4.0⇥ 102 0.034 0.033 0.009

[20, 100] 2.0⇥ 103 1.472 2.023 0.283

[20, 500] 1.0⇥ 104 166.8 219.3 9.804

Table 1. The CPU time (seconds) for one iteration of MatchALS,
MatchLift [10] and partial SVD [21]. n, p, and m denote the num-
ber of images, the number of points per image, and the dimension
of X , respectively. We set k = 2p for MatchALS.

5. Fast alternating minimization
5.1. Optimization in the low-rank space

The nuclear norm minimization in (10) is convex and the
state-of-the-art methods to solve this family of problems
are the proximal method [30] or ADMM [2] based on it-
erative singular value thresholding [6]. However, singular
value decomposition (SVD) needs to be performed in each
iteration, which is extremely expensive even for a medium-
sized problem. For instance, if there are 20 images with
500 features per image to match, we have to optimize for an
10, 000 ⇥ 10, 000 matrix. A single SVD for such a matrix
takes hundreds of seconds on a typical PC even if a partial
SVD solver [21] is used. See Table 1 and Section 5.3.

Fortunately, recent results on low-rank optimization have
shown that one can solve the problem more efficiently via
a change of variables X = ABT [5, 15], where A,B 2
Rm⇥k are new variables with a smaller dimension k < m.
More importantly, the change of variables will not introduce
additional local minima if k is larger than the rank of the
original solution. This result was originally derived for low-
rank SDP [4, 20] but also applies here since a nuclear-norm
minimization problem can be rewritten as SDP [31].

Inspired by these works, we propose the following low-
rank factorization-based formulation in order to leverage
the underlying low dimensionality of our problem:

min
A,B

hW ,ABT i+ �kABT k⇤,

s.t. ABT 2 C. (11)

Moreover, with the following equation [31],

kXk⇤ = min
A,B:ABT=X

1
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, (12)

we finally obtain the following formulation:

min
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2
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2
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,

s.t. ABT 2 C. (13)

The selection of matrix dimension k is critical to the success
of change of variables, while it directly affects the compu-
tational complexity. We will first provide the algorithm, an-
alyze its complexity and then discuss the selection of k.

5.2. Algorithms
The problem in (13) is not straightforward to solve due

to the constraint on the product of variables. Instead, we
rewrite the problem as

min
X,A,B

hW ,Xi+ �

2
kAk2

F

+
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2
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F

,

s.t. X = ABT , X 2 C, (14)

and apply the ADMM [2] to solve (14).
The augmented Lagrangian of (14) reads:

L
µ

(X,A,B,Y ) =hW ,Xi+ �

2
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+
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2
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(15)

+hY ,X �ABT i+ µ

2
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where Y is the dual variable and µ is a parameter control-
ling the step size in optimization. We keep the constraint
X 2 C since it can be easily handled as we will show later.
Then, the ADMM alternately updates each primal variable
by minimizing L

µ

and updates the dual variable via gra-
dient ascent while fixing all other variables. The overall
algorithm is summarized in Algorithm 1.

Algorithm 1: Multi-Image Matching via Alternating
Least Squares (MatchALS)

Input: Pairwise affinity scores S
Output: Globally consistent matches X

1 randomly initialize A and B, Y = 0 ;
2 W = ↵1� S ;
3 while not converged do

4 A 
⇣
X + 1

µ

Y
⌘
B

⇣
BTB + �

µ

I
⌘†

;

5 B  
⇣
X + 1

µ

Y
⌘
A

⇣
ATA + �
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⌘†

;

6 X  PC

⇣
ABT � 1

µ

(W + Y )
⌘

;

7 Y  Y k + µ
⇣
X �ABT

⌘
;

8 end
9 quantize X with a threshold equal to 0.5.

Minimizing L
µ

over A turns out to be a regularized least
squares problem with a closed-form solution given in Step
4 in Algorithm 1. The update of B can be solved similarly.
The update of X requires to solve:

min
X2C
kX �ABT +

1

µ
(W + Y ) k2

F

, (16)
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Matching by Alternating Least Squares (MatchALS)

[n, p] m = np MatchLift Partial SVD MatchALS

[5, 20] 1.0⇥ 102 0.005 0.016 0.001

[10, 20] 2.0⇥ 102 0.009 0.016 0.003

[20, 20] 4.0⇥ 102 0.034 0.033 0.009

[20, 100] 2.0⇥ 103 1.472 2.023 0.283

[20, 500] 1.0⇥ 104 166.8 219.3 9.804

Table 1. The CPU time (seconds) for one iteration of MatchALS,
MatchLift [10] and partial SVD [21]. n, p, and m denote the num-
ber of images, the number of points per image, and the dimension
of X , respectively. We set k = 2p for MatchALS.

5. Fast alternating minimization
5.1. Optimization in the low-rank space

The nuclear norm minimization in (10) is convex and the
state-of-the-art methods to solve this family of problems
are the proximal method [30] or ADMM [2] based on it-
erative singular value thresholding [6]. However, singular
value decomposition (SVD) needs to be performed in each
iteration, which is extremely expensive even for a medium-
sized problem. For instance, if there are 20 images with
500 features per image to match, we have to optimize for an
10, 000 ⇥ 10, 000 matrix. A single SVD for such a matrix
takes hundreds of seconds on a typical PC even if a partial
SVD solver [21] is used. See Table 1 and Section 5.3.

Fortunately, recent results on low-rank optimization have
shown that one can solve the problem more efficiently via
a change of variables X = ABT [5, 15], where A,B 2
Rm⇥k are new variables with a smaller dimension k < m.
More importantly, the change of variables will not introduce
additional local minima if k is larger than the rank of the
original solution. This result was originally derived for low-
rank SDP [4, 20] but also applies here since a nuclear-norm
minimization problem can be rewritten as SDP [31].

Inspired by these works, we propose the following low-
rank factorization-based formulation in order to leverage
the underlying low dimensionality of our problem:

min
A,B

hW ,ABT i+ �kABT k⇤,

s.t. ABT 2 C. (11)

Moreover, with the following equation [31],

kXk⇤ = min
A,B:ABT=X

1

2

�
kAk2

F

+ kBk2
F

�
, (12)

we finally obtain the following formulation:

min
A,B

hW ,ABT i+ �

2
kAk2

F

+
�

2
kBk2

F

,

s.t. ABT 2 C. (13)

The selection of matrix dimension k is critical to the success
of change of variables, while it directly affects the compu-
tational complexity. We will first provide the algorithm, an-
alyze its complexity and then discuss the selection of k.

5.2. Algorithms
The problem in (13) is not straightforward to solve due

to the constraint on the product of variables. Instead, we
rewrite the problem as

min
X,A,B

hW ,Xi+ �

2
kAk2

F

+
�

2
kBk2

F

,

s.t. X = ABT , X 2 C, (14)

and apply the ADMM [2] to solve (14).
The augmented Lagrangian of (14) reads:

L
µ

(X,A,B,Y ) =hW ,Xi+ �

2
kAk2

F

+
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2
kBk2

F

(15)

+hY ,X �ABT i+ µ

2
kX �ABT k2

F

where Y is the dual variable and µ is a parameter control-
ling the step size in optimization. We keep the constraint
X 2 C since it can be easily handled as we will show later.
Then, the ADMM alternately updates each primal variable
by minimizing L

µ

and updates the dual variable via gra-
dient ascent while fixing all other variables. The overall
algorithm is summarized in Algorithm 1.

Algorithm 1: Multi-Image Matching via Alternating
Least Squares (MatchALS)

Input: Pairwise affinity scores S
Output: Globally consistent matches X

1 randomly initialize A and B, Y = 0 ;
2 W = ↵1� S ;
3 while not converged do

4 A 
⇣
X + 1
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Y
⌘
B

⇣
BTB + �

µ

I
⌘†

;
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;

6 X  PC

⇣
ABT � 1
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(W + Y )
⌘

;

7 Y  Y k + µ
⇣
X �ABT

⌘
;

8 end
9 quantize X with a threshold equal to 0.5.

Minimizing L
µ

over A turns out to be a regularized least
squares problem with a closed-form solution given in Step
4 in Algorithm 1. The update of B can be solved similarly.
The update of X requires to solve:

min
X2C
kX �ABT +

1

µ
(W + Y ) k2

F

, (16)
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Solving Step 6 in Algorithm 1

We need to solve the following problem:

min

X2C
kX �AB

T
+

1

µ
(W + Y ) k2F , (1)

where C is defined as the set of matrices satisfying:

Xii = Ipi , 1  i  n, (2)

Xij = X

T
ji, 1  i, j  n, i 6= j, (3)

0  X  1, (4)

Denoting AB

T
+

1
µ (W + Y ) by Z, one can easily ver-

ify that each block Xij can be solved separately and the

solution is:

ˆ

Xij = Ipi , i = j,

ˆ

Xij = min

✓
max

✓
1

2

⇣
Zij +Z

T
ji

⌘
,0

◆
,1

◆
, i 6= j,

(5)

where min and max denote elementwise minimum and

maximum operators, respectively.

In Section 5.4 we replace the constraint in (2) as

trace (X) = m0,

off-diagnal values{Xii} = 0, 1  i  n, (6)

The new constraint doesn’t affect the solution for blocks

where i 6= j. For i = j, the solution is

diagnal values{ ˆ

X} =

ˆ

x,

off-diagnal values{ ˆ

Xii} = 0, 1  i  n, (7)

where

ˆ

x is

ˆ

x = argmin

x

kx� zk2

s.t. x

T1 = m0, 0  x  1, (8)

and z is the vector of diagonal values in Z.

Time complexity of Algorithm 1

We analyze the computational cost in each step of Al-

gorithm 1. In Step 4,

⇣
B

T
B +

�
µI

⌘†
requires O(mk2)

and O(k3) flops for multiplication and inverse, respectively,

and the remaining two matrix multiplication steps require

O(mk2+m2k) flops. Step 5 has the same complexity with

Step 4. In step 6, the dominant cost is to compute AB

T

which requires O(m2k) flops. Step 7 takes negligible time

since AB

T
has been computed. The total cost of each itera-

tion is O(3m2k+4mk2+2k3) and approximately O(m2k)
when m > k.
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where min and max denote elementwise minimum and

maximum operators, respectively.

In Section 5.4 we replace the constraint in (2) as

trace (X) = m0,

off-diagnal values{Xii} = 0, 1  i  n, (6)

The new constraint doesn’t affect the solution for blocks
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Time complexity of Algorithm 1
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since AB
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tion is O(3m2k+4mk2+2k3) and approximately O(m2k)
when m > k.
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Abstract

The task of estimating complex non-rigid 3D motion
through a monocular camera is of increasing interest to the
wider scientific community. Assuming one has the 2D point
tracks of the non-rigid object in question, the vision com-
munity refers to this problem as Non-Rigid Structure from
Motion (NRSfM). In this paper we make two contributions.
First, we demonstrate empirically that the current state of
the art approach to NRSfM (i.e. Dai et al. [5]) exhibits poor
reconstruction performance on complex motion (i.e motions
involving a sequence of primitive actions such as walk, sit
and stand involving a human object). Second, we propose
that this limitation can be circumvented by modeling com-
plex motion as a union of subspaces. This does not naturally
occur in Dai et al.’s approach which instead makes a less
compact summation of subspaces assumption. Experiments
on both synthetic and real videos illustrate the benefits of
our approach for the complex nonrigid motion analysis.

1. Introduction
Recovering non-rigid 3D motion from 2D point tracks

stemming from a monocular camera is a problem of con-
siderable interest in numerous disciplines and applications
throughout science and industry. This task is widely re-
ferred to as Non-Rigid Structure from Motion (NRSfM) in
the vision community. Dai et al. [5], recently proposed a
strategy for motion reconstruction that is now considered
state of the art in the field. The approach has close links with
approaches in the learning community, most notably Robust
PCA (RPCA) [4], for recovering low-rank subspaces in the
presence of noise.

In this paper we demonstrate empirically and character-
ize theoretically that the utility of Dai et al.’s [5] approach
for reconstructing 3D motion is highly dependent on the
complexity of the motion. We use the term “complex” qual-

Cluster 1 Cluster 2 Cluster 3 Cluster 4

3D Subspace

(a) Video frames and 2D skeletons

(b) Reconstructed 3D skeletons

Cluster 3 Cluster 4Cluster 4

(c) 3D skeletons in the PCA space

PC1
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PC2

PC3

Cluster 3Cluster 2Cluster 1

Figure 1. An example of complex non-rigid motion using a hu-
man body. (a) A video sequence from the UMPM dataset [1] in
which a subject sequentially performs actions such as: raise hand
(red), walk (green), sit (blue) and stand (magenta). 2D body joints
tracked in the videos are connected to form 2D skeletons in each
frame. (b) Reconstructed and clustered 3D skeletons using our
method. Different color represents different clusters/subspaces ob-
tained by our method. (c) Projection of the 3D-skeletons in the
local subspaces spanned by the three largest principal components
(PCs). Observe that the human poses stemming from different
actions adhere to separate local subspaces/clusters and the over-
all complex nonrigid motion lies in a union of subspaces. (Best
viewed in color).

itatively to describe motions with multiple “primitive” or
“simple” actions. For example, in the case of a human ob-
ject a motion sequence containing the subject raising their
hand, walking, sitting then standing would be considered
complex, whereas the individual actions themselves would
be considered simple (see Figure 1).

An obvious strategy, is to first group the sequence into
local clusters, and then apply Dai et al.’s approach to each
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Abstract

The task of estimating complex non-rigid 3D motion
through a monocular camera is of increasing interest to the
wider scientific community. Assuming one has the 2D point
tracks of the non-rigid object in question, the vision com-
munity refers to this problem as Non-Rigid Structure from
Motion (NRSfM). In this paper we make two contributions.
First, we demonstrate empirically that the current state of
the art approach to NRSfM (i.e. Dai et al. [5]) exhibits poor
reconstruction performance on complex motion (i.e motions
involving a sequence of primitive actions such as walk, sit
and stand involving a human object). Second, we propose
that this limitation can be circumvented by modeling com-
plex motion as a union of subspaces. This does not naturally
occur in Dai et al.’s approach which instead makes a less
compact summation of subspaces assumption. Experiments
on both synthetic and real videos illustrate the benefits of
our approach for the complex nonrigid motion analysis.

1. Introduction
Recovering non-rigid 3D motion from 2D point tracks

stemming from a monocular camera is a problem of con-
siderable interest in numerous disciplines and applications
throughout science and industry. This task is widely re-
ferred to as Non-Rigid Structure from Motion (NRSfM) in
the vision community. Dai et al. [5], recently proposed a
strategy for motion reconstruction that is now considered
state of the art in the field. The approach has close links with
approaches in the learning community, most notably Robust
PCA (RPCA) [4], for recovering low-rank subspaces in the
presence of noise.

In this paper we demonstrate empirically and character-
ize theoretically that the utility of Dai et al.’s [5] approach
for reconstructing 3D motion is highly dependent on the
complexity of the motion. We use the term “complex” qual-
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Figure 1. An example of complex non-rigid motion using a hu-
man body. (a) A video sequence from the UMPM dataset [1] in
which a subject sequentially performs actions such as: raise hand
(red), walk (green), sit (blue) and stand (magenta). 2D body joints
tracked in the videos are connected to form 2D skeletons in each
frame. (b) Reconstructed and clustered 3D skeletons using our
method. Different color represents different clusters/subspaces ob-
tained by our method. (c) Projection of the 3D-skeletons in the
local subspaces spanned by the three largest principal components
(PCs). Observe that the human poses stemming from different
actions adhere to separate local subspaces/clusters and the over-
all complex nonrigid motion lies in a union of subspaces. (Best
viewed in color).

itatively to describe motions with multiple “primitive” or
“simple” actions. For example, in the case of a human ob-
ject a motion sequence containing the subject raising their
hand, walking, sitting then standing would be considered
complex, whereas the individual actions themselves would
be considered simple (see Figure 1).

An obvious strategy, is to first group the sequence into
local clusters, and then apply Dai et al.’s approach to each

1



Number of activated bases

10 20 30

R
e
co

n
st

ru
ct

io
n
 e

rr
o
r

0

0.1

0.2

0.3
Sparse

PCA



Joint optimization

JOURNAL OF LATEX CLASS FILES, VOL. X, NO. X, APRIL 2016 3

solved via matrix factorization followed by metric rectifi-
cation [32], [33]. In some recent works, iterative algorithms
were employed for better precision [34], [35] or sequ ential
processing [36 ], and the problem studied in this paper is
analogous to the step of fixing basis shapes and updating
the remaining variables in those works.

3 P R O B L E M S T A T E M E N T

The problem studied in this paper can be described by the
following linear system:

W = ⇧S, (1)

where S 2 R3⇥p denotes the unknown 3D shape, which
is represented by 3D locations of p points. W 2 R2⇥p

denotes their projections in a 2D image. ⇧ is the cam-
era calibration matrix. To simplify the problem, the weak-
perspective camera model is usually used, which is a good
approximation when the object depth is much smaller than
the distance from the camera. With this assumption, the
calibration matrix has the following simple form:

⇧ =



s 0 0
0 s 0

�

, (2)

where s is a scalar depending on the focal length and the
distance to the object.

There are always more variables than eq uations in (1). To
make the problem well-posed, a widely-used assumption
is that the unknown shape can be represented as a linear
combination of predefined basis shapes, which is originated
from the active shape model [7]:

S =
k
X

i=1

ciBi, (3)

where Bi 2 R3⇥p for i 2 [1, k] represents a basis shape
learned from training data, while ci denotes the weight
of each basis shape. Thus, the reconstruction problem is
reduced to a problem of estimating several coefficients by
fitting the model (3) to the landmarks in an image, which
greatly reduces the number of unknowns.

Since the basis shapes are predefined, the relative ro-
tation and translation between the camera frame and the
coordinates that define the basis shapes need to be taken
into account, and the 3D-2D projection is depicted by:

W = ⇧

 

R
k
X

i=1

ciBi + T1T

!

, (4)

where R 2 R3⇥3 and T 2 R3 correspond to the rotation
matrix and the translation vector, respectively. R should be
in the special orthogonal group

SO(3) = {R 2 R3⇥3|RTR = I3, detR = 1}. (5)

Eq uation (4) can be further simplified as

W = R̄
k
X

i=1

ciBi, (6)

where R̄ 2 R2⇥3 denotes the first two rows of the rotation
matrix, and the translation T has been eliminated by cen-
tralizing the data, i.e. subtracting each row of W and B by

its mean. N ote that the scalar s in the calibration matrix has
been absorbed into c1, · · · , ck.

In the conventional active shape model, the principal
components of the training samples are used as the basis
shapes, which assumes that the unknown shape lies in a
low-dimensional linear space. In more recent work (e.g. [8],
[37], [38], [39]), it has been shown that the low-dimensional
linear space is insufficient to model complex shape varia-
tion, e.g., human poses, and a promising approach is using
an over-complete dictionary and representing an unknown
shape as a sparse combination of atoms in the dictionary.
Such a sparse representation implicitly encodes the assump-
tion that the unknown shape should lie in a union of
subspaces that approximates a nonlinear shape manifold.
The representabilities of PCA and sparse representation for
3D human pose modeling will be empirically compared in
Section 5.2.

Based on the sparse representation of shapes, the fol-
lowing type of optimization problem is often considered to
estimate an unknown shape:

min
c,R̄

1

2

�

�

�

�

�

W � R̄
k
X

i=1

ciBi

�

�

�

�

�

2

F

+ ↵kck1,

s.t. R̄R̄
T
= I2, (7)

where c = [c1, · · · , ck]T and kck1 represents the `1 norm
of c, which is the convex surrogate of the cardinality. k · kF
denotes the Frobenius norm of a matrix. The terms in the
loss function of (7) correspond to the reprojection error and
the sparsity of representation, respectively.

The optimization in (7) is nonconvex and there is an or-
thogonality constraint. A commonly-used strategy to solve
the optimization is the alternating minimization scheme, in
which two steps are alternated: (1) fixing R̄ and updating
c by any `1 minimization solver, e.g., the methods summa-
rized in [40]; (2) fixing c and updating R̄ using certain rota-
tion representations such as the q uaternions, the exponential
map or a manifold representation. In some previous works
(e.g. [8], [18]), R̄ is updated by the Procrustes method, i.e.,
projecting the least-sq uares solution to the orthogonal group
via singular value decomposition (SVD). But this method
can only yield an approximate solution since R̄ is not a
full rotation matrix and generally no closed-form solution
exists [41]. The alternating algorithm is summarized in
Algorithm 1. Due to the nonconvexity of (7), Algorithm 1
may get stuck at local minima when initialization is far away
from the true solution.

Input: W
Output: c and R̄.

1 initialize c and R̄ ;
2 while not converged do
3 update c using any `1 minimization solver;
4 update R̄ using any local optimization solver over

SO(3) or the Procrustes method;
5 end

Algorithm 1: Alternating minimization to solve (7).

Nonconvex optimization is prone to local optima
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solved via matrix factorization followed by metric rectifi-
cation [32], [33]. In some recent works, iterative algorithms
were employed for better precision [34], [35] or seq uential
processing [36 ], and the problem studied in this paper is
analogous to the step of fixing basis shapes and updating
the remaining variables in those works.

3 P R O B L E M S T A T E M E N T

The problem studied in this paper can be described by the
following linear system:

W = ⇧S, (1)

where S 2 R3⇥p denotes the unknown 3D shape, which
is represented by 3D locations of p points. W 2 R2⇥p

denotes their projections in a 2D image. ⇧ is the cam-
era calibration matrix. To simplify the problem, the weak-
perspective camera model is usually used, which is a good
approximation when the object depth is much smaller than
the distance from the camera. With this assumption, the
calibration matrix has the following simple form:

⇧ =



s 0 0
0 s 0

�

, (2)

where s is a scalar depending on the focal length and the
distance to the object.

There are always more variables than eq uations in (1). To
make the problem well-posed, a widely-used assumption
is that the unknown shape can be represented as a linear
combination of predefined basis shapes, which is originated
from the active shape model [7]:

S =
k
X

i=1

ciBi, (3)

where Bi 2 R3⇥p for i 2 [1, k] represents a basis shape
learned from training data, while ci denotes the weight
of each basis shape. Thus, the reconstruction problem is
reduced to a problem of estimating several coefficients by
fitting the model (3) to the landmarks in an image, which
greatly reduces the number of unknowns.

Since the basis shapes are predefined, the relative ro-
tation and translation between the camera frame and the
coordinates that define the basis shapes need to be taken
into account, and the 3D-2D projection is depicted by:

W = ⇧

 

R
k
X

i=1

ciBi + T1T

!

, (4)

where R 2 R3⇥3 and T 2 R3 correspond to the rotation
matrix and the translation vector, respectively. R should be
in the special orthogonal group

SO(3) = {R 2 R3⇥3|RTR = I3, detR = 1}. (5)

Eq uation (4) can be further simplified as

W = R̄
k
X

i=1

ciBi, (6 )

where R̄ 2 R2⇥3 denotes the first two rows of the rotation
matrix, and the translation T has been eliminated by cen-
tralizing the data, i.e. subtracting each row of W and B by

its mean. No te that the scalar s in the calibration matrix has
been absorbed into c1, · · · , ck.

In the conventional active shape model, the principal
components of the training samples are used as the basis
shapes, which assumes that the unknown shape lies in a
low-dimensional linear space. In more recent work (e.g. [8],
[37], [38], [39]), it has been shown that the low-dimensional
linear space is insufficient to model complex shape varia-
tion, e.g., human poses, and a promising approach is using
an over-complete dictionary and representing an unknown
shape as a sparse combination of atoms in the dictionary.
Such a sparse representation implicitly encodes the assump-
tion that the unknown shape should lie in a union of
subspaces that approximates a nonlinear shape manifold.
The representabilities of PCA and sparse representation for
3D human pose modeling will be empirically compared in
Section 5.2.

Based on the sparse representation of shapes, the fol-
lowing type of optimization problem is often considered to
estimate an unknown shape:

min
c,R̄

1

2

�

�

�

�

�

W � R̄
k
X

i=1

ciBi

�

�

�

�

�

2

F

+ ↵kck1,

s.t. R̄R̄
T
= I2, (7)

where c = [c1, · · · , ck]T and kck1 represents the `1 norm
of c, which is the convex surrogate of the cardinality. k · kF
denotes the Frobenius norm of a matrix. The terms in the
loss function of (7) correspond to the reprojection error and
the sparsity of representation, respectively.

The optimization in (7) is nonconvex and there is an or-
thogonality constraint. A commonly-used strategy to solve
the optimization is the alternating minimization scheme, in
which two steps are alternated: (1) fixing R̄ and updating
c by any `1 minimization solver, e.g., the methods summa-
rized in [40]; (2) fixing c and updating R̄ using certain rota-
tion representations such as the q uaternions, the exponential
map or a manifold representation. In some previous works
(e.g. [8], [18]), R̄ is updated by the Procrustes method, i.e.,
projecting the least-sq uares solution to the orthogonal group
via singular value decomposition (SVD). But this method
can only yield an approximate solution since R̄ is not a
full rotation matrix and generally no closed-form solution
exists [41]. The alternating algorithm is summarized in
Algorithm 1. Due to the nonconvexity of (7), Algorithm 1
may get stuck at local minima when initialization is far away
from the true solution.

Input: W
Output: c and R̄.

1 initialize c and R̄ ;
2 while not converged do
3 update c using any `1 minimization solver;
4 update R̄ using any local optimization solver over

SO(3) or the Procrustes method;
5 end

Algorithm 1: Alternating minimization to solve (7).
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Relax orthogonality

Convex relaxation of the Stiefel manifold (Journee et al, 2010):

Lemma (Journee et al, 2010)

The convex hull of the set of m⇥ n orthogonal matrices�
M 2 Rm⇥n| MTM = I

 
equals to the unit spectral-norm ball:

{M 2 Rm⇥n| kMk2  1}.

Scaled form: M iM
T
i = c2i I =) kM ik2  |ci|
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Proximal Method or ADMM (Boyd, 2010).

Proposition

The solution to the proximal problem

m i n
M

1

2
kY �Mk2F + �kMk2,

is given by

M⇤ = UY diag [ �Y � �P`1 ( �Y /�) ] V T
Y

Xiaowei Zhou et al. (UPenn) 3D Shape Etimation

Optimization
Optimization

P rox imal M ethod or A D M M ( B oyd, 2 0 1 0 ) .

P roposition

The solution to the following proximal
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ADMM

4.2. Algorithms
We present the algorithm to solve (13). The noiseless

case (12) can be solved similarly. Our algorithm is based on
the Alternating Direction Method of Multipliers (ADMM)
[8] and the proximal operator of the spectral norm.

We first introduce an auxiliary variable Z and rewrite
(13) as follows

min
fM ,eZ

1

2

�

�

�

W �Z eB
�

�

�

2

F
+ �

k
X

i=1

kM ik2,

s.t. fM = Z, (19)

where we concatenate M1, · · · ,Mk as column-triplets of
fM and B1, · · · ,Bk as row-triplets of eB.

The augmented Lagrangian of (19) is
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2

F
,

(20)

where Y is the dual variable and µ is a parameter control-
ling the step size in optimization. Then, the ADMM alter-
nates the following steps until convergence:

fM
t+1

= argmin
fM

Lµ

⇣

fM ,Zt,Y t
⌘

; (21)

Zt+1 = argmin
Z
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⇣
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,Z,Y t
⌘
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Y t+1 = Y k + µ
⇣
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⌘

. (23)

For the step in (21), we have
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where Qt
i is the i-th column-triplet of Zt � 1

µY
t. There-

fore, we can update each M i by solving a proximal prob-
lem based on Proposition 2:

M t+1
i = D�

µ
(Qt

i), 8i 2 [1, k]. (25)

For the step in (22), Lµ

⇣

fM
t+1

,Z,Y t
⌘

is a quadratic
form of Z and admits the following closed-form solution:

Zt+1 =
⇣
W eB

T
+ µfM

t+1
+ Y t

⌘⇣
eB eB

T
+ µI

⌘�1
. (26)

Figure 1. The frequency of exact recovery on synthesized data.

It can be proven that the sequences of values produced by
the ADMM iterations in (21) to (23) converge to the optimal
solutions of the primal problem in (19) [8], which are also
the optimal solutions to the original problem in (13).

5. Experiments
5.1. Simulation

We aim to investigate whether the spectral-norm min-
imization in (12) can exactly solve the ill-posed inverse
problem based on the prior knowledge of sparsity and or-
thogonality under noiseless cases.

More specifically, we randomly simulate k basis shapes
B1, · · · ,Bk 2 R3⇥p (p is varying, k = 50) with en-
tries sampled independently from the normal distribution
N (0, 1), and simulate k rotation matrices R1, · · · ,Rk as
well as coefficients c1, · · · , ck. Only z randomly-selected
coefficients are nonzero with values sampled from the uni-
form distribution U(0, 1). Then, M i = ciR̄i 2 R2⇥3 and
W =

Pk
i=1 M iBi. We use W as the input and solve

(12) to estimate M is. The solution is regarded as exact if
kM̂ � fMkF /kfMkF < 10�3, where we concatenate M is
in fM , and M̂ is the algorithm estimate.

Figure 1 reports the frequency of exact recovery with
varying p (number of landmarks) and z (sparsity of the un-
derlying coefficients), which is evaluated over 10 randomly-
generated instances for each setting. Note that the num-
ber of unknowns (6k) is much larger than the number of
equations (2p). The proposed convex program can exactly
solve the problem with a frequency equal to 1 in the lower-
triangular area, where the number of landmarks is suffi-
ciently large and the coefficients are truly sparse. This
demonstrates the power of convex relaxation, which has
proven to be successful in various inverse problems, e.g.,
compressed sensing [11] and matrix completion [10]. The
performance drops in more difficult cases in the upper-
triangular area. This observation is analogous to the phase
transition in compressive sensing, where the recovery prob-
ability also depends on the number of observations and the
underlying signal sparsity [16].
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! Altern: The alternating algorithm with the mean
shape as initialization (Algorithm 1). The rotation is
updated by SVD as in previous work [8], [16], [17].

! PMP: Projected Matching Pursuit from Ramakrishna
et al. [8], which solves sparse coding by greedily
selecting basis shapes instead of ‘1 minimization.
The dictionary for PMP is constructed by the method
provided in the original paper but with the same
training data as ours.

The estimation error is evaluated by the 3D Euclidean
distances between the estimated joint locations and the
ground truth in the camera frame up to a translation and
scaling. The mean erors for various motions are shown in
Fig. 5a and the statistics of errors in Fig. 5b. The proposed
convex method consistently outperforms the nonconvex
methods for all motions. Comparing “convex+refine” and
“altern” which solve the same problem (7) at the end, the
error is apparently decreased by using better initialization
(the convex solution). To further verify the fact that the
alternating minimization depends on initialization, we com-
pare the objective values achieved by the alternating algo-
rithm initialized by the convex solution and the mean
shape. As shown in Fig. 5c, the objective values achieved by
convex initialization are always smaller. The mean errors of
“convex” and “convex+refine” are comparable on the aver-
age. The rotation synchronization and refinement may lead
to worse reconstructions if the convex solution fails to pro-
vide a good initialization or the optimal solution to (7) is not
necessarily the best reconstruction, which may happen

when the pose to be reconstructed cannot be well repre-
sented by the learned dictionary.

Some visual examples of reconstructed poses for various
motions are shown in Fig. 6. All methods performwell in the
“walk” and “run” examples, where the poses are close to the
mean pose (stand upright). But for more complex motions,
the nonconvex algorithms may be stuck at local optima as
shown in other examples, while the proposed convex algo-
rithm still obtains appealing results. A demonstration video
showing several reconstructed 3D pose sequences is
included in the supplementary material, which can be found
on the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPAMI.2016.2605097.
The reconstructions by the convex method are much
smoother over time compared to the ones by the nonconvex
method which suffer from abrupt changes due to the inher-
ent instability of nonconvex optimization.

The robustness of the proposed method against Gaussian
noise is also tested. Gaussian noise with a varying standard
deviation is added to the 2D input. The estimation error ver-
sus the standard deviation of the simulated noise is shown
in Fig. 5d. The performances of the convex methods are con-
sistently better than the alternating ones under all noise lev-
els. To test the robustness of the extended model in (29)
against outliers, a proportion of landmarks are selected
with their 2D locations changed to be some random values
within a proper range (roughly the rectangle that covers the
skeleton). For comparison, the nonconvex model (7) is also
extended by introducing an outlier term similar to the one

Fig. 5. Quantitative results on the CMU motion capture dataset. (a) The mean 3D estimation errors for different motions. (b) The box plot of estima-
tion errors. (c) The comparison between objective values achieved by the mean shape initialization and by the convex initialization. (d) The sensitivity
to Gaussian noise. (e) The sensitivity to outliers. The length of error bar in (d) and (e) indicates half standard deviation.

8 IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 39, NO. X, XXXXX 2017
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Walk JumpRun BasketballSitClimb DanceBox

2D input
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(novel view)

Convex

Altern

PMP

Fig. 6. Qualitative results on the CMU motion capture dataset. The rows from top to bottom correspond to the input 2D poses, the ground-truth
3D poses (visualized in a novel view), and the reconstructions from the proposed method, the alternating minimization, and the PMP method [8],
respectively. Red and green indicate left and right, respectively.

are selected with their 2D locations changed to be some
random values within a proper range (roughly the rectangle
that covers the skeleton). For comparison, the alternating
algorithm is also implemented which alternately minimizes
the robust version of (7) with an additional outlier term
similar to the one in (29). The curves of estimation error
versus outlier proportion are shown in Figure 5(e). The
robust models clearly outperform the original models and
the convex method achieves a better performance than the
alternating one.

To illustrate the real applicability of the proposed
method, we apply the 2D pose detector developed by Yang
and Ramanan [54] on the PARSE dataset [55] and then use
the proposed method to lift the detected 2D poses to 3D
poses with the dictionary learned on the CMU dataset. Some
selected results are shown in Figure 7.

5.3 Car model estimation
The applicability of the proposed method for car model
estimation is demonstrated using the Fine-Grained 3D Car
(FG3DCar) dataset [15] which provides images of cars,
2D landmark annotations and corresponding 3D models
reconstructed by the authors. The 3D models of 15 cars are
concatenated as the shape dictionary to reconstruct the other
cars from the visible landmarks annotated in the images
(⇠40 points per image). Several examples of reconstruction
are shown in Figure 8. For comparison, the results of the
algorithm proposed in the original paper [15] are also pro-
vided, which adopts a perspective camera model and locally

updates the camera and shape parameters with a Jacobian
system initialized by the mean shape and predefined camera
parameters. The nonlinear optimization performs well in the
sedan example but fails in the SUV and truck examples,
where the models deviate far away from the mean shape.
Similar results were reported in the original paper [15] and
the authors proposed to use the class-specific mean shape
for better initialization. Instead, the proposed method can
achieve appealing results with arbitrary initialization.

It was observed that the alternating minimization in
Algorithm 1 also performed very well for car model recon-
struction, as the shape variability of cars was relatively small
and the mean-shape initialization was very close to the true
solution. But when there are outliers in the observation,
the initial estimate of viewpoint might be unreliable and
the alternating algorithm may fail. To validate this, some
outliers are simulated. More specifically, for each image
20 annotated landmarks are randomly selected with their
locations changed to be random values in the image plane.
Then, the robust models are solved by the convex method
and by the alternating algorithm initialized with the mean
shape, respectively. Since there is no 3D ground truth (the
3D models provided in the dataset were reconstructed by
the authors), the 2D shape fitting error is evaluated, i.e.,
comparing the 2D projection of the reconstructed 3D model
with the original 2D annotations, to see whether the synthe-
sized outliers can be corrected. The comparison is shown in
Figure 9. While the estimation errors are identical for most
examples, there are still many examples in which the convex
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Fig. 2. Illustration of the CNN based 2D joint regressor. The network
is fully convolutional. The input is an image and the output is a multi-
channel heat map with each channel showing the possible spatial distri-
bution of a joint.

The second architecture is the stacked hourglass model
proposed by Newell et al. [60], which has achieved the
state-of-the-art performance for 2D human pose detection.
Similar to the basic model described above, the hourglass
model also consists of convolutional layers, but the main
difference is that the shape of the network is a hourglass
structure consisting of a series of downsampling layers with
decreasing resolutions followed by a series of upsampling
layers, which implements the bottom-up and top-down pro-
cessing to integrate contextual information over the whole
image. A second hourglass component is stacked at the end
of the first one to refine the heat maps as a postprocessing
step. The final outputs are 64 ⇥ 64 heat maps. The `2 loss
is minimized during training and intermediate supervision
is applied at the end of the first module. The convolutional
layers are implemented with residual modules. Please refer
to the original paper [60] for details.

During testing, consistent with previous 3D pose meth-
ods (e.g., [36], [34]), a bounding box around the subject is
assumed and the image patch in the bounding box It is
cropped in frame t and fed forward through the network to
predict the heat maps, hj(·; It), 8j = 1, . . . , n.

5 EMPIRICAL EVALUATION

5.1 Datasets and implementation details
Empirical evaluation was performed on four datasets –
Human3.6M [33], Human Eva I [52], KTH Football II [53]
and MPII [51], which covered both studio and more realistic
scenarios. The first three were used for quantitative evalua-
tion and the last one for qualitative evaluation.

5.2 Evaluation metric
Given a set of estimated 3D joint locations ˆ

x1, · · · , ˆxn and
the corresponding ground-truth locations x⇤

1, · · · ,x⇤
n in the

same coordinates, the per joint error is defined as the
average Euclidean distance over all joints:

e =
1

n

nX

i=1

kˆxi � x

⇤
i k2. (17)

Note that the above metric depends on the absolute pose
of the estimated structure including scale, translation and
orientation. The scale and depth ambiguities are inherent
to monocular reconstruction and cannot be resolved in gen-
eral. The scale is directly learned from training subjects in

prediction-based methods [33], [36], [34]. For a fair compar-
ison, the reconstruction by the proposed method is scaled
such that the mean limb length is identical to the average
value of all training subjects. As the standard protocol in
the Human3.6M and HumanEva datasets, the root locations
of compared skeletons are aligned to make the evaluation
translation invariant. Note that Procrustes alignment to the
ground truth is not allowed.

The reconstruction error is defined as the 3D per joint
error up to a similarity transformation:

e = min

T

1

n

nX

i=1

kˆxi � T (x

⇤
i )k2,

where T denotes the transformation and the optimal pa-
rameters can be obtained by the Procrustes method. The 3D
reconstruction error is widely used in structure from motion
to evaluate the accuracy of recovered structure regardless of
scale and rigid pose.

The percentage of correct parts (PCP) is defined as

PCP =

1

n

nX

i=1

I
✓kˆxi � xik+ kˆyi � yik

2kxi � yik
 ⌧

◆
, (18)

where xi and yi are the coordinates of two ends of the i-th
part and ˆ

xi and ˆ

yi the corresponding estimates. I and ⌧ de-
note the indicator function and the threshold, respectively.
The PCP metric measures the fraction of correctly located
parts with respect to a threshold.

5.3 Human3.6M
The Human3.6M dataset [33] is a recently published large-
scale dataset for 3D human sensing. It includes millions
of 3D human poses acquired from a MoCap system with
corresponding images from calibrated cameras. This setup
provides synchronized videos and 2D-3D pose data for
evaluation. It includes 11 subjects performing 15 actions,
such as eating, sitting and walking. The same data partition
protocol as in previous work was used [36], [34]: the data
from five subjects (S1, S5, S6, S7, S8) was used for training
and the data from two subjects (S9, S11) was used for testing.
The original frame rate is 50 fps and is downsampled to 10
fps.

The algorithm in [47] was used to learn the pose dictio-
naries. The dictionary size was set to K = 64 for action-
specific dictionaries and K = 128 for the nonspecific action
case. For all experiments, the same set of parameters was
used (↵ = 0.1, � = 5, � = 0.5, ⌫ = 4 in a normalized 2D
coordinate system).

5.3.1 3D pose reconstruction with known 2D pose

First, the evaluation of the 3D reconstructability of the
proposed method with known 2D poses is presented. The
generic approach to 3D reconstruction from 2D correspon-
dences across a sequence is NRSFM. The proposed method
is compared to the state-of-the-art method for NRSFM [38]
on the Human3.6M dataset. A recent baseline method for
single-view pose reconstruction Projected Matching Pursuit
(PMP) [5] and the initialization method [47] used in our
pipeline are also included in the comparison.

The sequences of S9 and S11 from the first camera in the
Human 3.6M dataset were used for evaluation and frames

2D Joint Regressor
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Pr(I,W |✓) = Pr(I|W )Pr(W |✓), (1)

Pr(I|W ) / Pr(W |I) = ⇧t⇧jhj(wjt; It), (2)

Pr(W |✓) / e�L(✓;W ), (3)

L(✓;W ) =

⌫

2

nX
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kX
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citBi � T t1
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F

, (4)

Pr(W |✓) / exp
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(5)

R(✓) = ↵kCk1 +
�

2

krtCk2F +

�

2

krtRk2F , (6)

Pr(I|✓) =
Z

Pr(I,W |✓)dW (7)

Pr(I|✓) =
Z

Pr(I|W )Pr(W |✓)dW (8)

ˆ✓ = argmax

✓
ln Pr(I|✓)�R(✓) (9)

= argmax

✓

Z
Pr(I|W )Pr(W |✓)dW �R(✓) (10)

ˆ✓ = argmax

✓

Z
Pr(I|W )Pr(W |✓)dW �R(✓) (11)
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Algorithm 1: Block coordinate descent to solve (8).

Input: W ; // 2D joint locations

Output: C,R,T ; // pose parameters

1 initialize the parameters ; // Section 3.3

2 while not converged do
3 update C by (9) with APG;
4 update R by (10) with Manopt;
5 update T by (11);
6 end

3.2. Unknown 2D poses
If the 2D poses are unknown, W is treated as a latent

variable and is marginalized during the estimation process.
The marginalized likelihood function is

Pr(I|✓) =
Z

Pr(I,W |✓)dW , (12)

where Pr(I,W |✓) is given in (5).
Direct marginalization of (12) is extremely difficult. In-

stead, an EM algorithm is developed to compute the penal-
ized MLE. In the expectation step, the expectation of the
penalized log-likelihood is calculated with respect to the
conditional distribution of W given the image data and the
previous estimate of all the 3D pose parameters, ✓0:

Q(✓|✓0) =
Z

{ln Pr(I,W |✓)�R(✓)} Pr(W |I, ✓0)dW

=

Z
{ln Pr(I|W ) + ln Pr(W |✓)�R(✓)} Pr(W |I, ✓0)dW

= const�
Z

L(✓;W )Pr(W |I, ✓0)dW �R(✓). (13)

It can be easily shown that
Z

L(✓;W )Pr(W |I, ✓0)dW = L(✓;E [W |I, ✓0]) + const,

(14)

where E [W |I, ✓0] is the expectation of W given I and ✓0:

E [W |I, ✓0] =
Z

Pr(W |I, ✓0) W dW

=

Z
Pr(I|W )Pr(W |✓0)

Z
W dW , (15)

and Z is a constant that normalizes the probability. The
derivation of (14) and (15) is given in the supplementary
material. Both Pr(I|W ) and Pr(W |✓0) given in (6) and
(3), respectively, are products of marginal probabilities of
wjt. Therefore, the expectation of each wjt can be com-
puted separately. In particular, the expectation of each wjt

is efficiently approximated by sampling over the pixel grid.

Algorithm 2: The EM algorithm for pose from video.

Input: hj(·; It), 8j, t ; // heat maps

Output: ✓ = {C,R,T } ; // pose parameters

1 initialize the parameters ; // Section 3.3

2 while not converged do
3 ✓0 = ✓;

// Compute the expectation of W

4 E [W |I, ✓0] =
R

1
Z Pr(I|W )Pr(W |✓0) W dW ;

// Update ✓ by Algorithm 1

5 ✓ = argmin✓ L(✓;E [W |I, ✓0]) +R(✓) ;
6 end

In the maximization step, the following is computed:

✓  argmax

✓
Q(✓|✓0)

= argmin

✓
L(✓;E [W |I, ✓0]) +R(✓), (16)

which can be solved by Algorithm 1.
The entire EM algorithm is summarized in Algorithm 2

with the initialization scheme described next in Section 3.3.

3.3. Initialization
The convex relaxation approach proposed elsewhere

[47, 48] is used to initialize the parameters. In [47], a
convex formulation was proposed to solve the single-frame
pose estimation problem given 2D correspondences, which
is a special case of (8). The approach was later extended to
handle 2D correspondence outliers [48]. If the 2D poses are
given, the model parameters are initialized for each frame
separately with the convex method proposed in [47]. Alter-
natively, if the 2D poses are unknown, for each joint, the
image location with the maximum heat map value is used.
Next, the robust estimation algorithm from [48] is applied
to initialize the parameters.

4. CNN-based joint uncertainty regression
In this section, the details are provided for using CNNs

to learn the mapping Y 7! hj(·;Y ), where Y denotes an
input image and hj(·;Y ) represents a heat map for joint j.
Instead of learning p networks for p joints, a fully convolu-
tional neural network [22] is trained to regress p joint distri-
butions simultaneously by taking into account the full-body
information.

During training, a rectangular patch is extracted around
the subject from each image and is resized to 256⇥256 pix-
els. Random shifts are applied during cropping and RGB
channel-wise random noise is added for data augmentation.
Channel-wise RGB mean values are computed from the
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Algorithm 1: Block coordinate descent to solve (8).

Input: W ; // 2D joint locations

Output: C,R,T ; // pose parameters

1 initialize the parameters ; // Section 3.3

2 while not converged do
3 update C by (9) with APG;
4 update R by (10) with Manopt;
5 update T by (11);
6 end

3.2. Unknown 2D poses
If the 2D poses are unknown, W is treated as a latent

variable and is marginalized during the estimation process.
The marginalized likelihood function is

Pr(I|✓) =
Z

Pr(I,W |✓)dW , (12)

where Pr(I,W |✓) is given in (5).
Direct marginalization of (12) is extremely difficult. In-

stead, an EM algorithm is developed to compute the penal-
ized MLE. In the expectation step, the expectation of the
penalized log-likelihood is calculated with respect to the
conditional distribution of W given the image data and the
previous estimate of all the 3D pose parameters, ✓0:

Q(✓|✓0) =
Z

{ln Pr(I,W |✓)�R(✓)} Pr(W |I, ✓0)dW

=

Z
{ln Pr(I|W ) + ln Pr(W |✓)�R(✓)} Pr(W |I, ✓0)dW

= const�
Z

L(✓;W )Pr(W |I, ✓0)dW �R(✓). (13)

It can be easily shown that
Z

L(✓;W )Pr(W |I, ✓0)dW = L(✓;E [W |I, ✓0]) + const,

(14)

where E [W |I, ✓0] is the expectation of W given I and ✓0:

E [W |I, ✓0] =
Z

Pr(W |I, ✓0) W dW

=

Z
Pr(I|W )Pr(W |✓0)

Z
W dW , (15)

and Z is a constant that normalizes the probability. The
derivation of (14) and (15) is given in the supplementary
material. Both Pr(I|W ) and Pr(W |✓0) given in (6) and
(3), respectively, are products of marginal probabilities of
wjt. Therefore, the expectation of each wjt can be com-
puted separately. In particular, the expectation of each wjt

is efficiently approximated by sampling over the pixel grid.

Algorithm 2: The EM algorithm for pose from video.

Input: hj(·; It), 8j, t ; // heat maps

Output: ✓ = {C,R,T } ; // pose parameters

1 initialize the parameters ; // Section 3.3

2 while not converged do
3 ✓0 = ✓;

// Compute the expectation of W

4 E [W |I, ✓0] =
R

1
Z Pr(I|W )Pr(W |✓0) W dW ;

// Update ✓ by Algorithm 1

5 ✓ = argmin✓ L(✓;E [W |I, ✓0]) +R(✓) ;
6 end

In the maximization step, the following is computed:

✓  argmax

✓
Q(✓|✓0)

= argmin

✓
L(✓;E [W |I, ✓0]) +R(✓), (16)

which can be solved by Algorithm 1.
The entire EM algorithm is summarized in Algorithm 2

with the initialization scheme described next in Section 3.3.

3.3. Initialization
The convex relaxation approach proposed elsewhere

[47, 48] is used to initialize the parameters. In [47], a
convex formulation was proposed to solve the single-frame
pose estimation problem given 2D correspondences, which
is a special case of (8). The approach was later extended to
handle 2D correspondence outliers [48]. If the 2D poses are
given, the model parameters are initialized for each frame
separately with the convex method proposed in [47]. Alter-
natively, if the 2D poses are unknown, for each joint, the
image location with the maximum heat map value is used.
Next, the robust estimation algorithm from [48] is applied
to initialize the parameters.

4. CNN-based joint uncertainty regression
In this section, the details are provided for using CNNs

to learn the mapping Y 7! hj(·;Y ), where Y denotes an
input image and hj(·;Y ) represents a heat map for joint j.
Instead of learning p networks for p joints, a fully convolu-
tional neural network [22] is trained to regress p joint distri-
butions simultaneously by taking into account the full-body
information.

During training, a rectangular patch is extracted around
the subject from each image and is resized to 256⇥256 pix-
els. Random shifts are applied during cropping and RGB
channel-wise random noise is added for data augmentation.
Channel-wise RGB mean values are computed from the
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Fig. 7. Successful examples on MPII. In each example, the figures from left-to-right correspond to the input image, the heat map (all joints combined),
the estimated 2D pose, and the estimated 3D pose visualized in a novel view. The original viewpoint is also shown.

MPII



Summary

Figure 2. Basis shapes for cars.

Figure 3. Examples of face reconstruction. For each example, the landmarks superposed on the image and the reconstructed faces from
two views are displayed.

References
[1] C. Cao, Y. Weng, S. Zhou, Y. Tong, and K. Zhou. Facewarehouse:

A 3d facial expression database for visual computing. IEEE Transac-
tions on Visualization and Computer Graphics, 20(3):413–425, 2014.
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+

Input image / video Part hypotheses Basis shapes Reconstruction

Figure 1: Overview of the proposed approach to 3D object reconstruction. The main contribution is to
bridge the gap between 2D discriminative part detectors and 3D geometric models within optimiza-
tion or statistical frameworks. Demonstrated applications include single-image popup and monocular
motion capture (last column).

range; and reconstructing a dynamic scene is still an open problem. To complement the conventional
approaches, I am interested in the following question: Is it possible to recover the 3D shape of an object
from a single RGB image? This problem is ill-posed because of the loss of dimensionality during image
formation. To solve this ill-posed problem, my idea is to leverage existing 3D models publicly available
on the Internet, e.g., CAD models in the Skeckup warehouse and CMU human motion capture datasets,
as “visual memory” to help shape estimation in a test image. The overview of the proposed approach is
illustrated in Figure 1. In particular, I have contributed to the following aspects.

Sparse Representation for 3D Shape Estimation: To avoid exhaustively enumerating all possible in-
stances and account for intra-class variability, we represent the shape of an object as a set of 3D land-
marks and summarize the shapes of a category by a dictionary of basis shapes learned from training
data, from which we can generalize by a sparse linear combination. Given the 2D correspondences,
the 3D shape can be estimated by minimizing the geometric reprojection error as well as the cardinality
of shape coefficients. But a challenge here is the joint estimation of the object shape and the camera
pose. Unlike previous methods that adopted nonconvex formulations, we propose a convex formula-
tion based on spectral-norm relaxation to simultaneously optimize for both shape and pose parameters,
which does not need initialization and guarantees a globally optimal solution [7]. Moreover, we extend
the model to handle gross errors in the input 2D correspondences [8].

Joint 2D Part Localization and 3D Reconstruction: To automatically locate landmarks in a test image,
we learn a 2D part detector for each landmark from training exemplars. However, isolated 2D part
detection is prone to error due to the large variability in 2D appearance, viewpoint and cluttered back-
ground. We propose two approaches to solve this issue. During the learning phase, we only select
“good” parts to model the object. The selection procedure considers both discriminativeness in 2D and
spatial coverage in 3D and is formulated as a facility location problem [9]. During the testing phase,
instead of dividing the problem into subproblems and solving them sequentially, we estimate all un-
knowns simultaneously by optimizing both appearance compatibility and geometric consistency such

3
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Figure 2: The architecture of a spatial transformer module. The input feature map U is passed to a localisation
network which regresses the transformation parameters ✓. The regular spatial grid G over V is transformed to
the sampling grid T✓(G), which is applied to U as described in Sect. 3.3, producing the warped output feature
map V . The combination of the localisation network and sampling mechanism defines a spatial transformer.

need for a differentiable attention mechanism, while [14] use a differentiable attention mechansim
by utilising Gaussian kernels in a generative model. The work by Girshick et al. [11] uses a region
proposal algorithm as a form of attention, and [7] show that it is possible to regress salient regions
with a CNN. The framework we present in this paper can be seen as a generalisation of differentiable
attention to any spatial transformation.

3 Spatial Transformers
In this section we describe the formulation of a spatial transformer. This is a differentiable module
which applies a spatial transformation to a feature map during a single forward pass, where the
transformation is conditioned on the particular input, producing a single output feature map. For
multi-channel inputs, the same warping is applied to each channel. For simplicity, in this section we
consider single transforms and single outputs per transformer, however we can generalise to multiple
transformations, as shown in experiments.

The spatial transformer mechanism is split into three parts, shown in Fig. 2. In order of computation,
first a localisation network (Sect. 3.1) takes the input feature map, and through a number of hidden
layers outputs the parameters of the spatial transformation that should be applied to the feature map
– this gives a transformation conditional on the input. Then, the predicted transformation parameters
are used to create a sampling grid, which is a set of points where the input map should be sampled to
produce the transformed output. This is done by the grid generator, described in Sect. 3.2. Finally,
the feature map and the sampling grid are taken as inputs to the sampler, producing the output map
sampled from the input at the grid points (Sect. 3.3).

The combination of these three components forms a spatial transformer and will now be described
in more detail in the following sections.

3.1 Localisation Network

The localisation network takes the input feature map U 2 RH⇥W⇥C with width W , height H and
C channels and outputs ✓, the parameters of the transformation T✓ to be applied to the feature map:
✓ = f loc( U ). The size of ✓ can vary depending on the transformation type that is parameterised,
e.g. for an affine transformation ✓ is 6-dimensional as in (10).

The localisation network function f loc() can take any form, such as a fully-connected network or
a convolutional network, but should include a final regression layer to produce the transformation
parameters ✓.

3.2 Parameterised Sampling Grid

To perform a warping of the input feature map, each output pixel is computed by applying a sampling
kernel centered at a particular location in the input feature map (this is described fully in the next
section). By pixel we refer to an element of a generic feature map, not necessarily an image. In
general, the output pixels are defined to lie on a regular grid G = {Gi} of pixels Gi = ( x t

i , y
t
i),

forming an output feature map V 2 RH0⇥W 0⇥C , where H 0 and W 0 are the height and width of the
grid, and C is the number of channels, which is the same in the input and output.
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Fig. 3. 3D-INN takes a single image as input and reconstructs the detailed 3D structure
of the object in the image (e.g ., human, chair, etc.). The network is trained indepen-
dently for each category, and here we use chairs as an example. (a) Estimating 2D
keypoint heatmaps with a multi-scale CNN. (b) Refining keypoint locations by con-
sidering the structural constraints between keypoints. This is implicitly enforced with
an information bottleneck which yields cleaner heatmaps. (c) Recovered 3D structural
and camera parameters {↵, T, R, f}. (d) The projection layer maps reconstructed 3D
skeletons back to 2D keypoint coordinates.

The network architecture for initial keypoint estimation is inspired by the
pipeline proposed by Tompson et al . [41,32]. The network takes multi-scaled
images as input and estimates keypoint heatmaps. Specifically, we apply Local
Contrast Normalization (LCN) on each image, and then scale it to 320 ⇥ 240,
160 ⇥ 120, and 80 ⇥ 60 as input to three separate scales of the network. The
output is k heatmaps, each with resolution 40 ⇥ 30, where k is the number of
keypoints of the object in the image.

At each scale, the network has three sets of 5 ⇥ 5 convolutional (with zero
padding), ReLU, and 2 ⇥ 2 pooling layers, followed by a 9 ⇥ 9 convolutional
and ReLU layer. The final outputs for the three scales are therefore images with
resolution 40 ⇥ 30, 20 ⇥ 15, and 10 ⇥ 7, respectively. We then upsample the
outputs of the last two scales to ensure they have the same resolution (40⇥ 30).
The outputs from the three scales are later summed up and sent to a Batch
Normalization layer and three 1⇥1 convolution layers, whose goal is to regress to
target heatmaps. We found that Batch Normalization is critical for convergence,
while Spatial Dropout, proposed in [32], does not a↵ect performance.

The second step of keypoint estimation is keypoint refinement, whose goal
is to implicitly learn category-level structural constraints on keypoint locations
after the initial keypoint localization. The motivation is to exploit the contextual
and structural knowledge among keypoints (e.g ., arms cannot be too far from the
torso). We design a mini-network which, like an auto-encoder, has information
bottleneck layers, enforcing it to implicitly model the relationship among key-
points. Some previous works also use this idea and achieve better performance
with lower computational cost in object detection [40] and face recognition [42].

3D interpreter (Wu ECCV’16)
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