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Boosting

New understanding of boosting methods

What is boosting

Boosting builds a very accurate classifier by combining
rough and only moderately accurate classifiers.

Boosting procedures
Given a set of labeled training examples
On each round

1

The booster devises a distribution (importance) over the

example set

2

The booster requests a weak hypothesis/classifier/learner

with low error

Upon convergence,the booster combine the weak hypothesis
into a single prediction rule.



New understanding of boosting methods

Why boosting works

Let H be a class of base classifier
H = {hj(·) : X ! R}, j = 1 · · ·N , a boosting algorithm
seeks for a convex combination:

F (w) =
NX

j=1

wjhj(x)

Statistical view [Friedman et al. 2000], maximum margin
[Schapire et al. 1998], still there are open questions [Mease
& Wyner 2008]

The Lagrange dual problems of AdaBoost, LogitBoost and
soft-margin LPBoost with generalized hinge loss are all
entropy maximization problems [Shen & Li 2010 TPAMI]

Why boosting works



New understanding of boosting methods

A duality view of boosting

Explicitly find a meaningful Lagrange dual for some boosting
algorithms

Dual of AdaBoost

The Lagrange dual of AdaBoost is a Shannon entropy
maximization problem:

max
r,u

r

T
�

reg. in dualz }| {
MX

i=1

ui log ui, s.t.
MX

i=1

yiuiHi  �r1>,u � 0, 1>u = 1.

Here Hi = [Hi1 ...HiN ] denotes i-th row of H, which constitutes
the output of all weak classifiers on xi.

A duality view of  boosting



New understanding of boosting methods

A duality view of boosting

Primal of AdaBoost (Note the auxiliary variables zi, i = 1, · · · )

min
w

log

 
MX

i=1

exp zi

!
,

s.t. zi = �yiHiw (8i = 1, · · · ,M),

w � 0, 1>w =
1

T
.

A duality view of  boosting
New understanding of boosting methods

A duality view of boosting

Summary:

Dual of boosting algorithms are entropy regularized LPBoost.

algorithm loss in primal entropy reg. LPBoost in dual
adaboost exponential loss Shannon entropy
logitboost logistic loss binary relative entropy
soft-margin `p(p > 1) LPBoost generalized hinge loss Tsallis entropy



New understanding of boosting methods

Average margin vs. margin variance

Why AdaBoost just works?

Theorem:
AdaBoost approximately maximizes the average margin and at
the same time minimizes the variance of the margin distribution
under the assumption that the margin follows a Gaussian
distribution.

Proof: See [Shen & Li 2010 TPAMI]. Main tools used:

1 Central limit theorem;

2 Monte Carlo integral.

Average margin vs. margin variance



New understanding of boosting methods

Average margin vs. margin variance

What this theorem tells us:

1 We should focus on optimizing the overall margin
distribution. Almost all previous work on boosting has
focused on a large minimum margin.

2 Answered an open question in [Reyzin & Schapire 2006],
[Mease & Wyner 2008]

3 We can design new boosting algorithm to directly
maximize the average margin and minimize the margin
variance [Shen & Li, 2010 TNN]

Average margin vs. margin variance



Margin distribution boosting
New understanding of boosting methods

A better margin distribution: MDBoost

max
w

⇢̄� 1

2

�2, s.t. w � 0, 1>w = T.

It is equivalent to

min
w,⇢

1

2

⇢

>A⇢� 1>⇢,

s.t. w � 0, 1>w = T,

⇢i = yiHiw, 8i = 1, · · · ,M.

Its dual is

min
r,u

r + 1/(2T )(u� 1)>A�1(u� 1), s.t.,
MX

i=1

yiuiHi  r1>.



New understanding of boosting methods

Totally corrective boosting for regularized risk
minimization

1 A general framework that can be used to designed new
boosting algorithms.

2 The proposed boosting framework, termed CGBoost, can
accommodate various loss functions and di↵erent
regularizers in a totally-corrective optimization way.

Fully corrective boosting for 
regularised risk minimisation



New understanding of boosting methods

Summary: CGBoost

1 Samples’ margins � and weak classifiers’ clipped edges d+

are dual to each other.

2 `p regularization in primal corresponds to `q regularization
in dual with 1/p+ 1/q = 1.

Primal Dual

`
1

min
Pm

i=1

�(�i) + ⌫ kwk
1

min
Pm

i=1

�⇤(�ui) + rkd+k1
`
2

min
Pm

i=1

�(�i) + ⌫ kwk2
2

min
Pm

i=1

�⇤(�ui) + rkd+k2
2

`1 min
Pm

i=1

�(�i) + ⌫ kwk1 min
Pm

i=1

�⇤(�ui) + rkd+k
1

�(�): loss in primal kd+kq: loss in dual

kwkp: regularization in primal �⇤(u): regularization in dual

Boosting via column generation
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The matrix A approximately plays a role as the total scatter
matrix in kernel linear discriminant analysis (LDA). Note
that AdaBoost does not take the number of examples in
each class into consideration when it models the problem.
In contrast, LDA (kernel LDA) takes training example
number into consideration. This may explain why an LDA
post-processing on AdaBoost gives a better classification
performance on face detection [33], which is a highly
imbalanced classification problem. This observation of sim-
ilarity between AdaBoost and kernel LDA may inspire new
algorithms. We are also interested in developing a CG based
algorithm for iteratively generating weak classifiers.

3.7 AdaBoost-CG: Totally corrective AdaBoost using
column generation
The number of possible weak classifiers may be infinitely
large. In this case it may be infeasible to solve the optimiza-
tion exactly. AdaBoost works on the primal problem directly
by switching between the estimating weak classifiers and
computing optimal weights in a coordinate descent way.
There is another method for working out of this problem by
using an optimization technique termed column generation
(CG) [10], [34]. CG mainly works on the dual problem. The
basic concept of the CG method is to add one constraint at a
time to the dual problem until an optimal solution is identi-
fied. More columns need to be generated and added to the
problem to achieve optimality. In the primal space, the CG
method solves the problem on a subset of variables, which
corresponds to a subset of constraints in the dual. When
a column is not included in the primal, the corresponding
constraint does not appear in the dual. That is to say, a
relaxed version of the dual problem is solved. If a constraint
absent from the dual problem is violated by the solution to
the restricted problem, this constraint needs to be included
in the dual problem to further restrict its feasible region. In
our case, instead of solving the optimization of AdaBoost
directly, one computes the most violated constraint in (15)
iteratively for the current solution and adds this constraint
to the optimization problem. In theory, any column that
violates dual feasibility can be added. To do so, we need
to solve the following subproblem:

h′(·) = argmax
h(·)

∑M
i=1 uiyih(xi). (42)

This strategy is exactly the same as the one that stage-
wise AdaBoost and LPBoost use for generating the best
weak classifier. That is, to find the weak classifier that
produces minimum weighted training error. Putting all the
above analysis together, we summarize our AdaBoost-CG
in Algorithm 2.

The CG optimization (Algorithm 2) is so general that
it can be applied to all the boosting algorithms consider
in this paper by solving the corresponding dual. The con-
vergence follows general CG algorithms, which is easy to
establish. When a new h′(·) that violates dual feasibility
is added, the new optimal value of the dual problem
(maximization) would decrease. Accordingly, the optimal
value of its primal problem decreases too because they have

the same optimal value due to zero duality gap. Moreover
the primal cost function is convex, therefore eventually
it converges to the global minimum. A comment on the
last step of Algorithm 2 is that we can get the value
of w easily. Primal-dual interior-point (PD-IP) methods
work on the primal and dual problems simultaneously and
therefore both primal and dual variables are available after
convergence. We use MOSEK [27], which implements PD-IP
methods. The primal variable w is obtained for free when
solving the dual problem (15).

The dual subproblem we need to solve has one constraint
added at each iteration. Hence after many iterations solving
the dual problem could become intractable in theory. In
practice, AdaBoost-CG converges quickly on our tested
datasets. As pointed out in [35], usually only a small num-
ber of the added constraints are active and those inactive
ones may be removed. This strategy prevents the dual
problem from growing too large.

AdaBoost-CG is totally-corrective in the sense that the
coefficients of all weak classifiers are updated at each
iteration. In [36], an additional correction procedure is
inserted to AdaBoost’s weak classifier selection cycle for
achieving totally-correction. The inserted correction proce-
dure aggressively reduces the upper bound of the training
error. Like AdaBoost, it works in the primal. In contrast, our
algorithm optimizes the regularized loss function directly
and mainly works in the dual space. In [37], a totally-
corrective boosting is proposed by optimizing the entropy,
which is inspired by [18]. As discussed, no explicit primal-
dual connection is established. That is why an LPBoost
procedure is needed over the obtained weak classifiers in
order to calculate the primal variable w. In this sense, [37]
is also similar to the work of [32].

The following diagram summarizes the relationships that
we have derived on the boosting algorithms that we have
considered.

AdaBoostℓ1 primal
AdaBoost-CG−−−−−−−−−→

Lagrange duality
AdaBoostℓ1 dual

Theorem 3.3
⏐
⏐
# entropy

$
⏐
⏐ regularization

AdaBoost-QP LPBoost dual

4 EXPERIMENTS
In this section we provide experimental results to verify the
presented theory. We have mainly used decision stumps as
weak classifiers due to its simplicity and well-controlled
complexity. In some cases, we have also used one of the
simplest linear classifiers, LDA, as weak classifiers. To
avoid the singularity problem when solving LDA, we add
a scaled identity matrix 10−4I to the within-class matrix.
For the CG optimization framework, we have confined
ourself to AdaBoost-CG although the technique is general
and applicable for optimizing other boosting algorithms.

4.1 AdaBoost-QP
We compare AdaBoost-QP against AdaBoost. We have used
14 benchmark datasets [25]. Except mushrooms, svmguide1,

Boosting via column generation



Boosting via column generation

Refs: TPAMI2010, TNN2010, NN2013

Boosting via column generation

!12

• We now have a general framework for designing fully-
corrective boosting methods, to minimise arbitrary: 

•  convex loss + convex regularisation 

• It converges faster with on par test accuracy compared with 
conventional stage-wise boosting (such as AdaBoost, 
logistic boosting)



Applications of  this general boosting framework
New understanding of boosting methods

Application 1: Optimally training a cascade classifier

Cascade classifiers (1) standard cascade (2) multi-exit cascade.
Only those classified as true detection by all nodes will be true
targets.

1 2 N

F F F

T T T Tinput target

h1, h2, · · · hj , hj+1, · · · · · · , hn�1, hn

1 2 N

F F F

T T T Tinput target

h1, h2, · · · hj , hj+1, · · · · · · , hn�1, hn

# 1:



New understanding of boosting methods

Boosting for achieving the Node Learning Objective

Biased Minimax Probability Machines:

max
w,b,�

� s.t.


inf

x

1

⇠(µ

1

,⌃
1

)

Pr{w>
x

1

� b}
�
� �,


inf

x

2

⇠(µ

2

,⌃
2

)

Pr{w>
x

2

 b}
�
� �

0

.

Let’s consider a special case: �
0

= 0.5: The 2nd class will have
a classification accuracy around 50%.

Boosting for node classifier learning

Refs: ECCV2010, IJCV2013



# 2: Direct approach to Multi-class boosting; 
        sharing features in multi-class boosting

New understanding of boosting methods

A direct approach to multi-class boosting

We generalize this idea to the entire training set and introduce
slack variables ⇠ to enable soft-margin. The primal problem
that we want to optimize can then be written as

min
W,⇠

mX

i=1

⇠i + ⌫||W ||
1

s.t. �r,yi +Hi:wyi � 1 +Hi:wr � ⇠i, 8i, r,
W � 0.

Here ⌫ > 0 is the regularization parameter.

Refs: CVPR2011, CVPR2013

New understanding of boosting methods

Sharing fearures using group sparsity

Given training samples, our goal is to minimize the multi-class
hinge loss with `

1,2 mixed-norm regularization. The primal
problem can be written as

min
W,⇠

mX

i=1

⇠i + ⌫kWk
1,2

s.t. �r,yi +Hi:wyi � 1 +Hi:wr � ⇠i, 8i, r;
W � 0; ⇠ � 0.



Example of  complex output spaces# 3: Structured output boosting

Example of  complex output spaces

The dog chased the cat 
x 

S 

VP NP 

Det N V 

NP 

Det N 

y 

Natural Language Parsing 
Given a sequence of  words x, predict the parse tree y. 
Dependencies from structural constraints, since y has to be a tree. 



Structured SVM

Original SVM Problem 
• Exponential constraints 
• Most are dominated by a small set of   
“important” constraints 

Structural SVM Approach 
• Repeatedly finds the next most violated constraint… 
• …until set of  constraints is a good approximation. 

This is so-called the “cutting plane” method



Structured Boosting

• The discriminant function we want to learn: 

3

prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:

y

?
= argmax

y
F (x,y;w) = argmax

y
w

>
 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
area overlap ratio, and learning CRF parameters.

To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y

0
) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
�(y,y

0
) > 0 for any y

0 6= y and the loss is upper bounded.
The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)

s.t. : w

>


 (xi,yi)� (xi,y)

�

� �(yi,y)� ⇠i,

8i = 1, . . . ,m; and 8y 2 Y. (3b)

Here we have used the `1 norm as the regularization
function to control the complexity of the learned model.
To simplify the notation, we introduce

� i(y) =  (xi,yi)�  (xi,y); (4)

and,

� i(y) =  (xi,yi)� (xi,y); (5)

then the constraints in (3) can be re-written as:

w

>� i(y) � �(yi,y)� ⇠i.

There are two major obstacles to solve problem (3). First,
as in conventional boosting, because the set of weak struc-
tured learners  (·, ·) can be exponentially large or even
infinite, the dimension of w can be exponentially large or
infinite. Thus, in general, we are not able to directly solve
for w. Second, as in SSVM, the number of constraints (3b)
can be extremely or infinitely large. For example, in the
case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0

X

i,y

µ(i,y)�(yi,y) (6a)

s.t. :

P

i,y µ(i,y)� i(y)  1, (6b)

0 
P

y µ(i,y)  C
m , 8i = 1, . . . ,m. (6c)

Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add

3

prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:
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y
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 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
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To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y
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) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
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) > 0 for any y
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The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)
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There are two major obstacles to solve problem (3). First,
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infinite. Thus, in general, we are not able to directly solve
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case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0
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µ(i,y)�(yi,y) (6a)
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Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add
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prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:

y

?
= argmax

y
F (x,y;w) = argmax

y
w

>
 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
area overlap ratio, and learning CRF parameters.

To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y

0
) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
�(y,y

0
) > 0 for any y

0 6= y and the loss is upper bounded.
The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)

s.t. : w

>


 (xi,yi)� (xi,y)

�

� �(yi,y)� ⇠i,

8i = 1, . . . ,m; and 8y 2 Y. (3b)

Here we have used the `1 norm as the regularization
function to control the complexity of the learned model.
To simplify the notation, we introduce

� i(y) =  (xi,yi)�  (xi,y); (4)

and,

� i(y) =  (xi,yi)� (xi,y); (5)

then the constraints in (3) can be re-written as:

w

>� i(y) � �(yi,y)� ⇠i.

There are two major obstacles to solve problem (3). First,
as in conventional boosting, because the set of weak struc-
tured learners  (·, ·) can be exponentially large or even
infinite, the dimension of w can be exponentially large or
infinite. Thus, in general, we are not able to directly solve
for w. Second, as in SSVM, the number of constraints (3b)
can be extremely or infinitely large. For example, in the
case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0

X

i,y

µ(i,y)�(yi,y) (6a)

s.t. :

P

i,y µ(i,y)� i(y)  1, (6b)

0 
P

y µ(i,y)  C
m , 8i = 1, . . . ,m. (6c)

Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add
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prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:

y

?
= argmax

y
F (x,y;w) = argmax

y
w

>
 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
area overlap ratio, and learning CRF parameters.

To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y

0
) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
�(y,y

0
) > 0 for any y

0 6= y and the loss is upper bounded.
The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)

s.t. : w

>


 (xi,yi)� (xi,y)

�

� �(yi,y)� ⇠i,

8i = 1, . . . ,m; and 8y 2 Y. (3b)

Here we have used the `1 norm as the regularization
function to control the complexity of the learned model.
To simplify the notation, we introduce

� i(y) =  (xi,yi)�  (xi,y); (4)

and,

� i(y) =  (xi,yi)� (xi,y); (5)

then the constraints in (3) can be re-written as:

w

>� i(y) � �(yi,y)� ⇠i.

There are two major obstacles to solve problem (3). First,
as in conventional boosting, because the set of weak struc-
tured learners  (·, ·) can be exponentially large or even
infinite, the dimension of w can be exponentially large or
infinite. Thus, in general, we are not able to directly solve
for w. Second, as in SSVM, the number of constraints (3b)
can be extremely or infinitely large. For example, in the
case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0

X

i,y

µ(i,y)�(yi,y) (6a)

s.t. :

P

i,y µ(i,y)� i(y)  1, (6b)
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P

y µ(i,y)  C
m , 8i = 1, . . . ,m. (6c)

Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add

structured weak learner



3

prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:

y

?
= argmax

y
F (x,y;w) = argmax

y
w

>
 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
area overlap ratio, and learning CRF parameters.

To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y

0
) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
�(y,y

0
) > 0 for any y

0 6= y and the loss is upper bounded.
The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)

s.t. : w

>


 (xi,yi)� (xi,y)

�

� �(yi,y)� ⇠i,

8i = 1, . . . ,m; and 8y 2 Y. (3b)

Here we have used the `1 norm as the regularization
function to control the complexity of the learned model.
To simplify the notation, we introduce

� i(y) =  (xi,yi)�  (xi,y); (4)

and,

� i(y) =  (xi,yi)� (xi,y); (5)

then the constraints in (3) can be re-written as:

w

>� i(y) � �(yi,y)� ⇠i.

There are two major obstacles to solve problem (3). First,
as in conventional boosting, because the set of weak struc-
tured learners  (·, ·) can be exponentially large or even
infinite, the dimension of w can be exponentially large or
infinite. Thus, in general, we are not able to directly solve
for w. Second, as in SSVM, the number of constraints (3b)
can be extremely or infinitely large. For example, in the
case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0

X

i,y

µ(i,y)�(yi,y) (6a)

s.t. :

P

i,y µ(i,y)� i(y)  1, (6b)

0 
P

y µ(i,y)  C
m , 8i = 1, . . . ,m. (6c)

Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add
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prediction, and iteratively re-training the local predictor.
This approach is heuristic and it is more like a post-
processing procedure—it does not directly optimize the
structured learning objective.

1.3 Notation

A bold lower-case letter (u, v) denotes a column vector. An
element-wise inequality between two vectors or matrices
such as u � v means ui � vi for all i. Let x be an input; y
be an output and the input-output pair be (x,y) 2 X⇥ Y,
with X ⇢ Rd. Unlike classification (Y = {1, 2, . . . , k}) or
regression (Y ⇢ R) problems, we are interested in the case
where elements of Y are structured variables such as vectors,
strings, or graphs. Recall that the proposed StructBoost is
a structured boosting method, which combines a set of
weak structured learners (or weak compatibility functions).
We denote by H the set of weak structured learners.
Note that H is typically very large, or even infinite. Each
weak structured learner:  (·, ·) 2 H, is a function that
maps an input-output pair (x,y) to a scalar value which
measures the compatibility of the input and output. We
define column vector  (x,y) = [ 1(x,y), · · · , n(x,y)]

>

to be the outputs of all weak structured learners. Thus
 (x,y) plays the same sole as the joint mapping vector in
SSVM, which relates input x and output y. The form of a
weak structured learner is task-dependent. We show some
examples of  (·, ·) in Section 3. The discriminant function
that we aim to learn is F : X⇥Y 7! R, which measures the
compatibility over input-output pairs. It has the form of

F (x,y;w) = w

>
 (x,y) =

P

jwj j(x,y), (1)

with w � 0. As in other structured learning models, the
process for predicting a structured output (or inference) is
to find an output y that maximizes the joint compatibility
function:

y

?
= argmax

y
F (x,y;w) = argmax

y
w

>
 (x,y). (2)

We denote by 1 a column vector of all 1’s, whose dimension
shall be clear from the context.

We describe the StructBoost approach in Section 2, in-
cluding how to efficiently solve the resulting optimiza-
tion problem. We then highlight applications in various
domains in Section 3. Experimental results are shown in
Section 4 and we conclude the paper in the last section.

2 STRUCTURED BOOSTING

We first introduce the general structured boosting frame-
work, and then apply it to a range of specific problems:
classification, ordinal regression, optimizing special criteria
such as the area under the ROC curve and the Pascal image
area overlap ratio, and learning CRF parameters.

To measure the accuracy of prediction we use a loss
function, and as is the case with SSVM, we accept arbitrary
loss functions � : Y ⇥ Y 7! R. �(y,y

0
) calculates the

loss associated with a prediction y

0 against the true label

value y. Note that in general we assume that �(y,y) = 0,
�(y,y

0
) > 0 for any y

0 6= y and the loss is upper bounded.
The formulation of StructBoost can be written as (m-slack

primal):

min

w�0,⇠�0
1>w +

C
m 1>⇠ (3a)

s.t. : w

>


 (xi,yi)� (xi,y)

�

� �(yi,y)� ⇠i,

8i = 1, . . . ,m; and 8y 2 Y. (3b)

Here we have used the `1 norm as the regularization
function to control the complexity of the learned model.
To simplify the notation, we introduce

� i(y) =  (xi,yi)�  (xi,y); (4)

and,

� i(y) =  (xi,yi)� (xi,y); (5)

then the constraints in (3) can be re-written as:

w

>� i(y) � �(yi,y)� ⇠i.

There are two major obstacles to solve problem (3). First,
as in conventional boosting, because the set of weak struc-
tured learners  (·, ·) can be exponentially large or even
infinite, the dimension of w can be exponentially large or
infinite. Thus, in general, we are not able to directly solve
for w. Second, as in SSVM, the number of constraints (3b)
can be extremely or infinitely large. For example, in the
case of multi-label or multi-class classification, the label
y can be represented as a binary vector (or string) and
clearly the possible number of y such that y is exponential
in the length of the vector, which is 2

|Y|. In other words,
problem (3) can have an extremely or infinitely large number
of variables and constraints. This is significantly more chal-
lenging than solving standard boosting or SSVM in terms of
optimization. In standard boosting, one has a large number
of variables while in SSVM, one has a large number of
constraints.

For the moment, let us put aside the difficulty of the large
number of constraints, and focus on how to iteratively solve
for w using column generation as in boosting methods [8],
[28], [29]. We derive the Lagrange dual of the optimization
of (3) as:

max

µ�0

X

i,y

µ(i,y)�(yi,y) (6a)

s.t. :

P

i,y µ(i,y)� i(y)  1, (6b)

0 
P

y µ(i,y)  C
m , 8i = 1, . . . ,m. (6c)

Here µ are the Lagrange dual variables (Lagrange multipli-
ers). We denote by µ(i,y) the dual variable associated with
the margin constraints (3b) for label y and training pair
(xi,yi).

The idea of column generation is to split the original
primal problem in (3) into two problems: a master problem
and a subproblem. The master problem is the original
problem with only a subset of variables (or constraints for
the dual form) being considered. The subproblem is to add

• Let’s put aside the difficulty of  many constraints  
in the primal, and using the CG framework to design boosting
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new variables (or constraints for the dual form) into the
master problem. With the primal-dual pair of (3) and (6)
and following the general framework of column generation
based boosting [8], [28], [29], we can obtain our StructBoost
as follows:
Iterate the following two steps until converge :

1) Solve the following subproblem, which generates the
best weak structured learner by finding the most
violated constraint in the dual:

 

?
(·, ·) = argmax

 (·,·)

X

i,y

µ(i,y)� i(y). (7)

2) Add the selected structured weak learner  ?(·, ·) into
the master problem (either the primal form or the
dual form) and re-solve for the primal solution w and
dual solution µ.

The stopping criterion can be that no violated weak learner
can be found. Formally, for the selected  ?(·, ·) with (7) and
a preset precision ✏cg > 0, if the following relation holds:

X

i,y

µ(i,y)� 
?
i (y)  1� ✏cg, (8)

we terminate the iteration. Algorithm 1 presents the de-
tails of column generation for StructBoost. This approach,
however, may not be practical because it is very expensive
to solve the master problem (the reduced problem of (3))
at each column generation (boosting iteration), which still
can have extremely many constraints due to the set of
{y 2 Y}. The direct formulation for multi-class boosting in
[7] can be seen as a specific instance of this approach, which
is in general very slow. We therefore propose to employ
the 1-slack formulation for efficient optimization, which is
described in the next section.

2.1 1-slack formulation for fast optimization
Inspired by the cutting-plane method for fast training of
linear SVM [10] and SSVM [30], we rewrite the above
problem into an equivalent “1-slack” form so that the
efficient cutting-plane method can be employed to solve
the optimization problem (3):

min

w�0,⇠�0
1>w + C⇠ (9a)

s.t. :

1

m

w

>
 m
X

i=1

ci · � i(y)

�

� 1

m

m
X

i=1

ci�(yi,y)� ⇠,

8c 2 {0, 1}m; 8y 2 Y, i = 1, · · · ,m. (9b)

The following theorem shows the equivalence of prob-
lems (3) and (9).

Theorem 2.1. A solution of problem (9) is also a solution of
problem (3) and vice versa. The connections are: w?

(9) = w

?
(3)

and ⇠?(9) =
1
m1>⇠?(3).

Proof: This proof adapts the proof in [10]. Given a fixed
w, the only variable ⇠(3) in (3) can be solved by

⇠i,(3) = max

y

n

0,�(yi,y)�w

>� i(y)

o

, 8i.

Algorithm 1 Column generation for StructBoost
1: Input: training examples (x1;y1), (x2;y2), · · · ; parameter C; ter-
mination threshold ✏cg, and the maximum iteration number.
2: Initialize: for each i, (i = 1, . . . ,m), randomly pick any y

(0)
i 2 Y,

initialize µ(i,y) =
C
m for y = y

(0)
i , and µ(i,y) = 0 for all y 2 Y\y(0)

i .
3: Repeat
4: � Find and add a weak structured learner  ?

(·, ·) by solving the
subproblem (7) or (11).
5: � Call Algorithm 2 to obtain w and µ.
7: Until either (8) is met or the maximum number of iterations is
reached.
8: Output: the discriminant function F (x,y;w) = w

>
 (x,y).

For (9), the optimal ⇠(9) given a w can be computed as:

⇠(9) =
1

m

max

c,y

(

m
X

i=1

ci�(yi,y)�w

>
h

m
X

i=1

ci� i(y)

i

)

=

1

m

m
X

i=1

⇢

max

ci2{0,1},y
ci�(yi,y)� ciw

>� i(y)

�

=

1

m

m
X

i=1

max

y

n

0,�(yi,y)�w

>� i(y)

o

=

1

m

1>⇠(3).

Note that c 2 {0, 1}m in the above equalities. Clearly the
objective functions of both problems coincide for any fixed
w and the optimal ⇠(3) and ⇠(9).

As demonstrated in [10] and SSVM [30], cutting-plane
methods can be used to solve the 1-slack primal problem
(9) efficiently. This 1-slack formulation has been used to
train linear SVM in linear time. When solving for w, (9) is
similar to `1-norm regularized SVM—except the extra non-
negativeness constraint on w in our case.

In order to utilize column generation for designing boost-
ing methods, we need to derive the Lagrange dual of the
1-slack primal optimization problem, which can be written
as follows:

max

��0

X

c,y

�(c,y)

m
X

i=1

ci�(yi,y) (10a)

s.t. :

1

m

X

c,y

�(c,y)

 m
X

i=1

ci · � i(y)

�

 1, (10b)

0 
P

c,y �(c,y)  C. (10c)

Here c enumerates all possible c 2 {0, 1}m. We denote
by �(c,y) the Lagrange dual variable (Lagrange multiplier)
associated with the inequality constraint in (9b) for c 2
{0, 1}m and label y. The subproblem to find the most
violated constraint in the dual form for generating weak
structured learners is:

 

?
(·, ·) = argmax

 (·,·)

X

c,y

�(c,y)

X

i

ci� i(y)

= argmax

 (·,·)

X

i,y

X

c

�(c,y)ci

| {z }

:=µ(i,y)

� i(y). (11)

We have changed the order of summation in order to have
a similar form as in the m-slack case.
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Cutting plane

http://arxiv.org/abs/1302.3283
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Approach INRIA ETH TUD-Brussels Caltech-USA
Sketch tokens [16] (Prev. best on INRIA†) 13.3% N/A N/A N/A
DBN-Mut [19] (Prev. best on ETH†) N/A 41.1% N/A 48.2%
MultiFtr+Motion+2Ped [18] (Prev. best on TUD-Brussels) N/A N/A 50.5% N/A
SDtSVM [20] (Prev. best on Caltech-USA) N/A N/A N/A 36.0%
Roerei [1] (2-nd best on INRIA† & ETH†) 13.5% 43.5% 64.0% 48.4%
Ours (sp-Cov+M+O+LUV+LBP) 11.2% 36.5% 43.2% 29.4%
Ours (sp-Cov+M+O+LUV+LBP + pAUC struct) 10.9% 36.2% 43.2% 29.2%

Table 4 – Log-average miss rates of various algorithms on INRIA, ETH, TUD-Brussels and Caltech-USA test sets. The best detector is shown in boldface. We train two
detectors: one using INRIA training set (evaluated on INRIA, ETH and TUD-Brussels test sets) and another one using Caltech-USA training set (evaluated on Caltech-USA test
set). The log-average miss rate of our detection results are calculated using the Caltech pedestrian detection benchmark version 3.2.0. † Results reported here are taken from
http://www.vision.caltech.edu/Image_Datasets/CaltechPedestrians/ and are slightly different from the one reported in the original paper.

10
−3

10
−2

10
−1

10
0

10
1

.05

.10

.20

.30

.40

.50

.64

.80

1

false positives per image

m
is

s 
ra

te

 

 

72.5% VJ
46.0% HOG
30.9% FeatSynth
24.7% MultiFtr+CSS
23.9% MLS
22.2% ChnFtrs
21.5% FPDW
20.0% LatSvm−V2
19.9% ConvNet
19.0% CrossTalk
17.3% ACF
16.0% VeryFast
13.5% Roerei
13.3% SketchTokens
10.9% Ours

10
−3

10
−2

10
−1

10
0

10
1

.05

.10

.20

.30

.40

.50

.64

.80

1

false positives per image

m
is

s 
ra

te

 

 

89.9% VJ
64.2% HOG
55.2% HogLbp
54.9% Pls
54.8% VeryFast
51.9% CrossTalk
51.2% ACF
50.9% LatSvm−V2
50.3% ConvNet
49.4% MLS
47.3% MF+Motion+2Ped
47.0% DBN−Isol
43.5% Roerei
41.1% DBN−Mut
36.2% Ours

10
−3

10
−2

10
−1

10
0

10
1

.05

.10

.20

.30

.40

.50

.64

.80

1

false positives per image

m
is

s 
ra

te

 

 

94.7% VJ
68.5% HOG
51.4% ACF
50.9% MultiFtr+Motion
48.5% MultiResC
48.4% Roerei
48.2% DBN−Mut
46.4% MF+Motion+2Ped
45.5% MOCO
44.2% ACF−Caltech
43.4% MultiResC+2Ped
40.5% MT−DPM
37.6% MT−DPM+Context
37.3% ACF+SDt
29.2% Ours

Figure 6 – ROC curves of our proposed approach on INRIA, ETH and Caltech-USA pedestrian detection benchmarks.

features and implementation details are crucial to achieve
the best detection performance.
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#4: Optimising ROC curves for pedestrian 
detection (ICCV’13)



#5: Learning hash functions using column 
generation (and cutting planes) (ICML’13; 
ECCV’2014)

Hashing functions vs. weak learners in boosting 
Using a triplet based loss function for NN search (ICML’13) 

With Structured output boosting, we can also optimise a 
ranking based loss (multivariate measure), ECCV’14

Some not-that-relevant work on hashing: CVPR’13,14,15; ICCV’13, TPAMI’14



Boosting-like scalable semidefinite programming

A Duality View of Boosting Algorithms and Applications

Boosting-like algorithms for scalable semidefinite
programming

To learn a p.s.d. X,

X =
X

i

wiZi, with wi > 0, rank(Zi) = 1, trace(Zi) = 1

1 C. Shen et al. “Positive semidefinite metric learning with
boosting”, NIPS’09

2 C. Shen et al. “PSDBoost: Matrix-generation linear
programming for positive semidefinite matrices learning”,
NIPS’08

Here weak learners are rank-1 trace-1 matrices, instead of  classifiers/
regressors.



Boosting-like scalable semidefinite programming

A Duality View of Boosting Algorithms and Applications

Scalable semidefinite metric learning

ranking: learn from triplets of training images

image i image kimage j

D( )
,

>D( )
,

Dki > Dji

reference image
in-class out-of-class

Refs: NIPS’08,09, JMLR’13



Scalable semidefinite programming

A Duality View of Boosting Algorithms and Applications

Scalable semidefinite metric learning

min
X,⇠

Tr(X) + C
2

m

mX

r=1

⇠r

s.t. hAr, Xi � 1� ⇠r, r = 1, · · · , m, (P2)
⇠ < 0, X < 0.

A Duality View of Boosting Algorithms and Applications

Scalable semidefinite metric learning

min
X,⇠

1

2

��X
��2

F

+ C
3

m

mX

r=1

⇠r

s.t. hAr, Xi � 1� ⇠r, r = 1, · · · , m, (P3)
⇠ < 0, X < 0.

Again, it is straightforward to prove that (P3) and (P2) are
equivalent given the appropriate choice of C

2

and C
3

.

from L1 to L2 (trace to Frobenius)



A Duality View of Boosting Algorithms and Applications

Scalable semidefinite metric learning

The important observation is: Given a fixed u, the dual
problem has a closed-form solution
The original dual problem can be simplified into

max
u

mX

r=1

ur � 1

2

��(Â)�
��2

F

, s.t. C
3

m < u < 0. (3)

with Â = �Pm
r=1

urAr.

Now no matrix variable; no p.s.d constraint!
The objective function is first-order di↵erentiable but not
second-order di↵erentiable �!Quasi-Newton like
L-BFGS-B applicable

A Duality View of Boosting Algorithms and Applications

Scalable semidefinite metric learning

L-BFGS-B converges in 20 to 30 iterations in all
experiments
Computational complexity is O(t · D3), t 2 [20, 30].
Much more scalable: O(D6.5) �! O(t · D3)

Scalable semidefinite programming

Ref:  
Shen et al. CVPR2011



Scalable semidefinite programming

A Duality View of Boosting Algorithms and Applications

Messages

“A Scalable dual approach to semidefinite metric learning”,
C. Shen et al. Under review by CVPR 2011.
Given a convex optimization problem, it’s beneficial to
study its dual problem

A simple example of BQP

symmetric matrix but 
not necessary p.s.d.

variable must be binary: NP hard

2013

Better relaxation: sdp

Introducing:

2013

:Binary quadratic problem

SDP relaxation:



Faster sdp formulation in the dual

Let’s find the dual problem of the second sdp.

2013

Scalable semidefinite programming

Faster sdp formulation in the dual

The dual problem can be written as:

2013



Results

2013

Scalable semidefinite programming

Ref: CVPR2013



Scalable semidefinite programming: Fully 
connected CRF inference

• Efficient SDP inference for fully-connected CRFs based on low-rank decomposition, CVPR2015 
• Efficient semidefinite branch-and-cut for MAP-MRF inference, arXiv:1404.5009 
• Large-scale binary quadratic optimization using semidefinite relaxation and applications, arXiv:

1411.7564

MANUSCRIPT 10

Original images Ground truth Unary MF+filter MF+Nys. LR-SDCut

Fig. 1: Qualitative results of image segmentation. Original images and the corresponding ground truth are shown in the first two columns.
The third column demonstrates the segmentation results based only on unary terms. The results of mean field methods with different matrix-
vector product approaches are illustrated in the fourth and fifth columns. Our methods achieves similar visual performance with mean field
methods.

Unary MF+filter MF+Nys. LR-SDCut
Time(s) NA 0.29 6.6 74

Accu. 0.79 0.83 0.83 0.83

Energy 1.29 · 105 9.79 · 104 1.15 · 105 9.02 · 104

TABLE II: Quantitative results of image segmentation. Our method runs slower than mean field methods but gives significantly lower
energy. Unfortunately, the lower energy does not lead to better segmentation accuracy.

from [11]. The parameters ✓
↵

, ✓
�

and w(1) are set to 60, 20 and 10 respectively. The iteration number limit for
mean field inference is set to 20. All experiments are conducted using a single CPU with 10GB memory. As for the
matrix-vector product in the mean field method, both the filter-based and Nyström-based approaches are evaluated
(refer to as MF+filter and MF+Nys. respectively). The evaluated images have around 60,000 pixels and so the
number of MRF variables is also around 60,000 for each image.

Fig. 1 shows the qualitative results for image segmentation. We can see that our method achieves similar results to
the mean field approach. In Table II, quantitative results are demonstrated. Althgouh the computational complexity
of mean field and our method are both linear in N , mean field is still faster than ours in this experiment. This
is partially because the code of mean field is highly optimized using C++, while ours is unoptimized. A speed
up is expected if our code is further optimized and parallelized. Note that the filter-based method [19] can be
also incorporated into our algorithm to compute matrix-vector products, which is likely to be faster than Nyström
methods but limited to Gaussian kernels in general.

Despite the slower speed, our method achieves significantly lower energy than mean field, which means our
method is better from the viewpoint of MAP estimation. Unfortunately, the superiority of our method in terms of
optimization does not lead to better segmentation performance. Actually, all of the evaluated methods have similar
segmentation accuracy.

B. Application 2: Image Co-segmentation
The image co-segmentation problem requires that the same object be segmented from multiple images. There are

two optimization criteria: the color and spatial consistency within one image and the separability between foreground



Summary

Boosting

Duality view 

A general framework of boosting

Structured output boosting

CG Hashing

Applications to human detectionmanifold hash,
2-step hash, fasthash

Semidefinite 
programming

margin distribution boosting

Scalable SDP

BQP, CRF inference

hashing opt. 
ranking



Deep learning



Deep learning

• Better encoding of  CNN features 
• new Fisher vector encoding (Liu NIPS’14) 
• cross layer pooling (Liu CVPR’15) 
• mid-level feature mining (Li CVPR’15) 

• Deep structured output learning:  
• deep continuous CRF, depth estimation (Liu CVPR’15) 
• piecewise training of  CRF, pixel labelling (Lin arXiv’15) 
• deep message-passing machines (Lin, 2015) 

• Other work 
•  image captioning (Wu, 2015) 
•  face recognition (Zhuang et al.) 
•  text in the wild (Li et al.) 
•  object detection 



Depth Estimation From Single Molecular Images



Deep Convolutional Neural Fields



State-of-the-art comparison

Ref: CVPR’05 
Prediction code and trained models: https://bitbucket.org/fayao/dcnf-fcsp 

https://bitbucket.org/fayao/dcnf-fcsp






• Deep convolutional neural fields for monocular image depth 
estimations 

• Combining deep CNN and continuous CRF 
• General learning framework  



Semantic Segmentation 



Exploring context 
Modelling various spatial relations 
e.g., a car appears over a road, a glass appears over a table 

Combining the strength of  CRFs and CNNs 
CNNs: powerful representations  
CRFs: complex  relation modeling. 

Efficient piecewise training 
Avoid repeated inference 

CNN based general pairwise potential 
both unary and pairwise potential: multi-scale FCNNs. 

Learning multi-scale FCNNs  
capture rich background context 

Semantic Segmentation 





Spatial relations



Overview 

An illustration of the training and prediction process for 
one input image. 



Details 





Pascal VOC leaderboard, as of  31 May 2015

Efficient piecewise training of  deep structured models for semantic segmentation 
http://arxiv.org/abs/1504.01013

http://arxiv.org/abs/1504.01013
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Figure 1: Our two-stage image captioning framework. The first stage is the vision understanding
part, which learns a mapping between an image and semantic attributes through CNN. The second
stage is the language generation part, which learns a mapping from input attributes vector (red arrow)
to a sequence of words through LSTM. In the end-to-end baseline mode, CNN features are input to
the LSTM directly (blue dash arrow), without the attributes detector.

was then applied to the detector outputs. The success of this model relies on a re-scoring process
from a joint image-text embedding space.

Unlike the above approaches, our language generation model is based on Recurrent Neural Net-
works. RNN has been used to generate sentences, Mao et al. [29] propose a multimodal RNN
(m-RNN) to estimate the probability distribution of the next word given previous words and deep
CNN feature of image at each time step. Similarly, Kiros et al. [20] construct a joint multimodal
embedding space by using a powerful deep CNN model and an LSTM that encodes text. Karpathy
and Fei-Fei [18] also propose a multimodal RNN generative model, but different from [29], their
RNN is conditioned on the image information only at the first time step. Unlike these joint em-
bedding approaches, Vinyals et al. [38] combine deep CNNs for image classification with LSTM
for sequence modeling, to create a single network that generates descriptions of images. Likewise,
Donahue et al [9] also use LSTMs as the sequential model to generate sentence. Both the CNN
features and the previous word are provided as inputs to a stack of four LSTMs at each time step.
Most recently, Xu et al. [40] have proposed a model based on visual attention. Different from all
the above approaches who use image CNN features as inputs directly to the RNNs and LSTMs and
train the model using single objective, we first detect semantic attributes by applying a CNN to an
image and integrating them to a fixed-length vector.

3 Using Attributes for Captioning
Our approach is summarised in Figure 1. The whole model includes a vision understanding part
and a language generation part. In the vision understanding part, we first use supervised learning
to create detectors for a set of attributes, based on words commonly found in image captions. To
train such detectors, we encode each image using convolutional neural network (CNN) features and
then train a linear SVM for each attribute class. Secondly, a fixed length vector V

att

(I) is created
for each image I , whose size is equal to the size of attributes dictionary V

att

. Each dimension of the
vector contains the detection score for that particular attribute. In the language generation part, we
follow [38] to apply a LSTM-based sentence generator. However, rather than using image features
directly, we use the attributes vector V

att

(I).

3.1 Attributes Detector
To detect a set of attributes in an image, we first need a vocabulary of attributes. Unlike [22, 41],
whose vocabulary is from separate hand-labeled training data, our semantic attributes are extracted
from training captions and can be any part of speech, including objects name (nouns), motions
(verbs) and object properties (adjectives). We use the K (K = 300 in our experiments) most
common words in the training captions to determine the attributes vocabulary V

att

. Similar to [11],
the top 15 most frequent closed-class words such as ‘a’,‘on’,‘of’ are removed since they
are detected in nearly every image. Moreover, the vocabulary is not tense and plural sensitive, for
instance, ‘ride’ and ‘riding’ are classified as the same semantic attribute, the same applying
to ‘bag’ and ‘bags’.

Given this attributes vocabulary, we want to detect the attributes in images. Because we do not have
ground truth correspondence between sub-image bounding boxes and attributes, standard supervised

3

Image captioning using LSTMs



Image captioning using LSTMs
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State-of-art-Flickr8k BLEU-1 BLEU-2 BLEU-3 BLEU-4 PPL
Karpathy & Li (NeuralTalk)[18] 0.58 0.38 0.25 0.16 -
Chen & Zintick (Mind’s Eye) [5] - - - 0.14 15.10

Google(NIC)[38] 0.66 0.42 0.27 0.18 -
Mao et al. (m-Rnn-AlexNet)[29] 0.57 0.39 0.26 0.17 24.39
Xu et al. (Hard-Attention)[40] 0.67 0.46 0.31 0.21 -

BaseLine-Flickr8k
VggNet+LSTM 0.56 0.37 0.24 0.16 15.71

VggNet-PCA+LSTM 0.56 0.38 0.25 0.16 16.07
GoogLeNet+LSTM 0.56 0.38 0.24 0.16 15.71

Ours-Flickr8k
gt-attributes-Sampling† 0.72 0.53 0.37 0.26 13.11

gt-attributes-BeamSearch† 0.76 0.57 0.41 0.29 12.52
predict-attributes-Sampling 0.69 0.50 0.34 0.24 14.68

predict-attributes-BeamSearch 0.73 0.53 0.38 0.26 12.63

Table 1: BLEU-1,2,3,4 and PPL metrics compared to other state-of-the-art methods and our base-
line on Flickr8k dataset. † indicates ground truth attributes labels are used. Our PPLs are based on
Flickr8k word dictionaries of size 2538.

State-of-art-Flickr30k BLEU-1 BLEU-2 BLEU-3 BLEU-4 PPL
Karpathy & Li (NeuralTalk)[18] 0.57 0.37 0.24 0.16 -
Chen & Zintick (Mind’s Eye) [5] - - - 0.13 19.10

Google(NIC)[38] 0.66 - - - -
Donahue et al. (LRCN)[9] 0.59 0.39 0.25 0.16 -

Mao et al. (m-Rnn-AlexNet)[29] 0.54 0.36 0.23 0.15 35.11
Mao et al. (m-Rnn-VggNet)[29] 0.60 0.41 0.28 0.19 20.72
Xu et al. (Hard-Attention)[40] 0.67 0.44 0.30 0.20 -

BaseLine-Flickr30k
VggNet+LSTM 0.57 0.38 0.25 0.17 18.83

VggNet-PCA+LSTM 0.59 0.40 0.26 0.17 18.92
GoogLeNet+LSTM 0.58 0.39 0.26 0.17 18.77

Ours-Flickr30k
gt-attributes-Sampling† 0.73 0.53 0.38 0.27 15.36

gt-attributes-BeamSearch† 0.78 0.57 0.42 0.30 14.88
predict-attributes-Sampling 0.63 0.43 0.28 0.19 17.57

predict-attributes-BeamSearch 0.67 0.46 0.31 0.20 17.01

Table 2: BLEU-1,2,3,4 and PPL metrics compared to other state-of-the-art methods and our base-
line on Flickr30k dataset. † indicates ground truth attributes labels are used. Our PPLs are based
on Flickr30k word dictionaries of size 7414.

set of b best sentences up to time t as candidates to generate sentences at time t+ 1, and only keep
the best b results. We set the beam size b as 20. The Sampling method is simply to sample from
the distribution p

t+1 and set its embedding vector x
t+1 as the input of the time t + 1, and repeat

this process until the END token is generated. Several recent state-of-the-art models evaluation on
different datasets are also reported for comparison.

For Flickr dataset, the gt-attributes models perform best. Although the outstanding performance
might rely on the using of ground truth attributes labels, we report these results here just to show the
advances of adding an intermediate image-to-word mapping stage. Ideally, if we are able to train
a strong attributes detector which gives us a good enough estimation of attributes, we could obtain
an outstanding improvement comparing with recent state-of-the-art. The result of using predict-
attributes-BeamSearch on Flickr8k gives us such an example: because of the high performance of
our attributes detector on this dataset (the detection mAP achieved 0.85), we get 0.73 for BLEU-
1 and 0.26 for BLEU-4 while the baseline method is 0.56 and 0.16, the best state-of-the-art [40]
who includes the attention in, is 0.67 and 0.21, separately. On Flickr30k, our predict-attributes-
BeamSearch model also outperform those end-to-end schemes using CNN features directly input,
such as NeuralTalk [18] who uses VggNet and NIC [38] who uses GoogLeNet. We also outperforms
m-RNN[29] and LRCN [9], which input CNN features at each time step. We achieve equal results
as [40], 0.67 and 0.20 for BLEU-1 and BLEU-4, respectively. Our PPL is lower (lower is better)
than others.
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State-of-art-Flickr8k BLEU-1 BLEU-2 BLEU-3 BLEU-4 PPL
Karpathy & Li (NeuralTalk)[18] 0.58 0.38 0.25 0.16 -
Chen & Zintick (Mind’s Eye) [5] - - - 0.14 15.10

Google(NIC)[38] 0.66 0.42 0.27 0.18 -
Mao et al. (m-Rnn-AlexNet)[29] 0.57 0.39 0.26 0.17 24.39
Xu et al. (Hard-Attention)[40] 0.67 0.46 0.31 0.21 -

BaseLine-Flickr8k
VggNet+LSTM 0.56 0.37 0.24 0.16 15.71

VggNet-PCA+LSTM 0.56 0.38 0.25 0.16 16.07
GoogLeNet+LSTM 0.56 0.38 0.24 0.16 15.71

Ours-Flickr8k
gt-attributes-Sampling† 0.72 0.53 0.37 0.26 13.11

gt-attributes-BeamSearch† 0.76 0.57 0.41 0.29 12.52
predict-attributes-Sampling 0.69 0.50 0.34 0.24 14.68

predict-attributes-BeamSearch 0.73 0.53 0.38 0.26 12.63

Table 1: BLEU-1,2,3,4 and PPL metrics compared to other state-of-the-art methods and our base-
line on Flickr8k dataset. † indicates ground truth attributes labels are used. Our PPLs are based on
Flickr8k word dictionaries of size 2538.

State-of-art-Flickr30k BLEU-1 BLEU-2 BLEU-3 BLEU-4 PPL
Karpathy & Li (NeuralTalk)[18] 0.57 0.37 0.24 0.16 -
Chen & Zintick (Mind’s Eye) [5] - - - 0.13 19.10

Google(NIC)[38] 0.66 - - - -
Donahue et al. (LRCN)[9] 0.59 0.39 0.25 0.16 -

Mao et al. (m-Rnn-AlexNet)[29] 0.54 0.36 0.23 0.15 35.11
Mao et al. (m-Rnn-VggNet)[29] 0.60 0.41 0.28 0.19 20.72
Xu et al. (Hard-Attention)[40] 0.67 0.44 0.30 0.20 -

BaseLine-Flickr30k
VggNet+LSTM 0.57 0.38 0.25 0.17 18.83

VggNet-PCA+LSTM 0.59 0.40 0.26 0.17 18.92
GoogLeNet+LSTM 0.58 0.39 0.26 0.17 18.77

Ours-Flickr30k
gt-attributes-Sampling† 0.73 0.53 0.38 0.27 15.36

gt-attributes-BeamSearch† 0.78 0.57 0.42 0.30 14.88
predict-attributes-Sampling 0.63 0.43 0.28 0.19 17.57

predict-attributes-BeamSearch 0.67 0.46 0.31 0.20 17.01

Table 2: BLEU-1,2,3,4 and PPL metrics compared to other state-of-the-art methods and our base-
line on Flickr30k dataset. † indicates ground truth attributes labels are used. Our PPLs are based
on Flickr30k word dictionaries of size 7414.

set of b best sentences up to time t as candidates to generate sentences at time t+ 1, and only keep
the best b results. We set the beam size b as 20. The Sampling method is simply to sample from
the distribution p

t+1 and set its embedding vector x
t+1 as the input of the time t + 1, and repeat

this process until the END token is generated. Several recent state-of-the-art models evaluation on
different datasets are also reported for comparison.

For Flickr dataset, the gt-attributes models perform best. Although the outstanding performance
might rely on the using of ground truth attributes labels, we report these results here just to show the
advances of adding an intermediate image-to-word mapping stage. Ideally, if we are able to train
a strong attributes detector which gives us a good enough estimation of attributes, we could obtain
an outstanding improvement comparing with recent state-of-the-art. The result of using predict-
attributes-BeamSearch on Flickr8k gives us such an example: because of the high performance of
our attributes detector on this dataset (the detection mAP achieved 0.85), we get 0.73 for BLEU-
1 and 0.26 for BLEU-4 while the baseline method is 0.56 and 0.16, the best state-of-the-art [40]
who includes the attention in, is 0.67 and 0.21, separately. On Flickr30k, our predict-attributes-
BeamSearch model also outperform those end-to-end schemes using CNN features directly input,
such as NeuralTalk [18] who uses VggNet and NIC [38] who uses GoogLeNet. We also outperforms
m-RNN[29] and LRCN [9], which input CNN features at each time step. We achieve equal results
as [40], 0.67 and 0.20 for BLEU-1 and BLEU-4, respectively. Our PPL is lower (lower is better)
than others.
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misc
Face recognition  

LFW: ~98%.  Trained with 0.5M labelled faces of  10k classes 

Classification 
Training GoogleNet took ~3 days with 8 K40’s (data parallelisation) 
Software developed on top of  a fork of  Caffe. We only implemented 
data parallelisation.  

Working on various object detection problems now 



Car and sign detection



Car and sign detection



Car and sign detection



Car and sign detection



Text in the wild

65

Method Precision Recall F-measure

Our	  Method 0.84 0.70 0.76

Max	  et	  al.	  (ECCV2014) 0.89 0.66 0.75

Huang	  et	  al.	  (ECCV2014) 0.84 0.67 0.75

Neumann	  et	  al.	  (ICDAR2011) 0.65 0.64 0.63

• ICDAR2003 Text in wild detection results 



Car license plate detection

66
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Fig. 4: Precision-recall curves of our approach and state-of-the-art detectors on the KITTI pedestrian detection test set.
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94.7% VJ
68.5% HOG
51.4% ACF
50.9% MultiFtr+Motion
48.5% MultiResC
48.4% Roerei
48.2% DBN−Mut
46.4% MF+Motion+2Ped
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44.2% ACF−Caltech
43.4% MultiResC+2Ped
40.5% MT−DPM
37.6% MT−DPM+Context
37.3% ACF+SDt
21.9% Ours

Fig. 5: ROC curves of our approach and several state-of-the-art detec-
tors on the Caltech pedestrian test set.

Fig. 6: Left: Spatial distribution of features selected by pAUCEnsT.
White pixels indicate that a large number of low-level visual features
are selected in that area. These regions correspond to human head,
shoulders and feet. Right: The learned linear SVM model from the
BING classifier. Each pixel shows the SVM weight. Note the similarity
between the learned SVM weights and SVM weights of HOG (Fig. 6b
in [2]), i.e., large SVM weights are near the head and shoulder contour
(^-shape).

use 1631 cropped pedestrian patches extracted from
4250 training images. We exclude occluded pedestrians
from the Caltech training set [8]. Pedestrian patches are
horizontally mirrored (flipped along the vertical axis) to
expand the positive training data. Negative patches are

collected from the Caltech-USA training set with pedes-
trians cropped out. To train the pAUC-based pedestrian
detector, we set the resolution of the pedestrian model
to 32⇥ 64 pixels. We use six different types of features:
color (LUV), magnitude, orientation bins [33], histogram
of flow6 [55], sp-Cov and sp-LBP. We set the depth of
decision trees, the number of bootstrapping iterations
and the number of weak classifiers to be the same as
in the previous experiment. We evaluate our pedestrian
detectors on the conditions that pedestrians are at least
50 pixels in height and at least 65% visible. We use the
publicly available evaluation software of Dollár et al. [1],
which computes the AUC from 9 discrete points sampled
between [0.01, 1.0] FPPI, to evaluate our experimental
results. Fig. 5 compares the performance of our approach
with other state-of-the-art algorithms.

On Caltech data set, our approach outperforms all existing
pedestrian detectors by a large margin. Spatial distribution
of selected visual features is shown in Fig. 6 (left). Each
pixel is normalized such that that white pixels indicate
most frequently chosen regions. We observe that active
regions focus mainly on head, shoulders and feet. Similar
observation has also been reported in [32], in which
the authors apply a multi-scale model for pedestrian
detection. The training time of our approach is under 24

hours on a parallelized quad core Intel Xeon processor.
Region proposals generation In this section, we train

a two-stage pedestrian detector by placing the efficient
BING classifier in the first stage and the previously
trained pAUCEnsT pedestrian detector in the second
stage. To train the BING detector, the resolution of the
pedestrian model is set to 8 ⇥ 16 pixels. The learned
linear SVM model using BING features is shown in Fig. 6
(right). We observe that most active pixels (white pixels)
are near the human contour. The SVM weights shown
here are also similar to the learned SVM weights of
HOG (Fig. 6b in [2]). We compare the performance of our
two-stage pedestrian detector by varying the threshold
value of the BING detector in the first stage (varying the
number of region proposals being generated). We plot
ROC curves of our detector with different BING thresh-

6. We use the optical flow implementation of [54] which can be
downloaded at http://people.csail.mit.edu/celiu/OpticalFlow/

Pedestrian detection (boosting w. trees. not DL)

http://arxiv.org/pdf/1409.5209.pdf
https://github.com/chhshen/pedestrian-detection

https://github.com/chhshen/pedestrian-detection


• Efficient deep structured output learning (highly nonsubmodular 
models?) 

• Dense prediction  
e.g., per-pixel depth estimation and label prediction 

• Multi-modal learning (cross domain transfer?)  
e.g., how can we take advantage of  the knowledge embedded in 
Wikipedia for vision problems?

What we are planning to do in the near future:



That’s all. Questions?

cs.adelaide.edu.au/~chhshen

http://cs.adelaide.edu.au/~chhshen

